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Abstract

Event-driven approaches and Complex Event Processing (CEP) have the potential to aid in tack-
ling the complex requirements and challenges of monitoring contemporary computer networks.
The applicability of such methods, however, depends on, e. g., architectural considerations, data
processing performance, or usability. In this thesis, we study the applicability of event-driven
principles and CEP for analyzing and surveying computer networks and present ways for
improving the applicability of these paradigms. The main contributions that are presented and
discussed in this thesis are: an analysis of important properties of network analysis and surveil-
lance, the introduction of a corresponding Event-driven Architecture (EDA) for addressing these
requirements, the empirical evaluation of the proposed EDA using a prototype implementation,
the development of cooperative and self-adaptive methods for addressing performance and
usability issues, and the development of techniques for improving the integration of components
implemented in different languages in event-driven systems.

Assuring and maintaining the proper operation of computer networks is as crucial as assuring
the proper operation of the Information Technology (IT) systems they connect. However,
collecting and analyzing information about computer networks, which is required for assuring
their proper operation, is increasingly challenging because of, e. g., the growing logical and
spatial extent of computer networks, accelerated changes in computer network structures
and network traffic, or near real-time requirements. Furthermore, a wide variety of methods
for network analysis and surveillance exists and for acquiring comprehensive information at
optimal resource requirements these various methods have to be combined with a converging
approach.

Based on the results of an analysis of important properties and requirements for network
analysis and surveillance, we propose an approach which leverages event-driven paradigms
such as EDA and CEP for addressing the complex mix of requirements in this field and for
enabling convergence of the various existing methods. We evaluate our proposed approach
with a case study and performance benchmarks using a prototype. Our results show that our
approach is a good fit for addressing the complex mix of requirements and that it is feasible
from a performance perspective. In contrast to other related recent research, which is limited
to specific use cases, we propose a generic and versatile event-driven approach for universal
network analysis and surveillance.

Moreover, we present techniques for further improving network analysis and surveillance. While
our general approach already constitutes an important improvement, we also propose and investi-
gate further innovations. Based on the evaluation of our approach, we consider distributed opera-
tion, usability, performance in distributed deployments and of sensors, integration of data sources,
and the interoperation of implementations in different programming languages in event-driven
systems as most important aspects for further improvement.

For improving the operation, usability, and performance in distributed contexts, we develop
an approach for cooperative and self-adaptive data acquisition using the example of packet
capturing. In order to research ways for advancing the operation of sensors and integration of
data sources, we use the example of packet capturing with the Java Virtual Machine (JVM),
for which we develop and analyze various improvements at various abstraction levels such as
data extraction via a Domain Specific Language (DSL) or self-adaptive adjustments based on
performance constraints. Even though packet capturing with the JVM was already employed
in other research, these studies only consider the overall systems such that neither the specific
implications of JVM-based packet capturing nor methods for improving the performance in
this scenario were discussed in detail yet. Furthermore, we analyze the impact of programming
language barriers in event-driven systems and present a batch-based approach for increasing
the data exchange throughput.



In conclusion, we improve the state-of-the-art of network analysis and surveillance. Our work
aims on taking the next step towards holistic network analysis and surveillance by addressing
distribution, convergence, usability, and performance aspects. We demonstrate the benefits and
evaluate the applicability of event-driven data processing paradigms and show how self-adaptivity
and cooperation can further improve the capabilities.
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1 Introduction

In this chapter, an overview over the work presented in this document is given. At first, the
motivation for the presented work as well as its context are explained. Afterwards, the aims
of the presented work are introduced and the research questions that are answered with the
work discussed in this document are presented. Then, the most important contributions of the
presented work are outlined. Finally, an overview over the organization of this document is
given.

Please note that, throughout this document, except for the acknowledgements, the terms “we”
and “our”, unless otherwise noted, are used in sense of the pluralis modestiae, also sometimes
called “the author’s we”, in order to refer to the author.

Please also note that we use the term “performance” to refer to computing and throughput
performance that is measured, e. g., as the speed or frequency with which data can be processed
or the utilization of Central Processing Units (CPUs), memory, or other components. In other
fields like anomaly or malware detection, “performance” may also refer to, e. g., detection
accuracy such as true positive rates. Data analysis and mining in computer network contexts,
e. g., for traffic classification or malware detection, is an entire field of research on its own. The
focus of this document is on the practicability from an engineering and performance perspective
and in-depth discussion of data analysis techniques are considered to be out of scope. In section
2.2.4, we present a brief overview of data analysis in the field of computer network analysis and
surveillance.

1.1 Motivation

Information Technology (IT) is used ubiquitously in various fields like governments, businesses,
health-care, or traffic guidance, to name just a few, and it can be expected that IT will be
used more and more and will get an even stronger influence [34, 187, 136]. Non-operational
IT systems may result in severe consequences like potentially huge financial losses, theft or
disclosure of confidential information like business secrets or privacy relevant data, loss of
reputation, or even threats for human health or life, e. g., in critical infrastructures [185,
56]. Consequently, the operation and functionality of IT systems have become a critical
factor.

Typically, IT systems heavily rely on networking functionality, e. g., for connecting their
components or for connecting to other IT systems. Computer networks can be seen as the
nervous system of IT infrastructures. Without properly operating computer networks, the
corresponding IT systems typically do not operate properly as well [182, 157, 140]. Thus,
computer networks typically have the same critical importance as the IT systems they connect
[170, 34, 187, 136, 185, 56, 82, 11, 283].

For maintaining properly operating computer networks and IT infrastructures, accurate, up-
to-date, and comprehensive information about the processes and activities in computer net-
works and IT infrastructures is required [163, 160]. Collecting information about computer
networks, however, is increasingly challenging, e. g., because of the increasing logical and
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spatial extent of computer networks and IT systems that operate in globalized environ-
ments, the increasing use of mobile internet devices, or ongoing digitization [34, 187, 136].
From the technology perspective, examples of driving forces in this development are tech-
nologies like virtualization [181], cloud computing [267, 18], the Internet of Things (IoT)
[19, 110], Machine-to-Machine (M2M) approaches [159, 309], or Software-defined Network (SDN)
[141, 238].

Different types of networks, like wired, wireless, or virtualized networks, typically behave
and perform differently [106, 97, 92]. Computer networks may also be targeted or misused
by attackers, e. g., in scope of attacks, espionage, malware distribution, botnets, or spam
[116, 128, 273, 278, 263, 190, 253]. Furthermore, the traffic inside computer networks as well
as the networks themselves change over time because of, e. g., adjustments in size as caused
by growth of companies or changing use cases [189, 182, 140, 222]. Thus, the corresponding
analysis, surveillance, and monitoring systems have to be capable to adapt to changing situations
timely [140, 267]. Moreover, because of the distributed nature, complex composition, and speed
of computer networks, for obtaining comprehensive, accurate, and up-to-date information about
a computer network, data from various locations and data sources has to be acquired, combined,
and analyzed in near real-time [170, 11, 267, 23, 258, 195, 130].

The process of gathering and analyzing information about computer networks is also referred to as
“network analysis and surveillance” [248]. Other terms that are used in this context are “network
reconnaissance” [259] or “network monitoring” [160]. In this document, the term “Network
Analysis and Surveillance” and its abbreviation “NAaS” will be used to refer to these activities of
gathering and analyzing information about computer networks.

Due to the critical importance of computer networks, a wide range of approaches in various
fields of Network Analysis and Surveillance (NAaS) had been developed. Examples of such
fields and approaches are data acquisition methods like packet capturing [248], connection
tracking [20], or netflow-based methods [172], security related approaches like Intrusion De-
tection Systems (IDSs), Intrusion Prevention Systems (IPSs), or Security Information and
Event Management (SIEM) systems [166, 105, 305], or monitoring systems for controlling the
operation of services and hosts or for capacity planning [209, 321, 152, 198], to name just a few
examples.

This existing work can be seen as evidence for the importance of NAaS. However, these existing
systems and approaches have limitations like being, by and large, limited to specific application
scenarios or not being flexible, scalable, and adaptable for keeping up with increasing dynamic
effects.

The application of event-based data processing, Complex Event Processing (CEP), and self-
adaptive software systems for NAaS recently gained more attention in research as well as
in industry [170, 11, 23, 137, 156, 323, 121]. However, this research only aims at specialized
application fields and does not consider overarching aspects of NAaS. Furthermore, event though,
in light of the high speed of computer networks, data processing throughput performance is a
critical factor for the applicability of NAaS approaches, the present research does not address
performance aspects and improvements of event-driven approaches in the field of NAaS in detail
yet.

1.2 Aims and Research Questions

While Event-driven Architecture (EDA) and CEP are increasingly used for NAaS, the current
research on leveraging event-driven principles for NAaS only focuses on specialized use cases
and, despite of the critical importance of performance for the applicability, does not consider
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performance aspects in detail. The hypothesis that we address with the work presented
in this document is that event-driven principles and self-adaptivity can be employed for
overarching and flexible NAaS. We specifically research the applicability of event-driven
approaches for overarching NAaS with the emphasis on the practical usage that is constrained
by performance limitations. Additionally, based on our results, we identify important areas for
further improvements and present novel approaches for improving and advancing overarching
event-driven NAaS.

The aims of the work presented in this document can be summarized as follows:

1. Design and implementation of an overarching and flexible event-driven NAaS approach

2. Assessment of our NAaS approach with respect to functionality, implementation, and
operation

3. Evaluation of the performance limits of our NAaS approach

4. Improving the performance via cooperation by leveraging the distributed nature of NAaS

5. Easing the usability and operation of our distributed NAaS approach by employing self-
adaptation

6. Improving the integration of components that are implemented in various programming
languages in a heterogeneous overall event-driven system

These aims lead us to the following Research Questions (RQs):

RQ1 What are important properties and requirements for overarching and flexible NAaS?
As the properties and requirements of NAaS are to be addressed in the work presented in
this document, we first have to answer the question what important properties and require-
ments of NAaS are. Factors that contribute to important properties and requirements
of NAaS are, e. g., the size and complexity of computer networks or new and emerging
technologies such as virtualization, cloud computing, IoT, M2M approaches, or SDN.

RQ2 Does our NAaS approach offer convergence of data sources and is it flexible with respect
to functionality, implementation, and operation?
In order for our approach to be overarching, it has to be possible to integrate arbitrary
data sources and to correlate their information such that convergence of data sources is
one important aspect. Additionally, for addressing the dynamic aspects of ever changing
computer networks, our approach has to be flexible with respect to functionality, imple-
mentation, and operation. While we also identified further important aspects for NAaS,
we consider convergence of data sources and flexibility as most important with respect
to our approach as the remaining important aspects of NAaS are implicitly addressed
throughout the discussion of the architecture and prototype chapters.

RQ3 What are the performance limits of our NAaS approach and what is the most relevant
performance bottleneck?
In light of the high speeds of computer networks, the applicability of approaches in NAaS
is constrained by the performance with which data in Network Analysis and Surveillance
Systems (NAaSSs) can be processed. Thus, in order to allow an assessment of in which
scenarios our approach can be reasonably applied in, an analysis of the performance
characteristics of our approach is required. Furthermore, the identification of the most
relevant bottleneck will be an indicator for which aspects have to be tackled in the next
step.

RQ4 Can the most relevant performance bottleneck be addressed by leveraging distributed
approaches?
Based on the identification of the most relevant bottleneck, we analyze if this bottleneck
can be addressed by leveraging the distributed nature of our proposed approach. In
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distributed scenarios, e. g., by leveraging cooperative approaches, load can be distributed
among multiple nodes such that the performance can be increased and certain resource
limitations can be mitigated.

RQ5 Can the increased complexity of distributed approaches be addressed by leveraging self-
adaptivity?
While distributed operation offers opportunities such as leveraging cooperation for in-
creasing the performance, distributed operation also has drawbacks. Employing NAaS
in distributed scenarios increases the complexity of the corresponding systems and thus
makes the operation and usage more demanding. Approaches such as self-adaptivity can
help to reduce the complexity in order to improve the operation and usability. Further-
more, because of the automated operation of self-adaptive approaches, adjustments are
accelerated such that it becomes possible to adapt to changes that cannot be reacted to
manually.

RQ6 May the distributed nature of our approach cause additional performance issues and how
can these be addressed?
Another type of issues in distributed deployment scenarios are additional performance
problems. In distribute scenarios, e. g., data has to be exchanged among the participating
hosts via computer networks which may become another bottleneck.

RQ7 What is the most relevant performance limit of our approach in a non-distributed scenario
and how can it be addressed?
In addition to distribution aspects, certain performance aspects may be relevant only
in non-distributed scenarios. In our research, we identified the operation of sensor for
network traffic acquisition as important aspect. Based on this finding, we additionally
identified the interoperation of components that are implemented in various programming
languages as another important aspect.

We will mention the research questions that will be addressed at the beginning of the corre-
sponding chapters. Furthermore, we will outline our findings and the meaning of our findings
with respect to the research questions in chapter specific conclusion sections. Finally, the
answers to the research questions will be summarized in an own section in the conclusion, which
is presented in section 12.2.

1.3 Organization of Work

After this introductory chapter, we introduce the general foundations on which the work
discussed in this document is based and discuss related work in chapter 2. In the introduction of
the foundations, we focus on aspects that are applicable to the overall presented work. Moreover,
depending on the further discussions in the following chapters, we also introduce more detailed
or specific foundations in other places when necessary. In order to place the work presented in
this document into the proper context, in the scope of the discussion of the related work, we
also cover aspects that have no immediate connection to the work presented in this document.
An example for such an aspect is the discussion of data analysis methods in NAaS. While we
do not address details of data analysis methods in NAaS in the presented work, these methods
are important in the field of NAaS and could be employed in scope of the approach that we
propose in this document.

In chapter 3, we analyze and discuss important properties and requirements of contemporary
NAaS in the face of the challenges and requirements that are implied by modern computer
network setups and use cases. With this work, we answer RQ1. The enumeration and details of
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important properties and requirements serve as basis for the design of our approach as well as
for the evaluation.

In chapter 4, we present an EDA for distributed, holistic, and converging NAaS. Our ap-
proach aims on addressing the important properties that were identified in chapter 3. The
proposed architecture is purposely kept generic in order not to limit the application scenario
such that it can serve as the basis for universal NAaS. In scope of the discussion of our
proposed approach, we also identify potential resource constraints. The details about potential
resource constraints will be picked up again in the discussion of the empirical performance
evaluation.

A strong emphasis of the work presented in this document is on the applicability of the presented
approaches. For assessing the applicability of the approach proposed in chapter 4, a prototype
implementation is required. In chapter 5, the evaluation prototype that will be used later on is
introduced. In addition to the design aspects that we discuss in chapter 4, the implementation
aspects of the prototype also help to address certain important properties and requirements
as introduced in chapter 3. Furthermore, we use the prototype implementation to evaluate if
our approach helps to address the important properties and requirements that were identified
in chapter 3. The prototype implementation is the basis for answering RQ2 and RQ3 in the
subsequent chapters 6 and 7.

In chapter 6, we evaluate the capabilities of our prototype related to convergence of data sources
and flexibility with respect to functionality, implementation, and operation and in doing so
answer RQ2. In addition to the steps that were necessary for implementing the performance
evaluation prototype, we purposely extended the prototype further to systematically study
more complex deployment and operation scenarios. The results of our case study show that,
thanks to the loose-coupling of our proposed approach, our approach allows convergence of
data sources and flexibility.

In chapter 7, we present the results of an empirical performance evaluation. In order to allow
a detailed assessment of effects of individual components as well as of emerging behavior,
we started by evaluating individual components and then considered increasingly complexer
systems. With the detailed performance analysis, we identify the performance limits and the
most important bottleneck and thus answer RQ3. Because of the high speeds of computer
networks, we consider the throughput performance as most critical aspect with respect to
the applicability of our approach. The results show that our approach is generally feasible
from a performance perspective but also provide pointers to aspects with particularly high
improvement potential.

While our approach already constitutes an important improvement to NAaS, we also identified
further innovation potential. Based on the results of the previous sections, we consider operation,
usability, and performance in distributed deployments as important aspects. Thus, in chapter
8, we present cooperative and self-adaptive approaches for improving the distributed operation,
usability, and performance. While the cooperative operation of sensors has the potential to
improve the performance such that it is relevant to RQ4, distributed approaches also increase
the complexity and thus affect RQ5. Our results show that cooperative approaches can be
used for improving the overall data acquisition performance in a distributed system and that
self-adaptive approaches help to improve the usability by autonomously adapting systems
depending on predefined optimization aims.

In chapter 9 we address RQ6 and, in this scope, we identified performance problems that may
arise due to the increasing accumulation of data. For addressing these issues, we propose to fit
the structure of a NAaSS to the structure of the analyzed network. While fitting the structure
of a NAaSS to the analyzed network with respect to architecture, design, and flexible adaptation
is easily possible with our approach, the practicability of this solution also depends on the
actual use case and deployment scenario. Evaluation results show that the proposed approach
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is feasible for the example use cases and deployment scenarios we used for our evaluation but
also that the feasibility depends on the actual circumstances. The approaches that we presented
and used for our evaluation can also be used for evaluating the applicability of this approach
depending on the application situation.

With the work in the preceding chapters, we specifically focused on the distribution properties of
our approach. While our results show that our approaches constitute important improvements
for distributed NAaS, based on these results, we also identified potential for further important
innovations in non-distributed scenarios. In chapter 10, we first develop and study methods
for improving the sensor performance in scenarios that require the interoperation of different
programming languages using the example of packet capturing with Java. In order to provide
a broad overview, we discuss methods at various abstraction levels, which cover raw data
acquisition, data transformation using a static hard-coded and a dynamic Domain Specific
Language (DSL) based approach, and a self-adaptive approach for dynamically adjusting the
data processing based on performance constraints. Afterwards, we perform a more generalized
study on the impact of barriers between non-directly compatible programming languages
in event-based systems and discuss the effects of a batch-based approach for improving the
interoperation.

In chapter 11, we discuss threats to validity. We introduce potential threats to validity and
explain how we addressed these in order to assure the validity of our results. As we performed
various experiments with differing characteristics, we specifically discuss the relevant aspects
for each experiment scenario. Our results show that we addressed the threats to validity and
achieved valid results.

Finally, in chapter 12, we present a conclusion. In the conclusion, we summarize our work, the
results, answers to the research questions, and the most important contributions. Furthermore,
we provide an outlook on future work.

1.4 Contributions and Publication

NAaS is a broad field that consists of various subfields with different specializations. We
addressed topics from various subfields within NAaS and contributed various research results
and innovations.

In this section, we first present the contributions that we consider as most important. Then,
we highlight the peer-reviewed publications that were published in scope of the presented work.
Afterwards, we outline the evaluation prototypes that were published as Open Source Software
in scope of the work that is presented in this document.

1.4.1 Contributions

Throughout the discussion of the work presented in this document, we will present and discuss
our contributions in detail. In the following, we present an overview of the contributions of the
work presented in this document. Our contributions are:

• the analysis of important features and aspects of overarching NAaS [98, 94] (See chapter
3.),

• the analysis of components, involved resources, and associated potential resource con-
straints in a distributed event-driven NAaSS using the example of a generalized system
architecture (See chapter 4.),
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• the analysis of the feasibility of distributed event-driven NAaS from a performance
perspective [94, 100] (See chapter 7.),

• a method for increasing the event throughput in a distributed message-driven communi-
cation infrastructure by grouping and transmitting events in bulks instead of individually
(See subsection 7.4.2.),

• a method for increasing the data acquisition and transformation throughput of low-level
network traffic data with higher-level frameworks using the example of packet capturing
with Java and a packet processing pipeline for transforming raw packet header data into
Java bean and map objects [101] (See subsection 5.1.1.),

• an approach for determining if a CEP system can be meaningfully split into cascading
sub-systems by splitting the event processing into smaller parts for addressing emerging
performance issues in distributed deployments [99] (See chapter 9.),

• an approach for partitioning packet-based network traffic for distributing the capturing
and processing of packets among multiple nodes [102] (See section 8.3.),

• an approach for addressing distribution, performance, and usability issues in distributed
network traffic acquisition using the example of remote, cooperative, distributed, and
self-adaptive packet capturing [96] (See section 8.4.),

• the development and analysis of further improvements for acquiring and processing raw
network traffic data with higher-level frameworks using the example of packet capturing
with the Java Virtual Machine (JVM) [95] (See section 10.1.),

• and the analysis of the impact of programming language barriers in event-based systems
and the analysis of a batch-based method for increasing the event throughput between
components that are implemented in different programming languages (See section 10.2.).

1.4.2 Publications

We presented our contributions in various peer-reviewed publications. In the following, we
list our publications in the reverse chronological order of their publication dates, i. e., the
newest still unpublished publications are the first ones and the oldest publications are the last
ones.

• Ruediger Gad, Martin Kappes, and Inmaculada Medina-Bulo, “Improving Network Traffic
Acquisition and Processing with the Java Virtual Machine,” ISCC 2015 - The Twentieth
IEEE Symposium on Computers and Communications, in press [95]

• Ruediger Gad, Martin Kappes, and Inmaculada Medina-Bulo, “Monitoring Traffic in
Computer Networks with Dynamic Distributed Remote Packet Capturing,” The 2015
IEEE International Conference on Communications (ICC 2015), in press [96]

• Ruediger Gad, Martin Kappes, and Inmaculada Medina-Bulo, “Analysis of the Feasibility
to Combine CEP and EDA with Machine Learning using the Example of Network Analysis
and Surveillance,” X Jornadas de Ciencia e Ingeniería de Servicios (JCIS – SISTEDES
2014), September 2014, Cádiz, Spain [100]

• Ruediger Gad, Martin Kappes, and Inmaculada Medina-Bulo, “Bridging the Gap between
Low-level Network Traffic Data Acquisition and Higher-level Frameworks,” 2014 IEEE
38th Computer Software and Applications Conference Workshops (COMPSACW), July
2014, Västerås, Sweden [101]
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• Ruediger Gad, Martin Kappes, Robin Mueller-Bady, and Inmaculada Medina-Bulo,
“Header Field Based Partitioning of Network Traffic for Distributed Packet Capturing
and Processing,” 2014 IEEE 28th International Conference on Advanced Information
Networking and Applications (AINA), May 2014, Victoria, Canada [102]

• Ruediger Gad, Martin Kappes, Juan Boubeta-Puig, and Inmaculada Medina-Bulo, “Em-
ploying the CEP Paradigm for Network Analysis and Surveillance,” AICT 2013, The
Ninth Advanced International Conference on Telecommunications, June 2013, Rome, Italy
[94]

• Ruediger Gad, Juan Boubeta-Puig, Martin Kappes, and Inmaculada Medina-Bulo, “Hier-
archical events for efficient distributed network analysis and surveillance,” Proceedings
of the 2nd International Workshop on Adaptive Services for the Future Internet and
6th International Workshop on Web APIs and Service Mashups (WAS4FI-Mashups ’12),
September 2012 [99]

• Ruediger Gad, Juan Boubeta-Puig, Martin Kappes, and Inmaculada Medina-Bulo, “Lever-
aging EDA and CEP for Integrating Low-level Network Analysis Methods into Modern,
Distributed IT Architectures,” VII Jornadas de Ciencia e Ingeniería de Servicios (JCIS –
SISTEDES 2012), September 2012, Almeria, Spain [98]

1.4.3 Published Open Source Software

For the evaluation of the presented approaches, we used prototype implementations. In order
to allow the reproducibility and verifiability of our work, we published some of these prototypes
as Open Source Software.

One of these prototypes is the clj-net-pcap Clojure packet capturing library and tool [93]. In
clj-net-pcap, we implemented the packet processing pipeline prototype for accelerating the
acquisition and transformation of raw packet traffic data as discussed in [101]. clj-net-pcap also
serves as basis for the packet capturing component of the work presented in [96]. Furthermore,
we implemented the approaches discussed in [95] in clj-net-pcap and used the resulting prototype
for the evaluation of these approaches. Additionally, we used clj-net-pcap in the scope of further
experiments that involved processing packet capturing data throughout the work presented in
this document. The versions that were used for the experiments presented in [101] and [95] are
marked using tags.

For the work presented in [96], the evaluation prototype consisted of various components.
These components are, a packet capturing sensor, a communication infrastructure, a com-
ponent for merging sensor data that was acquired at distributed sensors, and a controller
component that also included the front end. The main repository for the Distributed Re-
mote Packet Capturing (DRePCap) prototype is located at [91]. This repository contains the
components with which the evaluation was performed as runnable Java Archive (JAR) files,
a brief documentation, and references to the repositories of the source code of the compo-
nents.

Furthermore, we also implemented enhancements to the jNetPcap Java packet capturing library
[266]. These changes are publicly available under the same Open Source license as jNetPcap in
the clj-net-pcap repository [93].
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2 Foundations and Related Work

In this chapter, the general foundations on which the presented work is based are introduced.
We consider the foundations that are introduced in this chapter as relevant for the entire
work presented in this document. Foundations that are only relevant for specific chapters are
introduced in the respective chapters.

Furthermore, overviews over related work are given. Similar to the discussed foundations,
we present related work that we consider relevant for the overall work presented in this
document. Related work that is relevant for specific chapters is introduced in the corresponding
chapters.

In the following, we first present an introduction into the concept of CEP. Afterwards, we
introduce NAaS. Related work with respect to event-driven data processing and CEP in the
field of NAaS is introduced in section 2.2.6.

2.1 Complex Event Processing

The aim of this section is to introduce Complex Event Processings (CEPs) and to define
the CEP-related terminology that will be used throughout this document. We use the Event
Processing Glossary [174] maintained by the Event Processing Technical Society (EPTS) and
the book “Event Processing in Action” [81] as references. While we use the terminology defined
in these references as basis, we also found it necessary to extend the terminology with our own
terms. In the following, we use the pluralis modestiae to indicate our definitions in contrast to
the terminology defined in the aforementioned references.

At first, a general overview over CEP is given. Then, a first definition of the term “event” is
given. Afterwards, the structure of a CEP system is introduced in two steps from a general
high-level overview to a more detailed view of an event processing system. Finally, event
patterns and the related concepts are introduced.

2.1.1 Overview

CEP is an approach for processing data in form of so called “events” [176, 175, 81]. One use
case of CEP is to infer increasingly complex information from other simpler information by
correlating bits of simpler information to each other. Other activities that can be performed with
CEP systems are, e. g., filtering or conversion of data. Properties that are typically attributed
to CEP systems are loose coupling, the ability to cascade, and near real-time capabilities
[282, 316, 313].

In the area of software, loose coupling is typically used to describe that components of a
system do not require detailed information about each other in order to work together [89].
Loosely coupled designs allow effortless replacement or addition of components and thus foster
engineering flexible systems.

CEP systems have the ability to cascade in the way that the output of one CEP system can be
fed to another CEP system as input. By cascading CEP systems, different layers of abstractions
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can be meaningfully separated and the processing of the according information can be distributed
depending on the abstraction level. The ability to cascade is useful for processing data in large
and distributed environments like computer networks.

Furthermore, event-driven approaches like CEP are typically suited for fulfilling near real-time
properties, like for time critical operations [282, 316, 313]. We use the term “near real-time”
in order to avoid confusion with, e. g., hard real-time systems that have stronger constraints
with respect to how and when processing has to take place [298]. One way to define “near real
time” is as being “in-time” as required for the actual use-case because it is “close enough to
realtime[sic]”[24].

In [308], Voisard and Ziekow present a layered approach for classifying event-based systems.
Voisard and Ziekow identified the following four layers:

• language layer,

• execution layer,

• communication layer,

• and capturing layer.

In addition to these four layers, Voisard and Ziekow add a fifth layer for representing the
end-user applications that eventually use the events that are emitted by the event-based system.
Voisard and Ziekow do not consider the end-user applications to be part of the event-based
system and thus their model of event-based systems is restricted to the aforementioned four
layers.

Throughout the discussion of the presented work, we will roughly refer to this four-layered
view. In the introduction of network analysis and surveillance, in section 2.2, we also outline
the relation of the discussed aspects with respect to the four-layered model of Voisard and
Ziekow.

2.1.2 Events

In CEP systems, the processed information is represented in form of events. In the scope
of a CEP system the term “event” may have different meanings. Two common meanings are
that,

• firstly, an event in general denotes an incident that has happened.

• Secondly, the entities or event objects that are used to transport information in a CEP
system may also be referred to as “events”.

We refer to the first interpretation of events as “natural events” as these typically happen
naturally in the field the CEP system is applied in. The field in which a CEP system is
applied in is referred to as its “application domain”. In the scope of this document, the
application domain is the computer network in which the respective CEP system is used
in.

We use the term “event instance” as synonym for event object. Please note that the term
“event object” does not refer to objects as in the Object-oriented Programming (OOP) paradigm
but just refers broadly to an entity that carries data about an event. Depending on the
actual CEP system implementation there may be different options how event objects can be
implemented.
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Event objects are typically made up of a number of different event properties which are also
called “event attributes”. Event properties contain the data that is carried by event objects.
We use the terms “event property” as synonym for “event attribute”.

Event objects can be classified according to their event types. An event type may, e. g., define
the names and types of the attributes of which an even object is composed.

Event types are usually no strict definitions like classes in object-oriented programming but define
a general structure similar to an XML Schema Definition (XSD). It is possible that different
event objects of the same type contain different information. In the scope of computer networks,
e. g., one event type could be used to carry information about captured packets. Packets in a
network, however, can be of various protocols such as, User Datagram Protocol (UDP) [231],
Transmission Control Protocol (TCP) [234], or Internet Control Message Protocol (ICMP)
[232]. Clearly, protocols differ and thus their respective packets contain different information.
Consequently, the resulting event objects, while still belonging semantically to the same event
type, may differ, e. g., with respect to the contained attributes.

Another way to categorize events is with respect to their relation and semantic complexity.
According to [174], simple events do not summarize or contain information about other events
whereas complex events summarize and contain information about a number of other different
events and derived events “. . . are generated as a result of applying a method or process to
one or more other events.” For the discussion of derivation relations and semantic complexity,
we consider the relationships between event types.

We define T as the set of all event types and tu ∈ T as the concrete event type tu. For indicating
the transitive derivation relation we use “→”, e. g., the derivation relation of event type t1
from which event type t2 is derived and from which, in turn, event type t3 is derived can be
expressed as t1 → t2 ∧ t2 → t3 =⇒ t1 → t3.

In order to assure that the derivation relation of derived event types is unambiguous, we define
that the result of each derivation operation is a new distinct event type. When several ways
for deriving similar event types exist, each of these event types is an own, distinct event type.
Starting from an existing event type, such as a raw event type or a previously derived event
type, adding a new derivation operation creates a new, previously non-existent, event type.
Consequently, by following this definition the relations between event types represent a directed
acyclic graph.

For measuring the number of derivation operations that are involved for deriving ty from
tx, we define the derivation path length from an event type tx to an event type ty as
l→(tx, ty) ∈ N such that, e. g., for t1 → t2 → t3, l→(t1, t2) = 1 and l→(t1, t3) = 2. For covering
the case when multiple derivation paths for deriving an event ty from tx exist, we also define
the minimum and maximum derivation path lengths lmin→(tx,ty) and lmax→(tx,ty) as
the number of derivation operations on the shortest respectively the longest path from tx to
ty.

In addition to the generic derivation relation→, we use→dir to indicate the direct derivation
relation and→ind to indicate the indirect derivation relation. The direct derivation relation
holds when two event types t1 and t2 are directly derived from each other t1 →dir t2 such that
no intermediate event type tx with t1 → tx → t2 exists, tx →dir ty ⇐⇒ lmin→(tx,ty) = 1.
On the other hand, the indirect derivation relation holds when two event types T1 and T3 are
not directly derived from each other such that at least one more event types tx exist in the
derivation chain from t1 to t3, e. g., t1 → t2 → t3 =⇒ t1 →ind t3 and tx →ind tz ⇐⇒ lmin→
(tx, tz) > 1.

An event type can also be directly derived from multiple other event types such that, e. g.,
t2 →dir t5 ∧ t4 →dir t5 is also valid. Directly deriving an event type from multiple other event
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types implies that all event types from which the new event type is directly derived from are
considered in the corresponding derivation operation.

In order to allow a relative comparison of the complexity of event types, we define the terms
“simpler event” and “complexer event”. We use “≺” to indicate the transitive simpler
than relation of event types, e. g., in example given above t1 is simpler than t2 which in turn is
simpler than t3 such that t1 ≺ t2 ∧ t2 ≺ t3 =⇒ t1 ≺ t3. Likewise, we use “�” to indicate the
complexer than relation: t3 � t2∧ t2 � t1 =⇒ t3 � t1 and t2 � t1 ⇐⇒ t1 ≺ t2. To indicate
the equivalent complexity equivalence relation, we use “≡”, such that t2 ≡ t4 ⇐⇒ t4 ≡ t2,
t2 ≡ t4 ∧ t4 ≡ t6 =⇒ t2 ≡ t6, and t4 ≡ t4.

By ordering event types according to their derivation relations and complexity an event
hierarchy can be established. One way for denoting an event hierarchy is a directed graph
H = (T,R) in which vertices represent event types tx ∈ T , edges represent direct derivation
relations rtx,ty ∈ R ⊆ T × T of an event type tx to an event type ty such that rtx,ty ⇐⇒
tx →dir ty, and the directions of edges indicate an increase in complexity rtx,ty =⇒ tx ≺ ty.
In order to meaningfully indicate the semantic complexity of event types in an event hierarchy,
we use the notion of the event hierarchy level lH(tx) ∈ Z of an event type tx: lH(tx) <
lH(ty) ⇐⇒ tx ≺ ty. In Figure 2.1, an example of an event hierarchy, for which the previously
given event derivation and relation examples hold, is depicted.

lH

0

1

2

t1

t2 t4

t3 t5

rt1,t2

rt2,t3 rt2,t5 rt4,t5

Figure 2.1: Event Hierarchy Example

Events that are not derived from any other event are referred to as “raw events”. Raw events
are the input events that are fed into a CEP system. Causes for raw events may be natural
events that happened outside of a CEP system in the application domain or events emitted by
other external CEP systems. In an event hierarchy, raw events do not have incoming edges.
Depending on the semantic complexity, raw events may be located at different levels in an event
hierarchy, as depicted for events t1 and t4 in Figure 2.1.

An event may also be the absence or non-occurrence of an event or incident. This, seemingly
counterintuitive notion of an event is also referred to as “absence pattern” [81]. The capability
of treating the absence of events as event, is also said to be one of the advantages of the CEP
approach over traditional stream processing [316]. Examples of meaningfully interpreting the
non-occurrence of an event are, e. g., a series of events in which an expected, intermediate
event is missing, or an otherwise usually periodically appearing event that did not occur for a
specified time span.

The term “event stream” is typically used to refer to a timely ordered sequence of event
objects [173, 79]. Even though some definitions consider the timely order optional [81], we use
the definition of an event stream as a timely ordered sequence of event objects. Event streams
that only contain event objects of a single event type are also referred to as “homogeneous
event streams”. Event streams that transport event objects of multiple event types can
be referred to as “heterogeneous event streams”. Unless otherwise noted, homogeneous
event streams are used throughout the work presented in this document the name of an event
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stream equals the name of the event type of the event instances that are transported in the
stream.

2.1.3 Event Producer and Event Consumer

We outline the general structure of a CEP system step-by-step and start by introducing the
data inputs and outputs. Afterwards, in the next subsection, we present the concept of so
called “event processing networks”.

Event producers are the data inputs of a CEP system. Event producers generate raw events
and send them into the event processing components. A characteristic property of event
producers is that they are not concerned with by whom the emitted raw events are processed.
Event producers usually solely have the task of generating or “producing” raw events which are
then forwarded to the event processing components. According to the four-layered model by
Voisard and Ziekow [308], event producers are part of the capturing layer. The actual processing
etc. is taken care of by the event processing parts.

Event consumers are all instances that receive events from a CEP system and can be seen
as the data outputs of a CEP system. The events received by event consumers are usually
derived events. An event consumer can essentially be anything. From the point of view of
a CEP system the only property that characterizes an event consumer is that it receives or
“consumes” events from the CEP system. In practice, event consumers usually aim on doing
something meaningful with the derived events. Examples of event consumers are user front
ends that display events in a Graphical User Interface (GUI), actuators that trigger actions
based on input events, databases or logging applications that keep track of events, or even other
CEP systems.

Event consumers only consume events and do not contribute to the actual processing in-
side the event-based system. Thus, with respect to the four-layered model by Voisard and
Ziekow [308], event consumers can be classified similarly to end-user applications and thus
are considered to be part of the fifth layer which is not part of the actual event process-
ing.

In Figure 2.2, a conceptual overview of event producers and consumers is shown. Conceptually,
there is no limitation with respect to the number of types of producers and consumers as well
as with respect to the number of concrete instances. However, limitations are implied, e. g.,
because of performance constraints like network throughput, CPU usage, or memory utilization
that limit, e. g., the rate with which events can be processed.

Figure 2.2: Overview of Inputs and Outputs of a CEP System [81, p. 41]
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In a larger scope, smaller CEP systems can be event producers for other larger CEP systems.
In-turn, larger CEP systems can act as event consumers in smaller CEP systems. Due to these
characteristics it is easily possible to cascade CEP systems.

While the event processing component is shown in Figure 2.2 as a single block, it usually
consists of several components. The building blocks within the event processing can be
communication infrastructures for transporting events, tools for converting events to other
formats or representations, mechanisms for filtering events, or components for inferring events
from each other. Consequently, with respect to the four-layered model by Voisard and Ziekow
[308], the event processing as depicted in Figure 2.2 can be attributed to the communication
and execution layer.

2.1.4 Event Processing Network

Event producers and event consumers are the inputs respectively outputs of a CEP system. In
CEP systems, however, typically further processing of data is done that takes place in-between.
In this section, we introduce the generic way how data is processed and forwarded in a CEP
system.

The data processing and forwarding in a CEP system can be described with the concept of
an “Event Processing Networks (EPNs)” [81, 174]. EPNs are made up of two general
components:

• Event Processing Agents (EPAs)

• and event channels.

According to [81], EPAs are all entities that actually process events. Processing events includes
producing, transforming, filtering, analyzing, correlating, or consuming events. Following this
definition, event producers and event consumers are EPAs and thus are typically parts of
EPNs. Other types of EPAs are used, e. g., for filtering, transforming, or correlating events.
According to the four-layered model by Voisard and Ziekow [308], EPAs are part of the execution
layer.

Event channels, on the other hand, are all means for transporting events from one EPAs to
another EPAs. Essentially, this can be anything from rather low-level raw network-socket-based
communication over abstractions like a Message-oriented Middleware (MoM) like Java Message
Service (JMS) to more sophisticated solutions like an Enterprise Service Bus (ESB). Event
channels, however, are not limited to network-based communication. While in many scenarios
network-based communication is the most prevalent way for exchanging events, the term “event
channel” simply denotes a way for moving events from one EPA to another EPA. According
to the four-layered model by Voisard and Ziekow [308], EPAs are part of the communication
layer.

The Event Processing Glossary, e. g., defines “event channel” as, “Any means of conveying event
objects.” [174]. Following this definition, event channels can also be, e. g., ways of inter-process
communication like Unix domain sockets or shared memory segments or even files on jointly
accessible filesystems [47]. Please note that while some literature further distinguishes between
event channels and the direct exchange of events between EPAs [81], we use the more general
definition as given above.

Event channels are not limited to one-to-one communication. Event channels may support
n-to-m communication with an arbitrary number of senders n and another arbitrary number of
receivers m. In this context, there is also the notion of fan in when multiple senders send to
one event channel, respectively fan out when multiple receivers are connected to one event
channel [47].
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Furthermore, event channels are generally not restricted with respect to the event types that
are sent across a channel. Events of different types, nature, and formats can be sent across the
same event channel.

In Figure 2.3, an example of an EPN is depicted. For the sake of simplicity this example only
shows one-to-one connections. In more complex scenarios that include n-to-m communication,
it is common practice to explicitly depict the communication component [81]. The loop of
complex events shown at the event correlation component indicates that inferred complex events
can be further correlated. This is typical for our use-case.

Figure 2.3: Simple Example of an Event Processing Network

2.1.5 Event Patterns

An important capability of CEP is the ability to process event instances via event patterns.
Event patterns can be used, e. g., for filtering, transforming, and correlating event instances.
While these operations can also be performed without event patterns, e. g., by hard-coding the
respective functionality, event patterns offer a more versatile way for performing operations on
event instances.

Event patterns are commonly implemented in Event Processing Languages (EPLs). EPLs
typically aim at being easily usable while still offering powerful functionality. Depending on
the CEP implementation, EPLs may offer different features like sliding windows, joins, or
sub-queries. One way for expressing EPL statements is to use a syntax similar to the Structured
Query Language (SQL). However, various approaches for implementing EPLs exist [73]. Unless
otherwise noted, the SQL-like EPL of the Esper CEP implementation is used throughout this
document [78].

In Listing 2.1, a simple example of an event pattern is shown. Only event instances for which
the attribute “attrZ” equals 38907 are selected as defined by the “WHERE” clause in line 4.
The derived event instances are emitted into the “derived” event stream. The event attributes
“attrX” and “attrY” from the input event stream are mapped to “attrA” and “attrB” respectively
in the derived event stream.

Listing 2.1: Simple Event Pattern Example
1 INSERT INTO derived (attrA, attrB)
2 SELECT attrX, attrY
3 FROM input
4 WHERE attrZ = 38907

Selecting event instances via a “WHERE” clause can be seen similarly to selecting rows from a
relational database. Likewise, selecting only a subset of event properties of event instances in
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an event stream via the “SELECT” clause in line 2 can be compared to selecting columns in a
relational database.

In Listing 2.2, a simple example of a pattern that correlates two independent event instances is
shown. The pattern uses the followed-by relation, which is expressed in the pattern via “->”,
to match the occurrence and order of two subsequent event instances in the “input” event stream.
Additionally, the event instances are matched with respect to their attributes. The pattern will
match if an event instance for which “attrZ” equals 1701 is followed by an event instance for which
“attrZ” equals 1864 and “attrX” of both event instances is equal.

Listing 2.2: Simple Event Pattern Followed-by Example
1 INSERT INTO followedBy (attrXa, deltaY)
2 SELECT evA.attrX, evA.attrY - evB.attrY
3 FROM PATTERN [ EVERY
4 evA = input(attrZ = 1701)
5 ->
6 evB = input((attrZ = 1864) AND (attrX = evA.attrX)) ]

Event patterns can be applied to match individual event instances as well as sequences or sets
of event instances. Sets and sequences of event instances can be matched across different event
streams and event types. Event instances can be correlated, e. g., with respect to time, order,
or attributes. Deriving event instances typically causes an increase in complexity of the derived
event instances.

The process of applying event patterns to event instances is called event pattern matching or
event pattern detection which is typically performed with a “CEP engine”. Different CEP
engine implementations in software [57, 277] as well as in hardware exist [135].

A term that must not be mistaken for event pattern detection is “event pattern discovery”.
While event pattern detection is the process of applying patterns to concrete events as done in
a CEP engine, event pattern discovery is the act of actually developing or creating new event
patterns.

2.2 Network Analysis and Surveillance

Network analysis and surveillance (NAaS) can be summarized as the process of gathering
data in and about a network, analyzing the data, and drawing conclusions from the data [214,
215]. Conclusions can be, e. g., information about the network topology, the available services,
the data flows in a network, or alerts about attacks. The process of gathering and analyzing
information about a network is also referred to as “network reconnaissance” [259]. Another
term that is frequently used is “network monitoring” [160].

One aim of NAaS is to provide the responsible operators like network administrators with
information about a network and to aid them in their work and decision-making processes.
Attackers, on the other hand, may also employ network analysis and surveillance techniques in
order to prepare or drive attacks against networks [188, 248, 259].

Various data acquisition and analysis methods targeting the field of NAaS exist. Differ-
ent methods target and are optimized for specific application fields. Furthermore, different
commercial and Open Source implementations aiming at network analysis and surveillance
exist.

In the following, we first introduce the aspects of computer networks that are relevant for
the presented work. Then, we outline tasks and aims of NAaS. Afterwards, we outline
data acquisition and data analysis methods that are used in the area of computer networks.
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Subsequently, we present a selection of use cases and existing implementations of tools, libraries,
and services in the area of NAaS. Finally, we outline the application of event-based principles
and CEP in NAaS.

2.2.1 Computer Networks

We assume that the reader is familiar with the principles of computer networks [280]. In this
subsection, we limit ourselves to providing an overview of aspects that are relevant to the work
discussed in this document.

One important aspect of computer networks with respect to NAaS is the application scenario
or field in which a computer network is used. Examples of fields in which computer networks
are used are, virtualized network infrastructures [97, 92], cloud infrastructures [244, 85, 2], the
Internet of Things (IoT) [19, 110], Data Center Networks (DCNs) [31, 32, 33, 114], Local Area
Networks (LANs) [107], Wireless Local Area Networks (WLANs) [106], or Wireless Sensor
Networks (WSNs) [69].

Important factors for NAaS that depend on the field or application scenario in which a computer
network is used are, e. g., the size, the traffic throughput, the type of traffic, or the situations
that have to be detected by NAaS. LANs are typically localized and comparably small networks
whereas cloud infrastructures may span world-wide and may be composed of thousands of entities.
With respect to the traffic throughput, the actual traffic throughput in DCNs can be expected to
be magnitudes higher than the throughput in WSNs. Similarly, the predominant type of traffic
may vary depending on if, e. g., DCNs, LANs, WSNs, or IoT scenarios are considered. Likewise,
situations that have to be detected may vary as well. In LANs, e. g., classical attack scenarios
and long-term capacity planning may be of interest, whereas in virtualized infrastructures
extended attack scenarios specifically aiming at virtualization technologies and additional
short-term capacity aspects, e. g., when relocating virtual machines have to be taken into
account as well.

Connected to the application scenario of computer networks is the topology of a network.
Depending on the application scenario and the topology various approaches for modeling
computer networks had been developed. Examples of such models at various scopes, scales, and
application scenarios are, e. g., the view at the Internet-level [5, 262], DCNs [31, 32, 33, 114],
or LANs [107]. Besides network topology models, real network topologies are also an area of
research. The Topology Zoo [151, 150], e. g., is a collection of a wide range of various network
topologies from various countries and time periods.

The network topology may influence the structure of NAaSS and may have implications, e. g.,
with respect to the placement and type of sensors, the volume of event and analysis data that
can be transferred, or which situations can be meaningfully detected. At the Internet-level,
e. g., in Internet Service Provider (ISP) networks, sensors typically acquire aggregated data like
netflows instead of operating on a per packet level or may even employ sampling mechanisms
due to resource constraints and sensors are typically placed on transit nodes like routers or
switches. In LAN contexts on the other hand, the available resources may be sufficient for more
detailed data acquisition and analysis and sensors can be additionally placed on end nodes like
clients or servers. Similarly, due to the varying resources, e. g., with respect to the available
network throughput or bottlenecks in the topology, the volume of data that can be exchanged
in a NAaSS also varies depending on the situation and topology. With respect to the situations
that can be detected, at ISP-level the acquired information is usually not as detailed as in LANs
due to the types of deployed sensors, however, at the ISP-level traffic from and to multiple
networks can be observed whereas the perspective in LANs is restricted to the local context up
to the gateway via which the Internet connection is established.
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For the work presented in this document, we put the emphasis on what we consider as company
and institutional networks. With this we mean computer networks that can be typically
found in company and institutional contexts for supporting the work of the employees in such
companies and institutions. Counter examples of networks that we do not consider to be
company and institutional networks are ISP backbone networks or WSNs. However, while
we focus our discussion on company and institutional networks, the work presented in this
context can also be adapted and extended to be applied in other scenarios as well, e. g., for
using the work presented in this document in ISP backbone contexts, a typical change is to
exchange the types of sensors in order to adapt to the specific requirements in ISP backbone
scenarios.

In order to highlight and summarize typical properties of company and institutional networks
as discussed in this document, we use a simplified network topology model. For this purpose,
In Figure 2.4, a simplified computer network topology is shown. For the simplified topology
model, we use a tree-like structure and we align the individual nodes according to their level in
the structure.

Figure 2.4: Generalized Example of a Computer Network

One characteristic property of the type of company and institutional networks that we focus
on is that the majority of computers is located at the lowest level, which can also be seen
as the “outside” of the graph or when seen as a tree-like structure at the leaf nodes. The
computers that are located at the lowest level are typically client systems that are used as by
the employees of a company or institution. While other hosts and network entities, like servers,
routers, or switches, may also be located at higher levels, which can also be seen as more inside
the graph structure, the typical property is that the majority of computers is located at the
lowest level.

From the lowest level on, following a structured approach on building a computer network
topology, the entities located at the lowest level are more and more grouped into increasingly
larger units with increasing level of the structure. How the various units at the various levels
are implemented may vary. One way of creating increasingly larger units in company and
institutional contexts is to connect the individual computers at the lowest level 0 via a switch,
which according to our model would be considered to be on the next higher level 1. Depending
on the circumstances, the switches at level 1 may then again be connected via switches at the
next higher level 2. Units created with means of switches are eventually connected via routers
which aid in further structuring computer networks. Please note that this is just a very simple
example of one possible way for structuring a computer network and that we purposely omitted
aspects like Virtual LANs (VLANs) [35], Demilitarized Zones (DMZs) [26], campus WLAN
[120], or Bring Your Own Device (BYOD) scenarios [27].

With respect to the available throughput capacity for LAN setups, usually, when going upwards
in the simplified topology model, starting at the lowest level, the speed of the network connections
stays the same or even increases. However, for companies and institutions with branch offices,
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another aspect with relevance to NAaS is that the Wide Area Network (WAN) connections
via which branch offices are usually connected are typically slower than the LAN connections
that are used on-site in the corresponding local branch office networks. With respect to NAaS,
the available throughput at the various levels of a computer network has an influence on the
amount of data that can be exchanged in a NAaSS and thus may impact the analysis results,
quality, or system architecture. Aside from the simplifications as assumed for our simplified
network topology model, lower throughput connections may also show up in other scenarios,
e. g., when Virtual Private Networks (VPNs) are used.

Computer networks typically also change over time, e. g., due to growth of networks [189] or as
caused by network virtualization [25]. Virtualization technologies already accelerated changes
in computer networks as, e. g., virtual machines and virtualized network components can be
moved and configured solely in software [25]. Furthermore, the paradigm of SDN accelerates
the speed of changes in computer networks even further as, e. g., network configurations can be
changed dynamically at runtime and at comparably fine granular levels like on a per traffic flow
perspective [238, 4].

Thus, another important aspects of computer networks that poses a challenge for NAaS are the
dynamic capabilities of modern network infrastructures and the speed with which changes can
occur in a computer network. NAaSS, e. g., have to adapt to changes in computer networks in
order to remain effective and efficient. Furthermore, the information obtained with NAaS may
be used as basis for configuration changes and decisions in virtualized or SDN environments
such that it NAaSS should be suited for integrating the corresponding components. Aside from
topological, routing, or flow-level changes, changes may also be influenced by the adoption
of new emerging technologies like switching from Plain Old Telephony Services (POTS) to
Internet Protocol (IP)-based telephony.

2.2.2 Aims and Tasks of Network Analysis and
Surveillance

Seen from the high-level perspective of a network operator, the general motivation for employing
NAaS methods is to get information about the status and the processes in a computer network
in order to assure the proper operation of the computer network. The high-level aim of getting
information about the status and the processes in a computer network can be decomposed in
several smaller sub-aims and sub-tasks. In this section, we outline examples of potential aims
of NAaS and situations that have to be detected for assuring the proper operation of computer
networks.

Other potential users of NAaS methods may have other intentions for using NAaS functionality.
Attackers, e. g, can use NAaS methods for preparing and driving attacks on networks and
computers in networks. However, the work presented in this document aims on supporting the
legitimate operators of computer networks and thus we purposely omit the discussion of the
applicability of the presented methods for malicious activities.

In their survey of netflow applications [163], Li et al. identified the following general application
scenarios:

• “network monitoring, measurement, and analysis”,

• “network application classification”,

• “user identity inferring”,

• and “security awareness and intrusion detection”.
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With respect to network monitoring, Li et al. [163], further differentiate between the network,
host, and application perspective.

In [160], Lee et al. identified the following general aims of network monitoring:

• “general-purpose traffic analysis”,

• “estimation of traffic demands”,

• “traffic classification per application”,

• “mining of communication patterns”,

• “fault management”,

• and “automatic updating of documentation”.

Similar to the classification of the application that is causing network traffic is the classification
of the general type of network traffic without the requirement to precisely identify the application
[203, 206]. Depending on the situation it may be sufficient to identify the application layer proto-
col or just the general type of traffic like file transfer or telephony.

An example of security related situations that need to be detected in computer networks
are attacks on computer networks and the hosts in networks [128, 116]. Another example of
malicious activity in computer networks is the operation of botnets [113, 263]. Botnets are
typically formed by computers that are infected with malicious software, so called “malware”.
While the spreading of such malware can already be considered as security critical incident
and thus can be seen in the area of host-security, the command and control traffic of botnets
as well as other traffic caused by botnets, like Denial of Service (DoS) attacks, is related to
network-security. Further examples of security related NAaS are IDSs and IPSs [166, 105]. In
our discussion about data analysis in NAaS in section 2.2.4, we outline various examples of
IDSs/IPSs with respect to their data analysis methods.

As an example for non-security related Trouble shooting networks we use the work by Handigol
et al. on trouble shooting in computer networks [115]. In order to gain insight into the status
of a computer network with respect to hardware failures etc. Handigol et al. [115] use so called
“packet histories” for diagnosing computer networks. Another example not necessarily security
related tasks is the classification of the type of network traffic [203]. Besides the use case in IDS
or firewall contexts, the identification of the class of network traffic is also important for Quality
of Service (QoS) assuring or accounting and billing. In our discussion about data analysis in
NAaS in section 2.2.4, we outline various examples of traffic classification methods with respect
to their data analysis methods and use cases.

2.2.3 Data Acquisition

In this section the general concepts for gathering data in and about computer networks are
presented and discussed. According to the four-layered model by Voisard and Ziekow [308],
the data acquisition components can be considered to be part of the capturing layer in the
sense as the data acquisition provides the raw event data. According to the classification in
[225], data acquisition can be associated to the functional monitoring layer and according to
the classification in [160], the data acquisition is part of the capturing layer. Generally, the
techniques for acquiring data in computer networks can be distinguished into passive and
active approaches [311].
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Passive Data Acquisition in Computer Networks

Passive data acquisition methods typically observe the occurrences in a network with-
out producing any network activity themselves. Occurrences that could be observed are,
e. g.:

• individual packets being transmitted,

• connections being established or closed,

• attackers scanning networks,

• or services being announced, requested, or used.

In this section, the passive data acquisition methods that we consider “fundamental” are
introduced. More complex methods typically employ these fundamental data acquisition
methods and deduce more complex information from the acquired raw data; e. g., intrusion
detection [166, 46, 105] can be built on top of packet capturing or netflows. We consider the
following data acquisition approaches fundamental:

• packet capturing

• connection tracking,

• and network flows.

Connection tracking and network flow acquisition can also be implemented based on packet
capturing. However, connection tracking and network flow acquisition methods are typically
specifically optimized for their respective tasks. Thus, we consider these methods fundamen-
tal.

Passive data acquisition has the general drawback that it relies on network traffic being sent
by others in order to acquire data. A host that is never involved in any data transmission,
either by sending data itself or by being sent data from somewhere else, will remain hidden
for passive analysis techniques. The same holds for services that are never contacted or
announced.

While this might seem to be no problem at first – Why would we be interested in a host or
a service that is never used? – such seemingly unused entities in a network may actually be
important; e. g., unused hosts or services may indicate a misconfiguration or malicious activity.
Furthermore, could unused hosts or services be shut down in order to minimize the attack
vectors on a network.

Another drawback of relying on others sending data for acquiring data is that there is no chance
to influence the speed with which data is acquired. This is where active data acquisition methods
come into play. Active methods are introduced in more detail in the subsequent section (see sec-
tion 2.2.3 on page 24). In the following, the passive data acquisition approaches that we consider
fundamental as outlined above are discussed in more detail.

Packet capturing, which is sometimes also referred to as “sniffing”, is the process of passively
capturing packets as they are transmitted in the network [248]. The information that can be
acquired with packet capturing includes packet header data, payload data, and meta information
like the time or location where a packet has been captured.

Packet capturing acquires data on a per-packet basis. As packets are, by definition, the smallest
units for the transmission of data payloads in packet switched networks, it can be said that,
compared to methods like connection tracking or netflow-based approaches, packet capturing
provides the highest level of detail. Packet capturing provides data, like header fields or payloads,
with per-packet “resolution”.
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In general, with packet capturing, depending on further constraints, all traffic that is transmitted
in a network can be retrieved. Constraints that limit the amount of traffic that can be acquired
via packet capturing are, e. g., the network topology and the position at which packets are
captured, the network speed, or the capturing performance.

A limiting factor with respect to the usable information that can be extracted from the captured
packets is encryption. When encrypted traffic is captured, it is still possible to acquire all traffic.
However, the encrypted parts typically cannot be decrypted in order to retrieve the original
unencrypted information. Thus, the encrypted data is typically less useful for potential network
analysis purposes. Event though network analysis methods exist that are capable to deduce
information from encrypted network traffic, e. g., by analyzing the size of transferred packets
[206], typically, from encrypted traffic less information than from unencrypted traffic can be
deduced.

Compared to connection tracking and netflow-based methods, packet capturing provides the
highest level of detail. However, packet capturing is also typically more resource intensive than
connection tracking and netflow-based methods with respect to the volume of the acquired data
and the frequency with which data is acquired. The volume of the data as well as the frequency
with which data instances are acquired with connection tracking and netflows is typically
smaller as these methods collect aggregated information instead of providing a per-packet
view.

Nowadays, local computer networks usually operate at a gross throughput speed in the magnitude
of billions of bits per second (bps) (Gbps). In backbone connections, the gross throughput
speeds may even be in magnitudes of tens or hundreds Gbps [63]. Additionally, the speed of
computer networks is expected to increase further [55, 10].

With increasing network speed, the amount of data that has to be processed increases as well.
Consequently, the time at which a single packet has to be processed is shortened with increasing
network speed.

A way for denoting the speed with which packets are transmitted is the packet rate, which
is measured as the number of transferred packets over time. According to [289, 146] and
assuming a Network Layer Protocol Data Unit (PDU) size of 1500 bytes, the corresponding
Ethernet packet[sic] size, which includes additional overhead as caused by the preamble, the
start frame delimiter, and the frame check sequence, without extension is 1526 bytes. Including
the “interPacketGap” [289, 146], which in context of IEEE 802.3 [289] is synonymous to
“interFrameGap” or “interFrameSpacing”, of 96 bits, the overall time for the transmission of an
Ethernet packet on the wire corresponds to the time for transmitting 1538 bytes. Assuming
a Gigabit Ethernet [292] network with a throughput of 1 Gbps, the corresponding maximum
packet rate packetRate1526 can be calculated

packetRate1526 =
1Gb

s

1538 byte
packet

=
125

1538
× 106

packets
s

≈ 81, 274
packets

s
. (2.1)

Based on these constraints, the time packetT ime1526 within which a packet should be processed
is

packetT ime1526 =
1

packetRate1526
≈ 1

81, 274
s ≈ 12.304 µs. (2.2)

With decreasing packet size, the processing time within which packets should be processed
decreases too [193]. Assuming the minimum Ethernet data payload size of 46 bytes which results
in a corresponding Ethernet packet size is 72 bytes which corresponds to a transmission time
analogous to 84 bytes on the wire the corresponding results are packetRate72 ≈ 1, 488, 095packets

s
and packetT ime72 ≈ 0.672 µs. Processing the captured packets in-time is important as otherwise,
if the processing is too slow, packets may be dropped.
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For measuring the performance of packet capturing with respect to dropped packets, the
capture ratio ratiocap can be used. The capture ratio ratiocap can be calculated as the
quotient of the number of captured packets npCap over the number of packets that had to
be captured, e. g., the number of packets npArrived that arrived at the respective network
interface(s)

ratiocap =
npCap

npArrived
. (2.3)

Ideally, the capture ratio should be 100%. Lower capture ratios mean loss of information.
Information loss during the data acquisition may reduce the quality of the deduced analysis
results.

An approach for dealing with performance issues during packet capturing is to limit the amount
of packets that are to be captured. Instead of capturing all packets, e. g., only the packets that are
most important for a particular use case are captured. For measuring the capturing performance
in this scenario, we use the relative capture ratio ratiocapRel. The relative capture rate
ratiocapRel is calculated as quotient of the number of selected packets that are captured npackSel

over the number nselArrived of selected packets that arrived

ratiocapRel =
nselCap

nselArrived
(2.4)

Selective capturing can be, e. g., implemented with pcap filters as provided by libpcap [284].
In [102], we presented an approach for partitioning network traffic with pcap filter rules
(see also section 8.3). However, approaches that artificially reduce the number of captured
packets have shown to negatively impact the subsequent analysis of the gathered data [37,
180].

The performance issues lead to the development of specially optimized approaches for capturing
packets. Different solutions for addressing performance issues exist, such as special equipment like
Network Interface Cards (NICs) with in-hardware support for capturing packets or specialized
setups that utilize low-cost standard equipment [87, 193].

Connection tracking has a different view on the occurrences in a network than packet
capturing. Connection tracking keeps track of the status of connections such as TCP connections.
In scope of connection tracking, there are also notions of, e. g., ICMP or UDP “connections”
even though these protocols are actually connection-less. The stateful firewall in the Linux
kernel, e. g., relies on connection tracking as provided by nf_conntrack [322] (see also section
2.2.5).

A connection is usually identified by a tuple of source and destination endpoints. For transport
layer protocols like TCP or UDP, an endpoint is a tuple of the corresponding IP address,
transport layer protocol type, and transport layer protocol port number. For other protocols
like ICMP other conventions of how an endpoint is defined exist.

While connection tracking can be essentially implemented with packet capturing and extracting
and analyzing the respective packet header data, connection tracking is typically integrated
into the kernel of an operating system, either compiled in or as a module, and is specifi-
cally optimized [20]. Consequently, in this document, connection tracking is considered as
an own fundamental passive data acquisition methodology that complements packet captur-
ing.

By and large, connection tracking delivers less data than packet capturing. While packet
capturing can acquire entire packets including payload etc., connection tracking only gathers
some header information and the state changes of connections. Thus, the information content of
the data acquired with connection tracking is reduced as compared to packet capturing. While
connection tracking typically produces a smaller volume of data and emits data with a lower
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frequency than packet capturing, aggregating the information from the transferred packets,
like correlating packets to connections and tracking connection states, requires additional CPU
and memory resources. However, as connection tracking is typically specifically optimized,
connection tracking requires less performance than deriving similar information on the basis
of classical packet capturing. So, one trade-off when choosing between packet capturing and
connection tracking is performance versus information content.

Netflows are another perspective for looking on network traffic. Netflows are sometimes
also referred to as “flow export” or “network flow”. In contrast to connection tracking,
netflows observe unidirectional communication. The least common denominator that typically
characterizes a netflow is the 5-tuple of source and destination IP address, source and destination
transport layer protocol port number, and the transport layer protocol type [172]. A single
TCP connection, e. g., will result in at least two distinct network flows, one for each direction
of the connection. Network flow data does not contain information about state changes but
only more summarized information.

The definition of a network flow and the contained data may vary. The available network flow
standards allow a wide range of properties and their combinations for defining a flow. Some
netflow standards even allow the flexible addition of new data fields [54]. Publicly available
standards for flow exports are, e. g.:

• Cisco Systems NetFlow Services Export Version 9 [54],

• InMon Corporation’s sFlow [229],

• or IP Flow Information Export [237].

In order to deal with resource constraints during the netflow acquisition it is possible to apply
sampling techniques such that not all traffic is analyzed but only a certain percentage. Sampling
strategies can be, e. g., to process every n’th packet or to randomly choose packets, within
predefined ranges, for being processed. Similar to packet capturing, using sampling with netflows
negatively impacts the analysis of the acquired data [37, 180].

Some manufacturers of network equipment offer flow export functionality for their devices,
such as network switches or routers. Similarly to connection tracking, aggregating network
traffic data in netflows requires additional resources. However, netflow acquisition is typically
specifically optimized such that netflow-based methods are usually more resource efficient
than acquiring netflow-like data on the basis of classical packet capturing. While, essentially,
network flow information can also be gathered by employing packet capturing and analyzing
the captured packets, it is considered as “fundamental” data acquisition approach here as it is
typically specifically optimized.

Active Data Acquisition in Computer Networks

In contrast to passive data acquisition (see section 2.2.3 on page 21), active data acqui-
sition involves actively generating network traffic in order to collect data about a network
and the entities in it. The general functional principle of active data acquisition methods
typically is to generate network traffic in order to provoke reactions that can then be observed.
Examples of use cases of active methods are, e. g., discovering which hosts are attached to
a network, testing if services run, measuring response times of services, or detecting faults
[200].

Some activities that are typically performed using active data acquisition can also be performed
with passive techniques to at least some degree. Compared to passive approaches, actively
acquiring information has the benefit that “silent” entities, like hosts or services that are never
contacted and that do not produce traffic on their own, are more likely to be discovered.
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Furthermore, the data acquisition process can be better controlled, e. g., the speed with
which information is gathered can be influenced at least to certain degrees; limitations like
network bandwidth etc. still apply. However, active approaches have the drawback that
they are actively generating traffic which may, e. g., impact the performance of the analyzed
network, raise alarms in intrusion detection systems, or lead to firewalls blocking active data
acquisition attempts. In the following, active data acquisition activities are presented and
explained.

Typically, one of the first steps in network analysis and reconnaissance is to get an overview of the
network. This usually involves discovering hosts in the network, possibly discovering the services
running on the hosts, or discovering the network topology in general.

Following a bottom-up approach, the first task is to get a list of all the hosts that are directly
connected to the local network using host discovery techniques [301, 302]. Based on this
information, possibly more details, like gateways etc., can be identified. Depending on the
requirements on network analysis and surveillance a simple host discovery of the local subnetwork
may already be sufficient.

Networks, however, are usually more complex and consist of more than just one local subnet. In
order to get an overview of more complex network setups more sophisticated methods are used
in order to gather information about the bigger network topology. These methods are usually
referred to as topology discovery techniques [133, 164, 304, 220]. The various topology
discovery methods are typically tailored to the specific fields, protocols, and environments in
which they are applied. Here, we limit the discussion to the general idea of network topology
discovery.

Network topology discovery can be performed for different layers of the TCP/IP protocol
stack such as the network layer or the data link layer. Based on the information gathered
via topology discovery, e. g., maps of networks can be drawn or critical points in the infras-
tructure can be identified. This information lays the foundation for further, more advanced
analyses.

A Port scan aims on identifying publicly available services on hosts [192]. In one of the
simplest forms of a port scan, it is tried to establish a connection to each possible port, in the
range of 1-65535, of a host and it is checked whether this connection attempt is answered or
not. Based on these results, a list of opened and closed ports is generated that may serve as
basis for more detailed analysis.

Often it is not desired or feasible to simply scan all possible ports; in this case usually only the
most “relevant” ports are scanned. Which ports are considered relevant, depends on the use
case. In addition to just checking whether ports are opened or closed, it can be tried to identify
the running services, e. g., by analyzing possible responses.

Primitive port scans usually can be easily identified by the patterns they follow, like subsequently
connecting to one port after another. Operating systems and security solutions may report port
scans or apply countermeasures like slowing responses to requests down once they detect port
scan attempts. Windows 7 or Solaris, e. g., slow responses to hosts down that were detected
to perform a port scan [179]. In order to evade detection and avoid counter measures more
sophisticated port scanning techniques have been developed that aim on concealing the scanning
[12].

While port scans can be considered brute force, there are other options following a more
“subtle” approach. Auto configuration protocols, e. g., like the Dynamic Host Configuration
Protocol (DHCP) may also contain valuable information about services that are possibly
running in a network [71, 184]. Management protocols like the Simple Network Management
Protocol (SNMP) may provide information about the internals of a specific network [45, 165, 220].
Hosts and service, however, may still be announced while they are in fact not running anymore.
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Thus, the information obtained from a “third party”, like DHCP or SNMP, should be verified
by trying to connect to the hosts and services found this way.

There are also differences in the suitability of protocols for active data acquisition. In case of
TCP, e. g., observing or being able to perform the TCP three-way handshake can be considered
as a strong indicator that a service is running. For UDP, on the other hand, conclusions cannot
be drawn that simply. A UDP service might only react on certain UDP datagrams following
a predefined structure and silently discard everything else, in which case a port may appear
closed while, in fact, the service is simply not responding.

Another method that can be considered as active data acquisition method is penetration testing.
Penetration testing typically refers to the process of assessing security by trying to brake into
or compromise a computer system or service.

2.2.4 Data Analysis

The focus of the work presented in this document is not on the actual analysis procedures
and algorithms. However, we present an overview of data analysis methods and algorithms
that are used in the scope of NAaS in order to provide at least a small insight into the area of
data analysis in the field of NAaS and in related fields, the working principles, ramifications,
and potentials as these may affect performance, architectural, and engineering aspects as well.
According to the four-layered model by Voisard and Ziekow [308], the data analysis components
can be considered to be part of the language layer in the sense that these are used for defining
queries for detecting important situations. According to the classification in [225], data analysis
can be associated to the functional detection layer and according to the classification in [160],
the analysis is part of the analysis layer.

One way for analyzing data in IDS and IPS is, e. g., to use predefined signatures or patterns
that define the characteristic properties of intrusions and which are matched against the input
data in order to detect such situations in the network traffic [166, 46]. Relying on predefined
signatures, however, has several disadvantages. On one hand, by definition, signatures are only
capable to detect known situations and thus new types of attacks or intrusions may not be
detected. Depending on the signature, attackers could easily cloak their activities by varying
the traffic that is caused by their activities. Moreover, due to the limitation of relying on
known patterns, the signatures in signature-based methods also need to be updated regularly.
Furthermore, usually, expert knowledge is required for defining signatures which may make
signatures expensive.

More autonomous approaches aim on improving the capabilities of IDS and IPS by employing
other, typically more sophisticated, ways for analyzing data [166, 46]. These approaches
aim on mitigating the aforementioned weaknesses of the classical signature-based approaches
but also try to improve the detection accuracy. One line of research, e. g., is to leverage
anomaly and machine learning techniques for detecting new types of attacks by identifying
previously unknown malicious traffic patterns in computer networks [105]. Due to the possibly
high number of dimensions of the data that has to be analyzed in scope of NAaS it may
be difficult to identify the relevant data attributes, which are also referred to as “features”,
for performing a certain type of analysis. Machine learning approaches like feature selection,
categorization, or clustering algorithms can be used for automatically analyzing such highly
dimensional data and for identifying the most relevant features for approaching a certain
problem. In the following, we will present an overview over various methods for analyzing
data in the scope of NAaS using the example use cases of IDSs/IPSs and traffic classification
[166, 203].
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In [105], Garcia et al. present an overview of anomaly-based network intrusion detection.
According to the classification in [105], anomaly detection methods can be distinguished as
follows:

• Statistical-based

– Univariate

– Multivariate

– Time series model

• Knowledge-based

– Finite state machines

– Description languages

– Expert systems

• Machine learning based

– Bayesian networks

– Markov models

– Neural models

– Fuzzy logic

– Genetic algorithms

– Clustering and outlier detection

Furthermore, Garcia et al. [105] also provide a more in-depth discussion of the various methods
with the focus on intrusion detection and discuss advantages and disadvantages of the methods.
In [300], Tsai et al. provide a similar overview over the application of various machine learning
methods for intrusion detection. Other examples of methods that are applied in the field of
intrusion detection are hierarchical clustering and Support Vector Machines (SVMs) [129], SVMs
in combination with ant colony networks [86], data mining [191, 197], extreme machine learning
[82], independent component analysis and two-stage machine learning [219], multi-classification
[240], incremental mining for fuzzy association rules [276], discrete event systems [132], swarm
intelligence [153] and map-reduce and swarm optimization [7].

In [61], Davis and Clark discuss the preprocessing of data for anomaly-based intrusion detection.
Among others, Davis and Clark identified compound features that are calculated over single
or multiple connections. Examples for “Single Connection Derived (SCD) features” are the
duration, the byte count, or the packet count of a TCP connection. Examples for “Multi
Connection Derived (MCD) features” are the entropy of port number values or window-based
aggregated features like the number of packets or bytes that were transferred within a given
time interval. With respect to the connection to CEP, using the example of SCD features like
the duration of TCP connections or between ICMP ping echo requests and replies, we could
demonstrate that CEP is a good fit for calculating and extracting such complexer features from
data streams [100].

In [182], Marnerides et al. present a survey on “traffic anomaly diagnosis in Internet backbone
networks”. Among others, Marnerides et al. between different features of different detail level,
such as, packets, flows, and aggregated flows. Furthermore, they consider the methodologies of
statistics, digital signal processing, and information theory.

In [203], Nguyen and Armitage present a “Survey of Techniques for Internet Traffic Classification
using Machine Learning”. According to Nguyen and Armitage, use cases for classifying traffic
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are in IDS, QoS, or lawful interception and approaches for classifying traffic can be based on
“well known” port numbers, payloads, statistics, and machine learning. As well known port
numbers provide no reliable way for classifying traffic more advanced methods were invented
that aim on actually analyzing the transferred data. Because payload analysis is considered
resource intensive, problematic from a privacy perspective, and not applicable for encrypted
traffic, more advanced data analysis methods were devised. Examples of data analysis methods
for classifying network traffic are supervised and un-supervised machine learning [41], ensemble
learning [239], particle swarm optimization [168], dimensionality reduction techniques [145],
subspace clustering [317], competitive learning [109], or the combination of multiple classifiers
[70]. A special case of traffic classification is early classification by analyzing only the first
packets of connections [28, 111]. The various traffic clustering methods use varying input data
which can be, by and large, packet- or netflow-based.

We use the examples presented in this subsection to illustrate the wide range of data analysis
methods. While we only outlined a selection of various approaches using the examples of
IDS/IPS and traffic classification, we think that this brief overview is sufficient to illustrate
the wide scope of data analysis related research in the area of NAaS. With the work presented
in this document, we do not focus on the analysis but we aim on providing the necessary
infrastructure to acquire and process the required data in near real-time. However, in [100],
we could show that EDA and CEP are a good fit for preprocessing data for feeding it to more
advanced analysis methods like machine learning.

2.2.5 Overview over Use Cases and Existing
Implementations

Because of the importance of computer networks various use cases exist and various tools,
applications, and services had been developed, e. .g, for acquiring data in computer networks,
analyzing network data, or monitoring networks and services. Providing a complete list of
such use cases and systems as well as presenting an in-depth discussion of individual systems
is beyond the scope of the work presented in this document. In this section, we outline a
selection of use cases, tools, applications, and services that are intended for the application in
NAaS in various areas, summarize their aspects, and discuss their relevance to the presented
work.

A basic component that is used in several NAaS implementations is the pcap packet cap-
turing library [284].. The pcap library aims provides functionality for capturing packets
and is sometimes also referred to as “libpcap”. Besides the packet capturing Application
Programming Interface (API) libpcap also provides efficient ways for selecting which pack-
ets are to be captured by applying kernel-level filtering. Libpcap is available for Linux. A
similar packet capturing library implementation is also available for Windows as WinPcap
[243].

While libpcap is written in C there also exist libraries for other languages that build up
on top of libpcap. The jNetPcap [266], e. .g., is a Java library for packet capturing from
within Java, which uses the Java Native Interface (JNI) [213] for using the functionality
provided by libpcap. Our own Clojure packet capturing library clj-net-pcap [93], that we
used for our packet capturing sensor implementations, leverages jNetPcap and thus libpcap as
well.

A tool that leverages libpcap is tcpdump, which is a command line application for capturing
and storing network traffic to, e. g., files or stdout [284]. Another tool for capturing packets is
Timemachine [287]. Timemachine aims on providing resource efficient means for capturing and
storing packt data while still providing most of the typically relevant information. It does this
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by combining packet capturing and flow-like methods based on the assumption that the most
relevant information of network traffic is in the first few packets of a connection and that the
remainder of the traffic can be summarized, e. g., using counters without significantly loosing
information.

A graphical tool for capturing packets is Wireshark [315]. Wireshark also leverages libpcap and
offers various features for analyzing and displaying captured network traffic. We used Wireshark
as example for demonstrating the interoperability of our distributed and self-adaptive remote
packet capturing approach.

An implementation of connection tracking is provided by the netfilter.org project [186, 20]
which is available for Linux. We use the term “nf_conntrack” for referring to this implementation.
The main connection tracking functionality is either compiled into the Linux kernel or provided as
kernel modules. Additionally, user space utilities can be used for easeing the interaction with the
connection tracking system in the kernel [21]. We used nf_conntrack and its user space utilities
for implementing the connection tracking sensor example.

The aforementioned tools and libraries are broadly related to traffic acquisition and processing.
Another category of systems with a more focused aim are Intrusion Detection Systems
(IDSs) which are specifically implemented for detecting attacks in computer networks [166].
Examples of IDSs are Snort [53] or Suricata [210]. While Snort and Suricata are freely available
as Open Source Software, the appropriate configuration of these systems for detecting malicious
traffic like definition of patterns or rules typically requires expert knowledge and thus may be
expensive. Besides signatures, some IDSs also offer advanced functionality like anomaly detection
techniques [105]. Related to IDSs are Intrusion Prevention [250] and Intrusion Response
Systems [261, 260](IPS, IRS). IPS and IRS can be seen as extensions to IDS in the sense that
IDS focus on the detection whereas IPS and IRS additionally aim on preventing and responding
to intrusions. Examples of commercial IPSs are IPS Software Blade [49], the Cisco IOS Intrusion
Prevention System [49], or HPs line of IPSs systems [123].

With respect to monitoring systems, different use cases have to be distinguished. However, the
concrete set of functionality varies from system to system and borders between use cases are
sometimes blurred such that different systems may fit into multiple categories. As our focus is not
on the precise categorization an in-depth discussion of features etc., in the following, we provide
a rough overview and categorization of monitoring systems.

Systems like Zabbix [209, 321], Nagios [152, 198], Icinga [288], up.time [303], solarwinds
Network Performance Monitor [272], PRTG [218], Splunk [274], or Riemann [149] typically
aim on monitoring hosts and services. While these systems may also offer functionality for
monitoring networks in the sense of monitoring network traffic, they typically do not collect
detailed traffic data but focus on collecting aggregated data like network link utilization or
network delays. Furthermore, these systems usually do not aim on detecting security related
events themselves but they may be used for handling security related events that were detected
by other tools. For displaying the status of the monitored entities, these systems usually
provide dashboards that can be, e. g., browser-based or standalone applications. Zabbix,
Nagios, Icinga, and Riemann are Open Source Software whereas the other systems are closed
source.

In the context of the work presented in this document, monitoring systems like Zabbix etc. could
be employed for implementing sensor infrastructures for acquiring raw events. Furthermore,
Riemann offers at least basic event processing support in the way that it allows event stream
composition and queries over event streams to some degree. At the time of writing, CEP
engines like Esper [78] offer more and advanced functionality and thus we do not consider
Riemann as full-fledged CEP system. However, the aspects discussed in this document may
also be employed to some extent in combination with Riemann.
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The aforementioned monitoring tools are intended to be installed on-premise. However, recently,
also cloud-based Software as a Service (SaaS) operation modes are also used. With SaaS-based
approaches, the analysis software is not installed on-premise in a local network but is run by a
provider and can be accessed via the Internet typically with a web-browser. One example for
an SaaS-based network monitoring software is the ThousandEyes Network Monitoring Software
[296]. The ThousandEyes Network Monitoring Software uses software sensors that are deployed
on devices in the network that is to be monitored and a SaaS-based analysis and visualization
component. Another example for SaaS-based network monitoring is Network Polygraph [279].
Network Polygraph does not rely on custom software sensors but uses standard netflow-export
functionality for sending netflow data to the SaaS-based analysis and visualization instance.
Some systems, like Splunk [274], also offer both options such that it can be chosen between
on-premise installations and SaaS-based cloud variants.

Other types of monitoring systems aim, e. g., on log analysis [167, 142, 312] or security related
monitoring [147, 104]. An example for a log monitoring system is Sagan [236], which aims on
analyzing log files of applications and services in near real-time. Examples of network security
monitoring systems are Snorby [269], Bro [286], and Squil [306]. Depending on the system,
these security monitoring solutions can be integrated with other systems in the context of NAaS.
Snorby, e. g., is announced as to integrate “with intrusion detection systems like Snort, Suricata
and Sagan”.

Another type of systems are Security Information and Event Managements (SIEMs)
systems [9, 305, 154]. Examples of SIEM systems are Arcsight [122, 124] or Prelude [295].
From the perspective of the work presented in this document, SIEM systems operate at a high
level as they are used for processing and managing events about already detected security
incidents.

Another use case in NAaS is to actively scan for acquiring information. One variant for actively
acquiring information in computer networks is via a port scan (See also 2.2.3.). An implementa-
tion of a port scanner is nmap [178]. The nmap command line application offers a wide range of
features like host discovery, port scanning, or a scripting engine.

A GUI front end for nmap is zenmap [177]. Among others, zenmap provides graphical ways for
representing data gained via network scans with nmap.

More advanced active data acquisition approaches are automated vulnerability and security
scanners. While vulnerability and security scanners may employ simple techniques like active
host discovery or port scanning for initially gathering information, the actual aim of these
approaches is to detect vulnerabilities in services etc. by automatically checking for known
weaknesses. Examples of vulnerability and security scanners are OpenVAS [212] or Nessus
[257].

2.2.6 Event-based Network Analysis and
Surveillance

In this subsection, we give an overview over event-based approaches in the area of NAaS. We also
included stream-based approaches as they also share near real-time capabilities.

Additionally, we also included two example of CEP-based approaches in other application
domains. While the examples from the other application domains are not specifically targeted
at NAaS, we use these examples to show that also in other application domains use cases similar
to the ones in NAaS as discussed in this document exist. We do this in order to show that the
applicability of our work is not limited to computer networks and to show that our work can be
extended for being applied in other application domains as well.
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Furthermore, some of the presented approaches also address distribution aspects. These examples
illustrate the importance of distribution aspects in the field of NAaS. However, these distributed
approaches only consider isolated use cases in the area of NAaS. They do no aim on overarching
NAaS. Moreover, even though the throughput performance is crucial for the parcticability,
these examples do not address performance aspects in detail.

CEP-based Approaches for Network Analysis and
Surveillance

In [227], Perrochon et al. propose the application of CEP for “cyber battlefield awareness”.
Benefits of using CEP that are mentioned are, e. g., the capability to achieve a high-level view,
flexibility, and consolidation. The high-level view is achieved via “concept abstraction hierarchies”
that allow a hierarchical organization of event patterns in event hierarchies. Flexibility refers
to the ability of CEP for leveraging “interactive on-the-fly reconfiguration strategies”, e. g., via
dynamically adjusting the event processing network. Consolidation describes the capability
to correlate diverse and heterogeneous events and thus consolidate information from various
sources and abstraction levels.

With respect to the work presented in this document, Perrochon et al. [227] already provide key
arguments for the use of CEP in NAaS by motivating the required properties of a high-level
view, flexibility, and consolidation. Furthermore, Perrochon et al. also motivate the applicability
of CEP functionality in the field of NAaS, like leveraging heterogeneous event producers and
event processing functionality such as filtering, mapping, and correlation. However, Perrochon
et al. encountered “performance issues”. As one aspect of our work presented in this document,
we specifically address performance aspects, e. g., by detailed analyses of components and
potential resource constraints, empirical measurements, and approaches targeting on improving
the throughput, e. g., for integrating network-related event producers. Furthermore, while the
work by Perrochon et al. already addresses flexibility as important property, we performed
an empirical case study for analyzing the flexible extendibility of event-driven NAaS with
respect to design, implementation, and operation and additionally proposed and analyzed the
applicability of more dynamic capabilities like self-adaptivity which significantly improves the
flexibility.

In [88] and [156] the application of CEP for intrusion detection is proposed. The approach
presented in [156] presents examples of event patterns for detecting intrusions and proposes
a layered conceptual architecture in which the layers are used as abstractions with the aim
of eventually deriving alerts that can be used for deducing actions. However, the proposed
architecture does not take the structure of the underlying monitored network into account.
Among others, we explicitly consider structural aspects of computer networks, the involved
components, and resources in our analyses.

In [88], Ficco and Romano use an “event bus” for aggregating events from distributed sensors.
Ficco and Romano use a two tiered hierarchical architecture. “Local operation centers”, form the
first hierarchy level at which data from distributed sensors is pre-aggregated in local contexts.
The event bus is used for sending the data from the local operation centers to the “decision
engine” which forms the second hierarchy level and which is used for analyzing and correlating
the data. We propose a more versatile and flexible approach in the way that our architecture
is designed for multi-tiered setups with potentially arbitrary numbers of tiers and that the
event analysis and correlation can be done at arbitrary tiers and abstraction levels. Of course,
as we will discuss, ultimately, the number of tiers and the placement of sensors and analysis
components is ultimately limited, e. g., by performance constraints or the structure of the
analyzed network.
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In [50], Cheng et al. present a “ Scalable Monitoring System for Anomaly Detection of Network
Service” and preliminary experimental results. The presented results were obtained with a
proprietary CEP system “NEPnet” which was specifically designed for detecting anomalies in
the field of network services. In NEPnet, queries in a system are transformed to a monitoring
net of input, processing, and terminal nodes which represents all queries in the system. For
improving the performance, intermediate results are re-used. While the tree-based structure of
the monitoring net appears to be suitable for distributing hierarchical queries among multiple
computers for distributing the data processing, the discussed NEPnet prototype was implemented
as single threaded application which limits parallelization and distribution of the data processing.
Furthermore, unfortunately, NEPnet is not publicly available such that it cannot be used by
other researches for extending the presented work.

In [11, 12], Aniello et al. leverage CEP for the collaborative detection of inter-domain stealthy
port scans. The rationale is that a collaborative approach with multiple cooperating stake-
holders can be used for uncovering obfuscated and otherwise hard to detect situations. The
presented architecture can be seen as two-tiered architecture in which the first level is repre-
sented by the individual stakeholders that acquire and preprocess raw events and in which
the second level is represented by the centralized analysis instance to which the preprocessed
events are sent for analysis. In [170], the work by Lodi et al. is extended to fraud moni-
toring and a semantic room abstraction for addressing confidentiality and privacy concerns
is presented. While these works demonstrate the potential of using CEP in collaborative
scenarios, more general aspects as discussed in the work presented in this document are not
considered.

Stream-based Approaches for Network Analysis and
Surveillance

We start our discussion of stream-based approaches for NAaS with the work by Bumgardner and
Marek [40] as it, among others, combines stream-based processing and CEP and thus can be seen
as a sort of bridging element between, e. g., CEP and stream-based data processing. Additionally
to stream-based processing and CEP, Bumgardner and Marek also used the map-reduce
paradigm. Bumgardner and Marek use stream-based processing for acquiring and forwarding
live netflow data via the Storm [16] stream processing framework. Additionally, they integrated
CEP functionality by integrating a dedicated CEP component into the stream processing system.
Furthermore, they also stored data persistently and used the map-reduce paradigm for analyzing
the stored data. The work by Bumgardner and Marek shows that CEP can be integrated
with other data processing paradigms like stream-based processing and map-reduce. However,
Bumgardner and Marek do not consider scalability or flexibility nor architectural and structural
aspects of the NAaSS as well as the network topology.

In [84], Farroukh et al. present a vulnerability-based IDS using the example of detecting
the Conficker worm. Farroukh et al. do not focus on all-purpose CEP but present two
methods for optimizing the matching of signatures across multiple PDUs which essentially
corresponds to matching followed-by relations in captured network traffic. The presented
optimizations include algorithms with optimized memory footprints for matching predicates
in single PDUs and a memory concise network for efficiently matching multiple PDU signa-
tures.

In [267], Smit et al. discuss “Distributed, application-level monitoring for heterogeneous clouds
using stream processing”. Analogously to cloud concepts like Infrastructure as a Service (IaaS),
Platform as a Service (PaaS), or SaaS, Smit et al. propose Monitoring as a Service (MaaS). Smit
et al. specifically designed their system for being used in heterogeneous setups consisting of IaaS,
PaaS, and SaaS and thus cover the integration of various heterogeneous data sources. This can be

32



2 Foundations and Related Work

seen as an example for convergence of various information from various sources and abstraction
levels. While Smit et al. cover the integration of various heterogeneous data sources they focus
on comparably high-level data and do not take raw traffic data like captured packets or netflows
into account. Furthermore, the proposed architecture does not aim at a multi-tiered operation
as is possible with the approach presented in this document.

In [148], Khan et al. present “Streaming Solutions for Fine-Grained Network Traffic Mea-
surements and Analysis”. Khan et al. propose three stream analysis algorithms that can
be used on specialized hardware like Field Programmable Gate Arrays (FPGAs) and generic
software platforms for selectively capturing and processing stream data with limited resources
in order to focus the capturing and processing on the data that is most relevant for answering
a certain query. While the work by Khan et al. is in the field of stream-based analysis, the
algorithms are specialized to solving certain problems and do not feature all-purpose CEP-like
functionality.

In [67], di Pietro et al. present a modular stream-processing approach for network traffic
measurement. The general idea is that the data processing is performed via so called “blocks”
that can be interconnected beyond each other to data stream processing pipelines. For evaluating
their approach, di Pietro et al. implemented their approach in Blockmon in C++ and released
it as Open Source Software [68]. Evaluation results using Blockmon showed throughputs
up to 12 Mpps on a “ 2.66Ghz 6-core Intel Xeon X5650 with HyperThreading” CPU using
overall 8 cores including physical and “HyperThreading cores”. However, Blockmon is no
all-purpose CEP in the way that a query language like an EPL can be used for configuring
the data processing. Instead, the functionality of the individual data processing blocks is
hard-coded.

In [264, 265], Simoncelli et al. extended Blockmon for distributed processing. With the
distributed Blockmon approach, data processing blocks can be distributed across multiple
computers in order to distribute the data processing for increasing the performance. Simoncelli
et al. compared the performance of their approach to the existing solutions Storm and Amazon
S4 and measure performance improvements by factors of up to 2.5 to 23. As examples for
evaluating the performance, Simoncelli at al. used the use cases of phone call anomaly detection
and Twitter trending. However, data processing blocks still have to be hard-coded which
complicates their implementation and thus Blockmon does not provide functionality comparable
to all-purpose CEP.

CEP-based Approaches in other Application Domains

The focus of the work presented in this document is on computer networks and especially
NAaS. However, the presented results can also be applied in other application domains in
which scenarios comparable to the general problem of analyzing and monitoring large-scale
computer networks with potentially complex, changing, or distributed topologies exist. In
this subsection, we outline two examples from other application domains for illustrating the
potential for using the work presented in this document also in other application domains and
scenarios.

In [285], Terroso-Sáenz et al. employ EDA and CEP in the area of Vehicular Ad Hoc Net-
works (VANETs) for collaborative automobile traffic congestion detection on roads. Sensors for
acquiring raw data may be deployed in cars or at the road side and additional sensors may also
be used for including environmental information like the weather. Thus, the data that has to be
processed stems from various heterogeneous sensors and has to be consolidated similarly to the
situation in NAaS. Furthermore, as VANETs are composed ad hoc based on the automobiles
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in the vicinity of each other, VANETs vary dynamically and keep changing constantly. Conse-
quently, while the actual circumstances and challenges differ from the situation in computer
networks, there are, by and large, also striking similarities.

In [29], Bhargavi and Veidehi discuss “Semantic intrusion detection with multi-sensor data
fusion using complex event processing”. The application domain of the work by Bhargavi
and Veidehi is physical access control for enforcing that only authorized persons can access
protected locations. The approach by Bhargavi and Veidehi leverages multiple heterogeneous
sensors which are connected via WSNs. Examples of types of the heterogeneous sensor data
that are acquired and analyzed are readings from Radio Frequency Identification (RFID)
readers and tags, Global Positioning System (GPS) data, or images captured by surveillance
cameras.

Bhargavi and Veidehi partitioned the event processing and analysis in four level. At the
first level, called “event processing”, the raw data is collected from the sensors. At the
second level, called “event refinement”, potentially missing data in events is handled and basic
feature extraction extracts the data from the various event types and their heterogeneous
data format in order to allow the correlation of data that was initially represented in different
non-compatible raw formats. At the third level, called “situation refinement”, events are
analyzed, e. g., for detecting anomalies and to identify events of interest. At the fourth level,
called “impact assessment/threat assessment”, the events identified at the preceding levels are
aggregated and further analyzed in order to evaluate the actual impact of the detected events
of interest.

With respect to the work presented in this document, the work by Bhargavi and Veidehi
is relevant as it shows the applicability of various heterogeneous sensors and the need for
convergence of heterogeneous sensor data. Furthermore, the multi-level approach with levels
split into various abstraction levels also shows how complex problems can be handled by
decomposing the solution steps of a complex task into several simpler tasks with event-based
data processing paradigms.
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In this chapter, important properties and requirements of distributed event-driven NAaS are
discussed. With the work presented in this chapter, we answer “RQ1: What are important
properties and requirements for overarching and flexible NAaS? ”. To summarize, we identified the
following important aspects of distributed event-driven NAaS:

• Distribution

• Convergence of Heterogeneous Data Sources

• Near Real-time Operation

• Data Correlation and Analysis

• Performance

• Incorporation of Expert Knowledge at different Levels of Abstraction and from different
Disciplines

• Flexibility and Scalability

• Usability

• Reliability, Security, Privacy, and Confidentiality

While this list of properties and requirements may not be complete, to the best of our knowledge,
it contains the most important aspects. In [267], Smit et al. describe a similar list of requirements
in the scope of distributed monitoring of heterogeneous clouds at the application level. Aceto
et al. also present a comparable list of “properties and related issues” in their cloud monitoring
survey [2]. While the works by Smit et al. and Aceto et al. to some degree used different
terminology, the covered concepts, by and large, match the requirements and further aspects as
discussed in this document.

In the following, we discuss these aspects in more detail. The results serve as basis for
the subsequent NAaS architecture design, the prototype implementation, and the evalua-
tion.

3.1 Distribution

IT systems and their corresponding computer networks are typically spatially and logically
distributed, as also outlined in section 2.2.1. The distributed nature of computer networks has
implications with respect to data acquisition, data analysis, and usability aspects of NAaSS.
We discuss each of these aspects individually.
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3.1.1 Data Acquisition

Occurrences such as traffic in computer networks may be bounded to different scopes with
respect to their logical and spatial dissipation. Broadcasts on the data link layer, e. g., as
used by Address Resolution Protocol (ARP) [230] or DHCP [71], are usually limited to the
respective broadcast domain, unless special mechanisms for forwarding such broadcasts, e. g.,
DHCP relays [226], are employed. The dissipation of broad- or multicasts on the network layer
depends, e. g., on the respective broadcast addresses and the configuration of the involved
routers.

Directed network traffic between two hosts is typically not visible in the entire network but
only on the routes across which the traffic flows. In packet switched networks, it may even
happen that packets belonging to the same communication between two hosts are routed across
various paths in a network.

Other observations may also differ depending on the locations they are obtained at. The
outcome of active data acquisition methods may vary depending on the locations of both the
sensor and the target. E. g., results of a port scan that is performed between hosts that are
connected via a firewall may differ compared to the results of a port scan between hosts that
are directly connected in a subnet without any filtering mechanism in between the respective
hosts.

Consequently, the location at which data is acquired is an important aspect in distributed
NAaS. For acquiring a comprehensive overview of the situation and the processes in computer
networks, usually, data from different locations has to be used.

3.1.2 Data Analysis

The analysis of data in a distributed and divided environment, like a computer network, may
be done centrally or in a distributed way [324, 75, 225, 223]. Whether a central or distributed
approach suits best has to be determined on a case-by-case basis and may depend on various
factors.

Factors that influence if data analyses can be centralized or decentralized are, e. g., performance
aspects, causal relationships between information that are to be analyzed, or the structure of the
analyzed system. Performance aspects are, e. g., the network throughput for transmitting the
data to and from the analysis components or available resources at the analysis components like
CPU or memory. An example for a causal relationship that can be analyzed in a decentralized
system is ARP spoofing because ARP spoofing detection only requires information from a
local broadcast domain. An example for a causal relationship that requires a more centralized
analysis is the tracing of movements of devices in mobile networks as this requires to join
information from multiple subnets that are distributed over a larger spatial region. The structure
of the analyzed network may impose performance constraints, e. g., due to low throughput
connections, as well as constraints on causal relationships, e. g., due to the size of logical units
like subnets.

3.1.3 Usability Aspects

From a usability perspective, a distributed NAaSS poses the challenge to choose locations for
the components such as sensors or data analysis entities of the system [325]. The requirement
to chose locations for the components of the system complicates the usability. The selection of
adequate positions of the components could be done manually by experts or automatically via
self-adaptive mechanisms. The optimization of the placement of components of a NAaSS is
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beyond the scope of the work presented in this document. However, the methods and approaches
that are presented in this document provide means for dynamically configuring a NAaSS and
thus can serve as the basis for manual as well as automated methods for dynamically adjusting
the NAaSS structure. With the work on self-adaptive data acquisition as presented in section
8.4, a general proof-of-concept for leveraging self-adaptivity for adjusting and optimizing a
distributed event-based NAaSS is presented.

On the other hand, even though a distributed NAaSS complicates the usability in some cases,
a distributed NAaSS also offers usability benefits. Usability benefits of a distributed NAaSS
can be, e. g., the possibility to operate the system from arbitrary locations or multi-user
operation.

3.2 Convergence of Heterogeneous Data
Sources

For gathering information in and about computer networks, various types of data sources can be
used. The available types of data sources differ, e. g., with respect to

• the abstraction level of the gathered information,

• the layer of the network model at which data is collected,

• the way how data is acquired,

• the amount of data that is emitted,

• performance aspects and resource requirements,

• or the format and representation of the resulting data.

Hoque et al. [128], e. g., identified correlating packet capture data with netflow data as important
challenge that is not yet addressed. Bhargavi and Veidehi [29] also highlight the importance of
merging data from heterogeneous data sources.

Examples of data acquisition methods that can be considered low-level are packet capturing,
connection tracking, or netflow-based methods. Examples of methods emitting higher-level
information, like information about detected attacks or other security related incidents, are
IDS or SIEM.

Data can be gathered at different layers of the network model, e. g., application log files usually
primarily contain data from the application layer, connection tracking or netflows are typically
focused on acquiring information at the network and transport layer, and packet capturing is
capable to collect the entire data of the packets transmitted in a network down to the data
link layer. Please note that this categorization of the data acquisition methods according to
the network model layer is intended as rough example and is simplified for the sake of brevity
of this discussion. E. g., application log files may also contain some information from lower
layers like port numbers, IP or Media Access Control (MAC) addresses, connection tracking
and netflows, depending on the configuration, may also include data link layer information like
MAC addresses, and packet capturing data typically also includes data up to the application
layer payload.

With respect to the way how data is acquired, it can be, e. g., generally distinguished between
passive methods like packet capturing and active methods like port scanning. As a rule of
thumb, low-level methods like packet capturing usually emit higher volumes of data than
higher-level methods like IDS or application log files.
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From a performance perspective, methods that leverage low-level data typically require
more resources as they process higher volumes of data. However, other factors influenc-
ing the performance are also the applied operations or the representation of the processed
data.

The emitted data differs in the format and representation depending on the data source.
While, e. g., packet capturing is capable to emit raw packet data in sequences of bytes as it is
transferred via a network, application log files typically use human readable strings that contain
the information.

Because of these varying properties of data acquisition methods, the different data acquisition
methods have specific advantages and drawbacks. While packet capturing, e. g., is theoreti-
cally capable to acquire all information that is transmitted in packet switched networks and
provides a comparably high-level of detail, it also has comparably high resource requirements.
Data from application log files, on the other hand, provides high-level information about the
processes of individual applications but it is also typically less resource intensive than packet
capturing.

By leveraging data and information from various types of data sources, the strengths of
individual data source types can be united and weaknesses can be compensated. Thus, ideally,
a NAaSS should be capable to incorporate data and information from all possible types of data
sources.

In their overview over network attacks [128], Hoque et al. specifically identify the capability
of acquiring, preprocessing, analyzing, and correlating packet capturing and netflow data in a
single integrated system as one of the upcoming challenges for addressing attacks on computer
networks. Our work is not limited to packet capturing and netflows but explicitly aims on
supporting various data sources.

3.3 Near Real-time Operation

LANs using the Gigabit Ethernet [292] standard operate at a speed of 1 Gbps. The more
advanced LAN standard 10 Gigabit Ethernet [290] even allows speeds of 10 Gbps and newer
standards allow even higher speeds [291].

Depending on the packet size, as shown in section 2.2.3, the maximum packet rates for Gigabit
Ethernet go from about 81 kpps up to 1.49 Mpps. Consequently, the time for processing
a single packet in near real-time in a Gigabit Ethernet network goes from about 12.3 µs
down to 0.672 µs. Connected to the increasing speed of the underlying network infrastruc-
ture, occurrences and processes in computer networks, typically, are also increasingly fast
paced.

Depending on the use cases, applications in computer networks may require permanent availabil-
ity. For such critical applications, even temporary downtimes or non-availability of applications,
services, or hosts may cause severe consequences such as monetary losses, loss of reputation,
or may even result in dangerous situations. Downtimes may be caused by hardware defects
on hosts, bugs in software like services, but also by problems in computer networks. Conse-
quently, besides relying on reliable hardware and software, such critical applications also require
adequately reliable computer networks.

Usually, the overall negative impact of consequences of situations like attacks, failures, conges-
tions, or downtimes in network environments depends on the duration of these situations. Thus,
it is crucial to swiftly detect and recover from critical situations.
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Attacks in computer networks or on systems in computer networks typically evolve over time.
With progressing time, attackers may, e. g., break into more and more computer systems, gain
control over user accounts with higher privileges, or extract and download more sensitive or
otherwise critical information. Thus, the impact of the consequences of attacks in computer
networks, typically, increases over time as well. Consequently, attacks have to be detected and
mitigated quickly.

Furthermore, naturally, various situations that can be observed in computer networks have the
form of occurrences or events that happen in near real-time. Events in computer networks are,
e. g.,

• packets being transmitted,

• state changes of connections,

• hosts being added to or removed from a network,

• services being announced or requested,

• attacks being detected or taking place,

• deployment of counter measures,

• filtering of packets, connections, or content,

• failures, e. g., of hosts, services, or links, and their resolution,

• or packet drops due to congestion.

In order to allow timely decisions, it is desirable to analyze these events in near real-time as
they occur.

Additionally, depending on the data source, the amount of information that is acquired may
exceed the available storage capacities. Consequently, it may be impossible to store all available
data for later analysis. Thus, in some situations, near real-time data analysis may technically
be the only viable option.

3.4 Data Correlation and Analysis

Data about a packet being transmitted or a connection changing a state alone can be consid-
ered to have low semantic complexity and information content. During the normal operation
of a computer network, network operators or security analysts are typically not interested
in information at this low abstraction level. While, sometimes, developers etc. may re-
quire information at a packet or connection level, e. g., for debugging or testing applications,
network operators etc. usually require information with higher semantic complexity and in-
formation content. Examples of such information at a higher abstraction-level is information
about

• the number of bytes or packets transmitted in a given time interval,

• response times of hosts or services,

• attacks such as intrusions or DoS,

• the type or protocol of network traffic, like Hypertext Transfer Protocol (HTTP), telephony,
or media streaming,

• or failures or configuration problems.
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In order to derive information at higher abstraction-levels, low-level information has to be
correlated and analyzed. Depending on the higher-level information that is to be derived,
different methods for correlating and analyzing data can be used.

In section 2.2.4, we gave an overview over various data analysis approaches that are used in
the field of computer networks. These examples illustrate the wide range of data analysis
approaches and how information at higher abstraction levels can be obtained from information
at a low abstraction level.

3.5 Performance

In scope of NAaS, “performance” can have different meanings. The term “performance” can
be used to refer to the resource utilization, throughput, and speed of a NAaSS. In another
meaning, performance can also be used to describe the quality or accuracy of data analysis
methods. Even though data analysis is also important for the practicability of NAaS, we
consider data analysis in the field of NAaS as a research field of its own that is out of scope
of the work discussed in this document. We gave an overview of data analysis in the area of
NAaS in section 2.2.4. Unless otherwise noted, we use the term “performance” in order to refer
to the resource utilization and throughput.

In a distributed system such as an event-driven and distributed NAaSS, the performance depends
on various resources. Examples of resources influencing the performance are

• CPU,

• memory,

• and network throughput.

Furthermore, it can be distinguished between resources that are solely dedicated to a NAaSS
and resources that are shared between a NAaSS and the environment it observes. Examples of
resources that are specifically dedicated to a NAaSS are the CPU and memory of a computer
system that is solely used for a NAaSS. An example of a resource that is usually shared between
NAaSS and the observed environment is network throughput in case when the data exchange
between distributed components of a NAaSS occurs over the same network infrastructure that
is also used for the other tasks in an IT environment.

We use the number of events that are processed over time as the primary metric for the speed
of a NAaSS. We call this metric “event throughput” or just “throughput”. We consider
the throughput as most important metric as we observed in our experiments that, in overload
situations, when events cannot be processed at the appropriate speed, information will be lost.
Consequently, in light of the high speeds of computer networks, the throughput performance is
crucial for assuring reliable and trustworthy information.

Another metric for the performance of an event-driven system is the latency that can be
measured as the delay between the time when an input event occurred and the time when
the resulting output event was emitted. By the definition of how event-driven data processing
works, processing of data is triggered by the occurrence of the data and thus data is processed
immediately in near real-time as it occurs.

Aspects that may affect near real-time processing are, e. g., overload situations that cause delays
in data processing or time consuming operations during the processing. We explicitly address
aspects of overload situations already by using the throughput as primary metric. Aspects of
time consuming operations that may be involved in the data processing depend on the actual
use cases and deployment scenarios such as the situations that are to be detected or the involved
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data analysis methods. However, we consider data analysis aspects in scope of NAaS as a
research field of its own (See also 2.2.4.). Thus, with respect to the time that it takes until
data is processed, for our discussion presented in this document, we consider it sufficient to
rely on the throughput as primary metric and on the near real-time properties of the employed
event-driven paradigms. Consequently, we focus on the event throughput for measuring the
system performance.

Furthermore, it can be expected that not all information is required at every place of the entire
NAaSS. Consequently, selectively forwarding information to the components at which the
information is required can be employed in order to limit the resource utilization for transmitting
data in the system.

3.6 Incorporation of Expert Knowledge at different Levels
of Abstraction and from different
Disciplines

NAaS involves tasks from various disciplines and at different abstraction levels. Examples of
tasks from different disciplines involved in NAaS are

• data acquisition,

• data analysis,

• and the management of NAaSS.

Each of these tasks can be further decomposed into more specific and specialized sub-tasks.
Data acquisition can be, e. g., done with packet capturing, connection tracking, or intrusion
detection systems. Data analysis can also be done with various methods like statistics, sig-
nature based approaches, or machine learning. For the management of NAaSS, examples of
possible sub-tasks are the configuration and management of the distributed communication
infrastructure, the deployment and configuration of sensors, or the examination of analysis
results.

Depending on tasks, sub-tasks, and other factors, the abstraction level at which activities have
to be performed may vary. For the task of data analysis, examples of activities at different
abstraction levels are the analysis of low-level packet data for detecting incidents compared to
the analysis of interdependencies between reported incidents. Similarly, for the management
and operation of a NAaSS, examples of activities at different abstractions levels are the low-level
integration of sensors on computer systems versus the higher-level management of a NAaSS in
a distributed deployment and operation scenario.

Furthermore, the level of expertise of the operators of a NAaSS may vary, e. g., depending on
the size of the institution. Small- to Medium-sized Enterprises (SMEs), e. g., typically have
less resources for running their IT departments than larger companies and institutions. The IT
operators in SMEs, usually, have to be generalists that perform various duties from various
disciplines. Thus, the IT staff in SMEs may not be able to specialize as much in specific fields
as the IT staff in bigger companies that can afford to employ IT personnel for more specifically
defined tasks.

Consequently, ideally, NAaSSs should allow to easily incorporate expert knowledge at different
levels of abstraction as well as from different disciplines. On the other hand, it should also
be possible to still operate NAaSSs even without requiring expert knowledge for all involved
activities or even with requiring any expert knowledge at all.

41



3 Important Properties and Requirements of Network Analysis and Surveillance

3.7 Flexibility and Scalability

Computer networks are not static but may change over time. Examples of aspects of computer
networks that may change over time are

• the network structure,

• the systems in computer networks,

• and the traffic in computer networks.

Furthermore, changes may

• occur at different speeds,

• be automated or manual,

• be predictable or unpredictable,

• or be periodical or gradual.

Possible reasons for changes in the network structure are, e. g., growth of companies or institu-
tions, changes in the organizational structure of companies or institutions, adjustments in order
to adapt to new use cases or technologies, or restructuring for enhancing security. These exam-
ples of structural changes are typically changes that can be at least to some degree predicted
and planned and take time to implement. An example of a faster change that may also not be
equally predictable as the examples given above, is the movement of devices in mobile networks
such as the movement of consumer mobile internet devices in cellular WANs like Global System
for Mobile Communications (formerly known as Groupe Spécial Mobile) (GSM) or Universal
Mobile Telecommunication System (UMTS) networks.

With respect to the traffic in computer networks, an example for a change that typically can be
predicted and is periodical is the change in network traffic in an office scenario that happens
between office hours and the times when offices are closed. An example for a gradual change in
network traffic can be the increasing usage of new technologies like telephony via computer
networks.

An example for a change with respect to computer systems in a network is the reconfiguration
of physical computers. Another example for a change in this environment is the migration of
physical computers to virtual machines.

New an emerging technologies like virtualization, cloud computing, SDN, or the IoT accelerate
changes in computer networks. With virtualization, e. g., virtual machines can be moved without
the need to perform hardware reconfigurations which increases the speed with which changes in
networks can be implemented. With the ability to configure computer networks via SDN changes
in computer networks are even further accelerated. Technologies like virtualization or SDN enable
changes to be implemented solely in software which allows a higher degree of automation and
which in turn increases the speed of such changes even further.

Ideally, a NAaSS should be flexible and scalable such that it can always quickly adapt to
changes in computer networks. Furthermore, the need for change can also be seen as a usability
issues as it requires permanent attention of the operators and may require special expertise for
adapting a NAaSS to changed circumstances.
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3.8 Usability

NAaSSs may be used by operators with different levels of expertise. Ideally, a NAaSS should
be as easily usable as possible and hide the complexity of sophisticated functionality, while
still allowing advanced interaction and configuration options for more experienced opera-
tors.

Usability aspects of NAaS can be categorized into different categories. Categories can be,
e. g.,

• the amount of data,

• the way for representing data,

• how detection or analysis logics are implemented,

• or the operation and management of the NAaSS itself.

The amount of data influences the usability because human operators are limited by the speed
with which they can perceive information. In order to allow a good usability with respect
to the amount of data, the “relevant” information has to be extracted from the usually huge
amount of data that is processed by NAaSS. What information is considered relevant depends
on the actual use case. Consequently, an NAaSS should be capable to adapt to different use
cases and allow to extract and display information that is important for the respective use
case.

With respect to the data representation, usability aspects depend, e. g., on the expertise of the
operator or on the use case. E. g., while in some cases experienced operators may prefer to
read raw packet data when performing advanced tasks, the information processed by an NAaSS
can be typically easier perceived by operators when it is represented in a human readable
form. Additionally, other means for representing data, such as plots, dashboards, or executive
summaries can be employed for further easing the perception of the acquired information by
human operators.

Usability aspects in the scope of detection and data analysis techniques are influenced by, e. g.,
the applied analysis methods or how the analysis process can be “configured”. Examples of
different types of analysis methods are signature based methods, supervised learning methods,
and unsupervised methods.

Signature-based methods typically match predefined patterns to the processed data [6, 46].
Signatures can be defined manually or inferred automatically [196, 310]. Supervised learning
methods typically use training data for creating models and then use the trained models for the
actual data processing and analysis [76, 202, 46, 162]. Unsupervised methods do not require
training data [224, 72, 171, 44, 46]. The know-how that is required for practically employing
these various methods and their respective algorithms and implementations varies and depends
on the concrete method that is used.

The way how the data analysis is set up and configured also depends on the employed method.
For signature-based methods, a way for configuring the data analysis is the definition of
signatures or patterns that are matched to the data that is to be analyzed. For supervised
learning methods, one way for influencing the data analysis depends on the selection and
composition of the training data.Unsupervised methods typically have different parameters that
influence their operation. The selection of these parameters is an example for configuring such
unsupervised methods. Varying skills are required for configuring each of these methods. While,
e. g., the configuration of machine learning based methods requires an adequate understanding of
machine learning and the associated theories, signature based methods require an understanding
of the corresponding tool set for processing the data with patterns or signatures. Furthermore,
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for meaningfully employing data analysis methods, a good understanding of the application
domain in which the data analysis methods are employed and about the situations or occurrences
that are to be detected is required.

With respect to the operation and management of a distributed NAaSS, usability aspects
are, e. g., the selection of the appropriate sensor types and their locations, the way how a
NAaSS is adjusted to changing situations, how the NAaSS is secured, or the configuration
and maintenance of the distributed infrastructure. Similarly, to the other usability aspects,
the operation and management may require expertise at different abstraction levels and from
different disciplines.

Typically, easing the usability implies to hide complexity from the user. When complexity is
hidden from the user, usually, the set of user customizable aspects is reduced. Thus, there may
be a trade-off between the degree of user assistance and the degree to which the system allows
fine grained or expert-level control. Ideally, a NAaSS should support users in all involved tasks
as much as possible while still allowing more sophisticated interaction and configuration for
experts.

Furthermore, some processes and changes in computer networks may occur at such high speeds
such that meaningful manual intervention is not possible anymore. In situations in which
manual intervention is not feasible, automated mechanisms may be employed for accelerating
the corresponding interventions and adjustments. On the other hand, however, fully automated
actions may not be desired, e. g., because of the loss of control or the risk of automated systems
making wrong decisions. A compromise with respect to automation versus manual operation are
semi-automated approaches. Semi-automated methods may accelerate processes involving user
interaction, e. g., by supplying users with automatically generated and optimized suggestions or
by making preparations and waiting for user feedback before actually performing actions. A
NAaSS should on one hand offer automation options while still allowing semi-automated as
well as fully manual operation.

3.9 Reliability, Security, Privacy and
Confidentiality

One aim of NAaS is to assure the reliable and proper operation of computer networks and their
associated IT systems. For assuring the proper and reliable operation of computer networks
and IT systems, it is typically necessary to constantly monitor these networks and systems.
When a NAaSS itself does not operate reliably, it may not be possible to detect degradation
of quality metrics or critical situations in the monitored network. Thus, in order to assure
the proper and reliable operation of computer networks and IT systems, NAaSSs have to be
reliable as well.

Security and privacy are important for NAaS because of, e. g., operational aspects, legal restric-
tions, acceptance, and contractual aspects. In this section, we outline aspects related to security,
privacy, and confidentiality. Examples of security related aims are

• avoiding unauthorized access,

• assuring the integrity of data,

• or resilience against denial of service attacks.

Examples of privacy and confidentiality related issues are

• legal restrictions, e. g., with respect to handling of employee or customer data,
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• acceptance aspects like trust of operators or customers,

• contractual aspects like non-disclosure agreements.

• or confidentiality of business secrets,

Avoiding unauthorized access to NAaSSs is important as NAaSSs typically allow access to
sensible data. An attacker, e. g., could try to break into a NAaSS in order to obfuscate
his activities or to acquire more information that he can use for his attacks. Prohibiting
unauthorized access is also relevant with respect to privacy. An example of unauthorized access
to a NAaSS that may be problematic with respect to privacy is a supervisor controlling the
activities of his subordinated personnel.

Another security related aim is the assurance of the integrity of the data in a NAaSS. An
attacker, e. g., could try to obfuscate his activities by manipulating the data in a NAaSS.
Operators of a NAaSS rely on the correctness of the information provided by a NAaSS for
making decisions. Information that is based on incorrect data may be incorrect as well and
thus may lead to wrong decisions. Thus, it is important that the information in a NAaSS is
not tampered with.

Another possible attack vector on NAaSS are denial of service attacks. Attackers, e. g., could
try to hide their own activities by driving denial of service attacks against NAaSS. Another
possible scenario similar to denial of service attacks could be a self-inflicted denial of service
situation when the system receives too much data from its sensors for processing it. For assuring
the proper operation of NAaSS it is important that such malicious or self-inflicted denial of
service scenarios can be avoided.

With respect to privacy there are legal restrictions, e. .g, with respect to handling employee or
customer data [242]. One way for avoiding legal issues with respect to employee data can be
via company agreements. With respect to customer data, typically, at least the corresponding
laws and regulations have to be followed.

Another aspect of privacy related to customer data are publicity aspects. Customers may,
e. g., have more trust in companies and institutions that enforce appropriate privacy pro-
cedures for handling user data. Sometimes, even special non-disclosure agreements are
signed between contractors in order to define the rights and duties of the participating par-
ties.

An example of a possible problem with respect to confidentiality is the handling of business
secrets. Clearly, business secrets, such as construction plans, recipes, or documents about
negotiations must not be disclosed. Disclosure of business secrets may cause significant monetary
damage and may even ruin a company. Thus, properly concealing such secrets from unauthorized
parties is crucial.

3.10 Conclusion

In this chapter, we addressed “RQ1: What are important properties and requirements for
overarching and flexible NAaS? ”. We identified the following important properties and require-
ments:

• Distribution

• Convergence of Heterogeneous Data Sources

• Near Real-time Operation

• Data Correlation and Analysis
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• Performance

• Incorporation of Expert Knowledge at different Levels of Abstraction and from different
Disciplines

• Flexibility and Scalability

• Usability

• Reliability, Security, Privacy, and Confidentiality

We outlined each of these properties and requirements and discussed why these are rele-
vant for modern NAaS. With our further work, we aim on addressing these properties and
requirements.
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In chapter 3, we motivated important properties of NAaSSs. Based on these properties, in
this chapter, we devise an EDA for addressing the requirements imposed by these proper-
ties.

Furthermore, as we aim on assessing the practicability for which we also consider performance
aspects, we identified potential resource constraints and outline these constraints. The discussion
of potential resource constraints forms the basis for the empirical performance evaluation in
chapter 7.

In the following, at first the general design decisions for our approach are motivated. Afterwards,
an overview over our approach is given. Then, the components in our proposed architecture
are explained in more detail. Next, the potentially resource constrained activities, the involved
resources, and potential resource constraints are discussed. Finally, we summarize our results
in a brief conclusion.

4.1 Summary of Design Decisions for Addressing important
Network Analysis and Surveillance Properties and
Challenges

The motivation for the design is to address the important aspects and requirements that
we identified in chapter 3. Due to the way how we design our proposed architecture, we
explicitly address certain important properties and requirements as identified in chapter
3.

In order not to limit the convergence and integration of data sources as well as data analysis
paradigms, we specifically design the architecture to allow the inclusion of arbitrary data source
and data analysis implementations. While the intended application domain of our event-driven
architecture is NAaS, thanks to the capability of handling arbitrary data sources and data
analysis paradigms, the resulting NAaS architecture can also be applied in other application
domains as well.

For the convergence of heterogeneous data sources, the heterogeneous data from the various
data sources has to be meaningfully combined, merged, and analyzed. To allow the correlation
of heterogeneous data that may be represented in various ways, we use an unified internal
event format. By leveraging an unified event format, arbitrary data sources can be integrated
such that our approach does not depend on the type of the data that is processed from a
perspective of the data handling, correlation, and analysis functionality. Please note, how-
ever, that we do not address logical relations in the data but only cover the data processing
aspects.
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By designing our approach such that it is independent of the type of data that is processed,
our approach is capable to incorporate data from various abstraction levels. Low-level packet
capturing data can be processed as well as higher-level data from, e. g., IDS or SIEM. The
capability to process information at various abstraction levels also enables the incorporation of
expert knowledge at various levels of abstraction. Furthermore, we also aim on achieving high
event throughputs.

In order to assure flexibility and scalability, we exploit the loosely coupled characteristic of event-
driven paradigms to design a modular architecture. Components can be flexibly exchanged,
removed, and added, the overall system can be dynamically reconfigured, and systems can scale
dynamically.

Thanks to the dynamic configuration capabilities of event-driven data correlation, e. g., via a
CEP engine, data analysis and correlation can be dynamically configured at runtime. Thus,
new data sources can be dynamically added and the data analysis process can be dynamically
adjusted.

Furthermore, event-driven operation enables to address near real-time requirements as the
processing of data is triggered by the occurrence of new data. Consequently, updates about
the situation, the calculation of analysis results, etc. are triggered as new data occurs. Ad-
ditionally, thanks to the dynamic capabilities, adjustments can also be performed in near
real-time.

4.2 Architecture Overview

For the discussion of our architecture, we differentiate between what we call “nodes” and
“components”. Nodes of a system are computers, physical as well as virtualized. Components
are the software implementations that process the data.

In Figure 4.1, a conceptual overview of our event-driven NAaS architecture is shown. In this
figure, nodes and components of our architecture as well as the corresponding involved resources
are shown.

Figure 4.1: Generalized Event-driven Network Analysis and Surveillance System Architecture

In the generalized overview of our event-driven NAaS architecture shown in Figure 4.1, nodes
are indicated as circles. Components are indicated with letter combinations. Activities that are
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potentially constraint with respect to resources are indicated as roman numbers. The flows of
events between components are indicated as arrows.

Following is an enumeration of the components and potentially resource constraint activities as
depicted in Figure 4.1. The identifiers for indicating the respective elements in the figure are
denoted in brackets.

• Components

– Sensors (S)

– Event Transformer (ET)

– CEP Engine (CEP)

– Communication Middleware (CM)

– Consumer (C)

• Potential Resource Constraints

– Data Acquisition (I)

– Event Transformation (II)

– Event Processing (III)

– Data Transmission and Reception (IV)

– Network Transfer (V)

– Higher-level Communication Handling (VI)

– Event Consumption (VII)

4.3 Components

In this section, the components of our proposed event-driven NAaS architecture as depicted
in Figure 4.1 are explained. For convenience, the abbreviations with which the various com-
ponents are indicated in the figure are given in brackets in the corresponding subsection
headings.

4.3.1 Sensor (S)

A sensor acquires data from a data source in the application domain and sends the data into
the CEP system. Examples of data sources for sensors in the application domain of computer net-
works are packet capturing, connection tracking, log files, or IDSs.

In our sample architecture, a sensor solely acquires data and does no further data processing.
The data that is emitted by a sensor is typically not in the common event format as used in
the CEP system but in a sensor or data source specific raw format. Examples of raw data that
typically occur in specific raw formats are packet capture data, netflow records, and log file
entries.

We say that sensors deliver raw data in form of what we call “raw data events”. We use the
term “raw data event” in order to indicate that the raw event data was not yet transformed
into the internal event format of the CEP system.
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4.3.2 Event Transformer (ET)

The data emitted by sensors is typically in a raw format that does not match the unified internal
event format of the CEP system. Event transformers convert raw data events into the unified
event format as used in most parts of the CEP system.

We refer to the resulting events as “raw transformed events”. The rationale for this terminol-
ogy is to indicate the nature of events as raw events while also conveying the information that
these events adhere to the CEP systems internal event format.

In the Event Processing Glossary [174], no equivalents to the terms “raw data event”, “raw
transformed event”, and “event transformer” is defined yet. However, we chose our terminology
in a way that does not interfere with the definitions of the Event Processing Glossary such that
it may be possible to add our definitions.

Event transformers may be integrated with sensors in a single software application. Alternatively,
event transformers may be run as individual applications on the same or on other nodes. A
reason for distributing sensors and event transformers on multiple nodes could be offloading of
resource intensive tasks, e. g., a dedicated event transformation cluster could be used in case
when the event transformation process computing intensive.

4.3.3 CEP Engine (CEP)

The CEP engine, performs the actual analysis and correlation of events. In the CEP engine,
the logic for filtering, correlating, or analyzing events is typically implemented with event
patterns. By matching event patterns to events, new events are derived that typically have
more complex semantic meaning than the originating events. Event patterns are usually
implemented in form of an EPL. With EPL statements, relations between events can be
modeled.

A CEP system may contain several CEP engines. Multiple CEP engines can be used, e. g., for dis-
tributing the load of processing events or for modeling cascaded structures.

4.3.4 Communication Middleware (CM)

The communication middleware (CM) is used for exchanging data between components and
nodes. The communication middleware ideally abstracts functionality like handling of network
sockets or other transport mechanisms, addressing issues, scalable communication, fault tolerant
communication, or n-to-m communication handling.

In addition to the transmission of event data, the communication middleware also serves
for transmitting command and control data. By sending commands via the communication
infrastructure, components can be controlled and information about the operational status
of components can be transmitted as well. We will use the capability of leveraging the
communication infrastructure for command and control purposes for our advanced distributed
approaches presented in chapter 8.

In our sample CEP system architecture, the data exchange via the communication middleware
is the only option for components that are located on different nodes. For components that are
located on the same node, additionally more direct ways for exchanging data may be used. An
example for a more direct way for exchanging data is shown in Figure 4.1 for the connection
between packet capturing sensors and the corresponding event transformation and the CEP
engine.
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Omitting the communication middleware and using a more direct connection usually makes
sense when the more advanced and dynamic capabilities, like message routing etc., of the
communication middleware are not needed. In the example of connecting a sensor to the
event transformation this is typically the case as the event stream is typically always fed
from the sensor to the event transformation. Taking also the CEP engine into account typ-
ically more dynamic and advanced functionality are required, e. g., because raw events may
be required by other components as well. Thus, directly attaching the CEP engine may
depend on the actual situation. In our experiments, we did not discover such a situation,
however.

The choice of the communication middleware paradigm and implementation also depends on the
concrete situation. Possible choices are, e. g., a MoM or an ESB.

4.3.5 Consumer (C)

The consumer is the component that typically ultimately receives event data. Examples of
consumers are applications with GUIs for displaying data, logging applications for archiving
information, or response mechanisms for implementing reactions.

Sensors and consumers can also be seen as the edges of the CEP system. The data enters the CEP
system through the sensors and leaves the system via the consumers.

Consumers may also be other CEP systems. In this case the CEP system sending data into an-
other system, from the perspective of the receiving system, is the sensor.

4.4 Potential Resource Constraints

In this subsection, actions that may suffer from resource constraints are explained. The various
actions are also indicated in Figure 4.1 with roman numbers. For convenience, the identifiers
with which the various components are indicated in the figure are given in brackets in the
corresponding subsection headings.

4.4.1 Data Acquisition (I)

From the perspective of the “life cycle” of the data that is processed in a CEP system, the
first activity for which resource limitations may occur is the acquisition of data via sensors.
Resources that are typically utilized by sensors for acquiring data are the CPU, memory, and
Input/Output (I/O) resources. In scope of computer network one important I/O resource is
the network interface card and the associated I/O subsystems. In the context of acquiring data
in the application domain resource constraints may affect the data acquisition itself but may
also affect processes in the application domain.

An example of data acquisition affecting the application domain is the capturing of network
traffic. The execution of the actual business processes on a node may be impacted due to
the utilization of resources like CPU and memory for capturing network traffic. Similarly,
the network throughput may be affected when a monitoring device is tapped into the net-
work.

For the data acquisition process, resource constraints may lead to data loss. In the case of
packet capturing or netflow acquisition, e. .g, overload situations lead to random drops of
data.
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4.4.2 Event Transformation (II)

After acquiring the data via sensors, the next activity that potentially suffers from resource
limitations is the transformation of events from the raw format into the unified event format
of the CEP system. Resources that are typically utilized for the event transformation are the
CPU and the memory. The actual impact depends on the raw input data as well as the event
output format.

4.4.3 Event Processing (III)

The processing of events in the CEP engine is another activity in a CEP system that may
be affected by resource limitations. Similar to the event transformation, the performance of
the event processing is usually primarily affected by CPU and memory resources. Our results
indicate that the actual performance utilization depends on the complexity of the event patterns
as well as the event format.

4.4.4 Data Transmission and Reception (IV)

For the transmission of data between components, we differentiate between multiple sub-activities
that are all related to transferring data from one component to another. We split the overall
activity of sending data from one component to another in order to allow a more precise analysis
of the involved actions and their impact. The involved sub-activities are data transmission and
reception (IV), network transfer (V), and higher-level communication handling (IV). In this
subsection, we first discuss the data transmission and sending.

With “data transmission and reception”, we refer to the process of preparing data for being sent
over the network and to the process of restoring data that was sent over the network. Reception
can be typically considered to be the inverse of the transmission. Aspects considered in scope of
data transmission and reception are serialization and de-serialization of data objects, compression
and decompression of data, and encryption and decryption.

4.4.5 Network Transfer (V)

While data transmission and reception, as discussed in the previous subsection, refers to the
processes that are involved for preparing data for being sent over a network respectively restoring
it after the reception from the network, network transfer describes all processes that are involved
for the actual transmission of the data in a computer network. For the network transfer, we
do not differentiate between the resources on the individual links and connection components
like switches or routers but consider the available end-to-end resources between the involved
nodes.

In the context of the work presented in this document, we motivated in section 3.5 that we focus
on the event throughput as primary performance metric. Consequently, with respect to the
network transfer, we consider the network throughput as most important resource. While, in the
scope of computer networks, latency is another important metric, we motivated in section 3.5
that, with respect to the scope of the work presented in this document, it is sufficient to focus
on the throughput and thus we do not consider latency aspects.

Depending on the network technology, network induced constraints such as the available
throughput may vary. WAN connections, e. g., for connecting branch offices typically have
a lower throughput than LAN connections as can be used withing a single central office

52



4 Architecture for an Event-driven Network Analysis and Surveillance System

location. Similarly, wired networks typically have a higher throughput than wireless networks.
Furthermore, while wired networks can be configured to fully switched environments such that
no collisions occur, wireless networks are typically shared media in which multiple participating
hosts have to share the available resources.

4.4.6 Higher-level Communication Handling
(VI)

With “higher-level communication handling”, we refer to the activities that are performed by
the communication middleware. We use the term “higher-level” in order to distinguish the
functionality of the communication middleware to the functionality of data transmission and
reception and the network transfer that we consider lower-level. The rationale for differentiating
between lower- and higher-level functionality is that the communication middleware provides
abstractions and adds features on top of the basic functionality of data transmission and
reception and network transfer.

Activities that may be performed by the communication middleware in the scope of higher-level
communication handling are, e. g., message routing or enforcement of access policies. Resources
that are typically utilized for the higher-level communication handling are CPU and memory.
However, depending on the communication middleware and its configuration, persistent storage
like hard disks may be used as well. For the work presented in this document, we did not use
configurations requiring persistent storage.

4.4.7 Event Consumption (VII)

Ultimately, after all processing and forwarding of events, events are typically intended to
be consumed. From the scope of the life cycle of events in a single CEP system, the event
consumption can be seen as the last activity that is performed.

In the scope of consuming events involved resources can be distinguished between technical
and human resources. Technical resources that are typically used during the event consump-
tion are CPU or memory, e. g., in case of a logging facility for archiving event data. An
example of human interaction in the event consumption in the scope of computer networks
is a network administrator that uses a GUI for supervising the activities in a computer net-
work.

Clearly, the speed with which humans can perceive events are magnitudes slower than the
speed with which data can be handled automatically. Already the human vision typically
perceives a frame or picture rate of about 24 Hz, like in cinemas, as movement instead of
seeing the individual images. Thus, it is not possible for humans to perceive data at speeds
equivalent to the speed with which computers process data, let alone meaningfully interpreting
it.

4.5 Conclusion

In this chapter, we presented a generic event-driven architecture that specifically aims on
addressing important properties and requirements that were identified in chapter 3. The
resulting architecture allows the convergence of heterogeneous data with respect to data sources
and data correlation, can be flexibly extended and configured at runtime, offers near real-time
capabilities with respect to data processing and configuration options, and enables incorporation
of expert knowledge at various abstraction levels. Our proposed architecture aims at the
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integration of arbitrary data sources ranging from low-level data such as packet capturing or
netflows to higher-level data such as information originating from IDSs or SIEM systems and
at high event throughput. According to the results of the analysis of related work presented in
section 2.2 the combination of important properties and requirements that are addressed by our
event-driven approach had not yet been addressed in this way.
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Besides theoretical and conceptual foundations, it is also important that approaches and
methods can be practically applied. Aspects affecting the practical applicability are, e. g.,
implementation and operational aspects or the performance with respect to the achievable event
throughput.

In order to analyze the practicability of distributed event-driven NAaS and of our proposed
approach, we implemented an evaluation prototype based on the event-driven NAaS architecture
as discussed in chapter 4. We use this prototype and the experiences gained during the develop-
ment of the prototype for the evaluation of our approach with respect to design, implementation,
and operational aspects in the scope of a case study, which is presented in chapter 6. We also
use the prototype for the empirical performance evaluation presented in chapter 7. Due to the
way how we chose to implement certain components of the prototype, we also address further
important properties and requirements as identified in chapter 3.

In this chapter, the evaluation prototype is introduced. Following our modular event-driven
architecture, the prototype is composed of the components as introduced in chapter 4. Summa-
rizing, these components are:

• sensors,

• event transformation entities,

• the CEP engine,

• the communication middleware,

• and consumers.

One aim of our work is to assess the practicability of our approach in real world deployment
scenarios that require established and tested functionality. Furthermore, we aim on reducing
duplicate work and implementation overhead as far as possible. Thus, we purposely imple-
mented the prototype using readily available libraries and frameworks that are not limited
to a specific application scenario and that can be and are employed in real world scenar-
ios.

The prototype was implemented using a combination of Java and Clojure. We assume that the
reader is familiar with Java as language and platform. Clojure is a Lisp dialect that runs on
the JVM and offers Java interoperability [125].

The rationale for using a Java-based implementation is that a large and vital ecosystem of
libraries and frameworks exists around Java and the JVM. Examples of functionality offered
by Java libraries and frameworks are communication middleware, CEP engines, graphical
user interfaces, or data analysis implementations. In addition to Java, we used Clojure in
order to broaden the evaluation to languages that are in general based and run on top of the
JVM.
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In Figure 5.1, an overview of the general architecture of the evaluation prototype is shown. The
various components of the prototype are each implemented and run as separate applications.
In some situations, e. g., in case of the packet capturing sensor and event transformer, when
components may be run jointly or independently, we implemented variants for testing both com-
binations. Depending on the configuration, the packet capturing sensor either emitted already
transformed data that was sent directly to the CEP engine or the sensor emitted raw data events
that were then transformed by the event transformer component.

Figure 5.1: Overview of the General Evaluation Prototype Architecture

In the following the implementations for each of these components that were used for the evalua-
tion prototype are introduced. During the introduction of the CEP engine the event format and
event patterns as used in the evaluation prototype are presented as well. In scope of the discus-
sion of the communication middleware, additionally serialization, compression, and encryption
are discussed too. Finally, we finish with a brief conclusion.

5.1 Sensors and Event Transformation

As examples for acquiring data via sensors, we used packet capturing and connection tracking.
For our prototype, we implemented the corresponding sensors that gather the data in the
application domain as well as the respective event transformers.

5.1.1 Packet Capturing Sensor

The packet capturing sensor is based on the jNetPcap Java packet capturing library [266]
that is available as Open Source Software (OSS) under the terms of the Lesser GNU General
Public License version 3 (LGPLv3). For capturing packets, jNetPcap employs the JNI [213]
for leveraging the functionality provided by the C-based libpcap library [284]. JNI allows to
use functionality that is implemented in C or C++ from within Java and vice versa. In the
context of JNI, the term “native” is typically used to refer to implementations in languages
like C or C++ that are compiled to machine code that can be directly executed by a CPU
[213, 62].

Based on jNetPcap, we developed another abstraction in form of the clj-net-pcap Clojure library
[101]. We published clj-net-pcap as OSS [93] under the LGPLv3, which is the same license as
used by jNetPcap.
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Besides abstractions for easing the packet capturing, clj-net-pcap also contains functionality
for transforming the captured raw data into different event formats. For accelerating the
capturing and transformation of packets, we implemented a so called “packet processing pipeline”
with which the processing of packets can be distributed in multiple threads without the risk
of changing the packet order. For assuring that the order of packets does not change, the
packets are processed in series one after another. For increasing the throughput, however,
the processing steps are separated such that they can be performed in parallel in different
threads.

In Figure 5.2, the packet processing pipeline is depicted. The packet processing is split in two
general parts. In the first part, the packet data is still volatile as the data is located in the libpcap
capture buffer and the data will eventually be overwritten by subsequently captured packets.
This part is indicated surrounded with a red dashed box in the figure. In the second part, the
data processing occurs on a copy of the captured packet that is not volatile anymore. This part
is indicated surrounded with a green dashed box in the figure.

Figure 5.2: Packet Processing Pipeline

Depending on whether raw data or transformed data is to be emitted, two different code paths
are used. For emitting raw data, only two threads are used, the capture and the forwarder
thread. In the capture thread, the actual pcap loop for capturing packets is executed. In the
forwarder thread, the data is forwarded to the output from where it can be processed by the
actual application logic.

For emitting transformed data, two additional threads are run in between the capture and the
forwarder thread: the packet processor thread and the scanner thread. The packet processor
thread creates PcapPacket instances and peers the raw data with these instances. The scanner
thread executes the scanning of the newly peered PcapPacket instances. In the case of emitting
transformed data, the resulting PcapPacket instances can be optionally further transformed
into map or pojo-based representations.

The packet scanning and transformation part of the packet processing pipeline can also be
used without the packet capturing component. This allows to detach the event transformation
from the packet capturing and, e. g., distribute packet capturing and event transformation on
different nodes.

Packet capturing is an example for acquiring data that is typically considered as performance
intensive. Packet capturing, e. g., requires more performance than acquiring netflows. While
other data acquisition methods like connection tracking or netflows also burn down to analyzing
content of packets, methods like connection tracking or netflows do not need to process full
packets and are usually highly optimized for their specific tasks. In a way, performance-
wise packet capturing can be seen as a worst case scenario as, by definition, all data that is
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transferred in a computer network can be acquired with packet capturing. Because of the
performance requirements of packet capturing, we implemented the packet capturing sensor
with jNetPcap that leverages JNI for calling C-code from Java and also developed the packet
processing pipeline for accelerating the capturing and transformation. As packet capturing
can serve as a sort of worst case scenario performance-wise as well as for the speed with
which events are emitted, we also used packet capturing as example for evaluating the system
performance.

5.1.2 Connection Tracking Sensor

As an example for another sensor, we implemented a sensor for collecting connection tracking
data. The connection tracking sensor leverages the nf_conntrack subsystem of the Linux kernel
and the corresponding conntrack command line application [21].

The nf_conntrack subsystem signals connection state changes in form of events whenever
the state of a connection changes. The connection state change events can be emitted via
conntrack in string based formats as eXtensible Markup Language (XML) or Comma-separated
Values (CSV) with various options.

With respect to performance, connection tracking is typically not as challenging as packet
capturing. However, the actual performance difference between connection tracking and packet
capturing depends on the concrete scenario. One extrem case, e. g., would be single long running
TCP connection across which constantly small chunks of data are transferred, which would
result in a single connection but a significantly higher number of packets. The counter example
of an extreme case are multiple short TCP connections. However, these examples are extreme
cases and in real scenarios the actual difference can be expected to not be either of these
extreme cases.

Typically, a “minimal complete” TCP connection with connection setup and tear-down may
consist of only six packets, three packets for the three-way handshake plus three packets
for finished the connection. For a complete TCP connection including setup and tear-down,
connection tracking usually considers 7 state changes and emits the corresponding events. In
the following we give an example of these events as seen on the host from which the connection
was established in the order they occurred:

• SYN_SENT,

• SYN_RECV,

• ESTABLISHED,

• FIN_WAIT,

• LAST_ACK,

• TIME_WAIT,

• and DESTROY.

For the extreme case example of a minimal TCP connection, connection tracking would actually
emit more events than packets capturing, 7 compared to 6. However, events as emitted by
connection tracking typically contain less data than events as caused by captured packets.
Furthermore, usually minimal TCP connections occur not frequently. Instead, typically more
data is transmitted over a TCP connection.

The connection tracking sensor of our prototype is intended as proof-of-concept for that, in
addition to packet capturing, multiple heterogeneous data sources can be integrated. However,
with respect to performance, packet capturing is typically more demanding. Consequently, we
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solely used packet capturing for the performance evaluation in order to focus on a worst-case
like scenario. In a sense, if the performance is sufficient for processing data at the speed with
which events are emitted using packet capturing, it can be concluded that for events from other
sensors, that are less demanding with respect to performance and also emit events at slower
rates, the performance is sufficient as well.

As the connection tracking sensor is only intended as a proof-of-concept for the capability of the
system to handle heterogeneous events, we did not optimize the performance of the prototype
sensor implementation. For the prototype sensor implementation the conntrack command is
used as-is for receiving connection tracking events from the nf_conntrack kernel subsystem. For
the event transformation, a Clojure-based application is used. The Clojure-based application
executes conntrack in a Process instance. The output of conntrack is received from the Process
instance via the corresponding InputStream. The received data is then transformed and sent
into the CEP system.

5.2 CEP Engine, Event Format, and Event
Patterns

In this subsection, we introduce the details of the implementation of the evaluation prototype
that are related to processing events with CEP. Aspects that are discussed are the CEP engine,
the event format, and event patterns.

5.2.1 CEP Engine

As CEP engine, we chose to use the Esper Java implementation [78]. Esper is freely available
as Open Source Software. Esper supports a wide range of functionality for correlating events as
well as various event formats [79].

Due to the extensive feature set of Esper with respect to functionality for correlating and
analyzing events, we consider Esper as an all-purpose CEP engine that is not limited to a
specific application scenario. By leveraging an all-purpose CEP engine, the data correlation
and analysis is not limited to specific application scenarios or types of data that are pro-
cessed. Thus, by using an all-purpose CEP engine, we address the important requirement of
enabling convergence of heterogeneous data with respect to the analysis and data processing
functionality.

Esper can be run as stand-alone process and as part of another Java application. In our
event processing prototype application, Esper is run as integrated component instead of as
stand-alone process. The event processing prototype application also contained the functionality
for receiving events from the communication middleware respectively for sending events to the
communication middleware.

5.2.2 Event Format

Esper supports various event formats. Examples of event formats supported by Esper are Java
maps, Java objects, or data in XML format.

According to the Esper documentation, Java objects and maps can be expected to perform
best. Consequently, as the performance of the overall system is a critical factor, we chose Java
objects and maps as event formats.
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For events in map format, we used strings as keys whereas the values can be any data type that
can be contained in a Java map. The string keys correspond to the event property names and
the respective values correspond to the event property values.

For the definition of the object-based format, we first define the term of a “bean”. We define a
bean as a Java class that holds data in form of properties, which are stored in non-publicly
accessible instance member variables which are accessed by public getter and setter methods
following the naming convention “DataType getFoo()” and “void setFoo(DataType newFoo)”
for the property “DataType foo”. These naming conventions are analogous to the naming
conventions that are used by Esper for accessing data that is stored in object-based events.
The object-based format uses the bean representation for storing, accessing, and setting event
properties. Event attribute names correspond to bean property names the event attribute
values correspond the bean property values.

The definition of event patterns in the Esper EPL is independent of the format of events.
As one consequence, the same event patterns can be used for processing events in different
event formats as long as certain naming conventions are respected. The naming conventions
essentially require that the elements of events are equally named such that identifiers in the
EPL statements still match. For the map-based format, the name of an event property is
the corresponding key string in the map. For the object-based format, the name of an event
attribute is the corresponding property name in the bean.

5.2.3 Event Streams

We chose to use a MoM using the publish/subscribe pattern for exchanging event data. By
configuring the subscriptions to the publish/subscribe topics in this infrastructure, the routing
of events can be adjusted.

The granularity with which events can be routed can be adjusted by defining which events are
transmitted via a topic. Depending on the desired granularity a topic may, e. g., contain only
events of a logical event stream. A logical even stream may, e. g., be defined as all events of a
single type from all distributed sensors or just as events from a single sensor in which case for
each distributed sensor a new event stream has to be created.

In order to allow granular routing of events, we chose to use an individual logical event stream
for each sensor. The name of the event stream matches equals the name of the topic via which
it is transmitted. The event stream name contains information about the type of the contained
data, such whether raw or transformed are transported or what type of data source, e. g., packet
capturing or netflows, was used. Additionally, the event stream name also contains an identifier
for the entity from which the event stream originates, e. .g, the sensor identifier or an identifier
of an event transformer or CEP engine.

5.2.4 Event Patterns

During the development of the prototype various event patterns were developed. For the sake
of brevity, in this subsection, not all patterns are shown. Other patterns are introduced when
necessary in the corresponding sections.

For the discussion of the event patterns, we use different representations. In order to give
an overview over the relations between various event types, the graph-based event hierarchy
representation as introduced in section 2.1.2 is used. For providing details about how events
are derived, complete event patterns as well as excerpts of event patterns in the Esper EPL
notation are used.
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In Figures 5.3 and 5.4, two event hierarchies for simple ways for detecting attacks in computer
networks are shown. The idea for the simple detection of DoS attacks is to detect flooding of TCP
SYN packets as would be done in simple DoS and Distributed Denial of Service (DDoS) attacks.
The approach for the simple brute force attack detection is to detect frequent short connections
to a service like Secure Shell (SSH). The idea is that during the legitimate use of a service, the
duration of a connection will be typically longer than when an attacker tries to guess user name
and password combinations which can be expected to result in frequent short connections one for
each try of guessing the user name and password combination.
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Figure 5.3: DoS Attack Detection Event
Hierarchy
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Figure 5.4: Brute Force Attack Detection
Event Hierarchy

In the depicted event patterns, the complex events about the actual attacks are derived via
intermediate complex events. While generally, complex events for detecting situations like
attacks could be also derived directly from the raw input data, deriving such events via
intermediate events has advantages.

Benefits of using intermediate events are, e. g., usability aspects when developing event patterns
or the possibility to re-use intermediate events. Form a usability perspective it is typically easier
to cope with multiple small and simple event patterns rather than having to deal with one large
and complex event pattern. An example for the re-use of intermediate events in the figure is the
“TCP Est.” event that is used in both even hierarchies. During the development of the prototype
we also found several more opportunities for re-using events.

In the event hierarchy for detecting DoS attacks as shown in Figure 5.3 alternative ways for
deriving events are indicated with dashed arrows. The “SYN Flood” event may be detected
either via the “SYN without Connection” event or directly from the “TCP Syn Sent” event. The
approach for directly detecting the “SYN Flood” event from the “TCP Syn Sent” event is to
measure the rate of “TCP Syn Sent” events over time and if the rate exceeds a certain threshold
or the increase over time exceeds a certain factor the “SYN Flood” event will be triggered. For
the alternative way via the “SYN without Connection” event, at first the absence pattern is
used for detecting “TCP SYN Sent” events that were not followed by a “TCP Conn. Est.” event
which indicates that no real connection was set up but that only a single SYN packet was sent
as would be done in simple DoS attacks. Then, based on the “SYN without Connection” events,
the “SYN Flood” event can be derived.

In Figure 5.5, an event hierarchy for detecting congestion situations based on ICMP echo
requests and replies is shown. The general idea is to detect increases in the time difference
between the occurrence of ICMP echo request and ICMP echo reply packets. While this
example, for the sake of simplification, solely uses ICMP, the general working principle can
also be applied to other protocols.
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Figure 5.5: Event Hierarchy for Detecting Congestion Situations

Based on the event pattern shown in Figure 5.5, in the following, listings showing definitions of
the ICMP related patterns are shown. The intent of showing these patterns is to provide simple
examples for defining patterns. For the sake of brevity, we do not show the event pattern for
inferring the “Congestion Situation Detected” event.

The two event patterns as shown in listing 5.1 and 5.2 are used for filtering ICMP echo request and
reply packets from the sniffer.header.parsed.flat raw event stream. Each pattern creates a
new event stream for ICMP echo request respectively reply events.

Listing 5.1: Event Pattern for Detecting ICMP Echo Requests
1 INSERT INTO cep.icmp.echo.request
2 (timestamp, source, destination, sequence)
3 SELECT ts, ipSrc, ipDst, icmpEchoSeq
4 FROM sniffer.header.parsed.flat
5 WHERE icmpType = \"echo request\"

Listing 5.2: Event Pattern for Detecting ICMP Echo Replies
1 INSERT INTO cep.icmp.echo.reply
2 (timestamp, source, destination, sequence)
3 SELECT ts, ipSrc, ipDst, icmpEchoSeq
4 FROM sniffer.header.parsed.flat
5 WHERE icmpType = \"echo reply\"

Based on the ICMP echo request and reply events, the event pattern shown in listing 5.3
correlates events for calculating the time difference between the occurrence of the corresponding
events. The event pattern matches the followed-by relation “->” between related events.
The relation between events is matched by comparing the source and destination addresses as
well as the ICMP echo sequence number.

Listing 5.3: Event Pattern for Deriving the ICMP Ping Time Delta Event from ICMP Echo
Request and Reply Events

1 INSERT INTO cep.icmp.ping.response.time
2 (requestTimestamp, responseTimestamp, time, source, destination)
3 SELECT a.timestamp, b.timestamp, b.timestamp - a.timestamp, a.source, a.destination
4 FROM PATTERN [ EVERY
5 a = cep.icmp.echo.request
6 ->
7 b = cep.icmp.echo.reply(
8 source = a.destination AND
9 destination = a.source AND

10 sequence = a.sequence)]

The example patterns shown for the ICMP related event in listings 5.1 to 5.3 are implemented
by using intermediate events. In listing 5.4, an example of an event pattern is shown for directly
deriving the “ICMP Ping Time Delta” event. While, in this example, the change for merging the
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event patterns into a single event pattern is comparably simple, in other scenarios the complexity
for merging multiple events into a single one increases.

Listing 5.4: Event Pattern for directly Deriving ICMP Ping Time Delta Events
1 INSERT INTO cep.icmp.ping.response.time
2 (requestTimestamp, responseTimestamp, time, source, destination)
3 SELECT a.ts, b.ts, b.ts - a.ts, a.ipSrc, a.ipDst
4 FROM PATTERN [ EVERY
5 a = sniffer.header.parsed.flat( icmpType = \"echo request\" )
6 ->
7 b = sniffer.header.parsed.flat(
8 icmpType = \"echo reply\" AND
9 ipSrc = a.ipDst AND

10 ipDst = a.ipSrc AND
11 icmpEchoSeq = a.icmpEchoSeq)]

5.3 Communication Middleware, Event Routing,
Serialization, Compression, and
Encryption

For the communication middleware of the evaluation prototype, we chose the MoM
paradigm. As MoM implementation, we use Apache ActiveMQ [17, 270] JMS [117] imple-
mentation. By relying on an established off-the-shelf implementation, we can assure that the
offered functionality was already tested and proven in practice.

With the choice for using an established communication middleware, we also address further
important properties and requirements for NAaS. The aspects that can be addressed with
the choice of the communication middleware are scalable communication, communication
security, distributed communication, and communication reliability. Our prototype is explicitly
implemented such that the actual communication middleware implementation can be easily
exchanged.

In order to allow loose coupling and to support multiple recipients, the publish-subscribe pattern
via JMS topics is used. The publish-subscribe pattern enables message exchange between a
theoretically arbitrary number of senders and receivers [270, 117]. The logical instance via which
data is exchanged are topics. Entities sending messages, which are also referred to as “publish-
ers”, send or publish information to a topic. Entities that have to receive messages, which are also
referred to as “subscribers”, connect or subscribe to a topic. Conceptually, the number of pub-
lishers and subscribers is not limited while in real-world scenarios, e. g., performance constraints
limit the number of involved publishers and subscribers.

5.3.1 Pooling Events for Improving the
Throughput

Event objects are sent in messages. For increasing the throughput, multiple events may be
grouped in a single message. We call grouping of multiple events in a single message “pooling”.
Our results show that pooling helps to significantly increase the performance.

However, pooling of events increases the latency as events are not sent instantly but are delayed
due to pooling. When events are generated regularly the latency increase due to pooling can
be predicted and depends on the speed with which events are generated and the pool size. In
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situations in which events are generated irregularly, however, pooling of events may lead to
un-deterministic delays.

In order to avoid un-deterministic delays and to assure definable near real-time properties, we
propose the addition of a fall-back timer. In addition to the normal pooling mechanism that sends
pools of events when they are filled, a timer may also trigger the sending of messages. Once a
message is sent, independently if it the sending was triggered by the pool being full or by the timer,
the timer is reset and restarted. With this mechanism, user definable near real-time criteria can
be guaranteed by setting the interval of the timer accordingly.

5.3.2 Selective Event Routing

The routing of events in our prototype is done on a per event stream basis. For implementing
routing on a per event stream basis, each event stream is sent via a distinct topic. The topic name
matches the event stream name. For receiving events of a certain type or location, the correspond-
ing component subscribes to the topic. Subscribing to topics can be done dynamically at run
time. Thus, the event routing can be dynamically configured.

By routing data on a per event stream basis, communication overhead can be reduced as events
are only forwarded to those components that are subscribed for receiving data from a specific
event stream topic. Additionally, such selective information routing also enables more granular
access restrictions as access restrictions for the various event stream topics can be separately
configured.

Another possibility for implementing event routing would be on a per event basis, e. g., with
means of an ESB. Routing events on a per event basis could be used, e. g., to only forward events
for which the event properties match certain values. However, we consider research of ESBs to
be beyond the scope of this document and for the evaluation as discussed in this document, the
event routing as implemented in our prototype is sufficient.

During the implementation of the prototype, it showed that the glue code for attaching
components to the communication middleware is comparably simple and can be re-used for
all components. Consequently, it is easily possible to exchange the communication middle-
ware.

5.4 Serialization, Compression, and
Encryption

In addition to the default way for sending events, we also used various combinations of additional
methods for sending event data. We used different third-party frameworks as well as built-in func-
tionality for serializing, compressing, and encrypting the data.

Because of the importance of the throughput performance, for serialization and encryption, the
focus for selecting the corresponding implementations was the speed in terms of the achievable
throughput. For the encryption algorithm, however, we chose to focus on security instead of
throughput.

For serializing the data, we used the default serialization that is used by ActiveMQ when
sending data as well as the third-party Kryo [77] serialization library. We chose to use Kryo
because it showed to be one of the fastest serialization implementations [268]. As compression
implementations, we chose LZF [204] and Snappy [245] as both showed to be among the top of the
fastest implementations [205]. For the encryption of the data, we used the Advanced Encryption
Standard (AES) [199] with 256 bit key length (AES256).
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5.5 Consumer

The main aim of the consumer component is to test the functionality of our prototype and to
measure the throughput performance. Even though human factors and capabilities may also
play an important role during the consumption of event data, the focus of the work presented
in this document is on the technical aspects and feasibility. We consider research related to
human factors and usability aspects in event driven systems to be out of scope of the work
presented in this document.

For measuring the performance, a counter in the consumer was used for counting the received
events. The overall received number of events as well as the event rate measured in events per
second can be emitted in regular intervals, usually once per second, as well as in a summary
after the consumer was shut down. For automated measurements, we added the option for
running the consumer for a specified time after which the consumer will automatically shut
down.

5.6 Conclusion

In this chapter, we presented the prototype implementation of the event-driven approach that
we presented in chapter 4. The prototype serves as the basis for answering “RQ2: Does our
NAaS approach offer convergence of data sources and is it flexible with respect to functionality,
implementation, and operation? ” and “RQ3: What are the performance limits of our NAaS
approach and what is the most relevant performance bottleneck? ” in the following chapters 6
respectively 7.

In order to leverage established and tested solutions and to reduce the implementation overhead,
we purposely used established off-the-shelf solutions as far as possible. By relying on established
libraries and frameworks, we could also address further important properties and requirements.
We employ an established all-purpose CEP engine such that we can achieve convergence of
heterogeneous data sources with respect to data analysis and correlation. Additionally, we use
an established communication middleware such that our approach can implicitly leverage the
existing functionality such as scalability features and security mechanisms such that we address
the important requirements of scalability, security, distribution and reliability with respect to
the communication.

Furthermore, we implemented our prototype in a modular way such that individual components
like the CEP engine or communication middleware can be easily added or exchanged. This way,
we assure the flexibility of the overall system such as with respect to functionality as, e. g., new
data correlation implementations can be easily added or alternative communication middleware
approaches can be employed.

Thus, in addition to the aspects that we addressed during the design of the architecture of our ap-
proach presented in chapter 4, the design and implementation decisions presented in this chapter
also contribute to the overall capabilities of our approach. Based on the capabilities of the proto-
type, the overall combination of capabilities of our approach addresses the important properties
and requirements for NAaS that were identified in chapter 3. To the best of our knowledge, this
combination of important properties and requirements that are addressed by our event-driven
approach had not yet been addressed in this way before.
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6 Case Study for Evaluating our
Event-driven Network Analysis and
Surveillance Approach with respect to
Convergence of Data Source and
Flexibility

In chapter 3, we identified convergence of heterogeneous data sources and flexibility as important
aspects of NAaS. In this chapter, we evaluate these aspects based on experiences that were
obtained with our evaluation prototype. With the discussion in this chapter we answer “RQ2:
Does our NAaS approach offer convergence of data sources and is it flexible with respect to
functionality, implementation, and operation? ”.

We specifically chose event-driven principles for NAaS as the loose coupling of event-driven
approaches enables flexible systems with respect to functionality, implementation, and operation
and we specifically designed our event-driven architecture and implemented prototype in a
modular fashion such that components can be easily added or exchanged. Furthermore, we chose
to use a unified event format and an all-purpose CEP engine such that heterogeneous data from
heterogeneous data sources and at various abstraction levels can be processed and analyzed. In
order to evaluate whether our design decisions for the architecture and implementation lead to
the desired results of achieving convergence of heterogeneous data sources at various abstraction
levels and enabling flexible changes and extendability, we performed a case study, for which we
present the results in this chapter.

The discussion presented in this chapter is based on the experiences that we gained during
the design, implementation, and operation of the evaluation prototype presented in chap-
ter 5. While the results are not quantifiable and may be influenced by subjective per-
ception, we aim on presenting and discussing the results as objective and neutral as pos-
sible.

For the discussion presented in this chapter, it is important to point out that the evaluation
prototype was implemented in an iterative incremental way that roughly followed a spiral model
like software development process [36]. We started with a simple prototype that consisted only
of few components and then gradually added more and more functionality. In the following, we
describe the development process over the various iterations and discuss the lessons learned for
each development phase as well as their meaning for the practicability of distributed event-driven
NAaS based on our approach.

6.1 Impact of Functional and Architectural
Changes

In this section, the impact of functional and architectural changes and how such changes affect
the flexibility of a NAaSS is analyzed. According to our results, the ability to effortlessly add
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new functionality or to change architectural aspects is one important aspect for developing
flexible systems.

For this analysis, we reflect on the experiences that we gained during the development of the
evaluation prototype. The evaluation prototype was developed in several phases following
roughly a spiral software development process model. In the first development phase, the
prototype consisted of comparably few components. With each development phase, new
components and functionality were added. The intention of presenting the development
process and the individual phases in detail is to analyze the suitability of CEP and EDA for
developing flexible systems and for addressing the requirements and important properties of
NAaSs.

In this section, an overview over each phase and the respective major functional and architectural
changes is given. In the following, the various development phases are introduced in chronological
order.

6.1.1 Basic Event-driven Network Analysis and Surveillance
System

This was the initial phase of the development of the evaluation prototype. The aim of this first
phase was to implement a basic yet fully functional NAaSS. The system prototype that was
implemented for this phase already consists of the most important components in an EDA and
CEP system and serves as a basic and general proof-of-concept.

Components that were implemented and integrated in this phase are a packet capturing sensor
as event producer, the communication middleware, the CEP engine, and a test consumer. In
order to limit the number of components, the event transformation was integrated into the
packet capturing sensor.

In Figure 6.1, an overview over the phase 1 architecture is shown. Please note that we also
depict the feedback loop of complex events inside the CEP engine. With the Esper CEP
engine, as used in the evaluation prototype, complex events derived via event patterns can be
automatically fed back in a new event stream. This is indicated in the figure by the loop at the
CEP engine node.

Figure 6.1: Overview of the Basic Event-driven Evaluation Prototype Architecture
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6.1.2 Improving the Processing Performance by Separating and
Relocating Data Processing Functionality

In the architecture presented in the preceding subsection, the acquisition of raw events and
the transformation of the raw events is done by a single component that has to be run on the
sensor nodes. However, we observed that the event transformation requires significant CPU
resources.

A technique for improving the throughput in distributed processing architectures is to distribute
the processing of the data across multiple nodes for increasing the processing resources [256,
252, 251]. Thus, for improving the throughput while still maintaining the same functionality,
we separated the raw data acquisition and event transformation functionality into two separate
components such that the acquisition and transformation of the raw events can be distributed
among multiple nodes.

The prototype was extended such that the event transformation can be separated from the
sensor. From a more general point of the case study, this change also provides the oppor-
tunity to analyze the implications of changing existing components and adding new compo-
nents.

Separating the event transformation from the sensor requires changing the existing sensor such
that it is capable to emit raw data events. Furthermore, it requires the addition of an according
event transformer component for transforming events.

In Figure 6.2, an overview over the prototype architecture at the end of phase 2 is shown.
The event transformation component receives raw data events and emits raw transformed
events.

Figure 6.2: Overview of the Evaluation Prototype Architecture in Phase 2

As we chose to use homogeneous event streams, the raw data events and the raw trans-
formed events were sent via separate event streams. Because of this separation in dis-
tinct event streams, the routing of the different event types could be effortlessly imple-
mented.

Except for the sensor and event transformation component, no changes to other components
were required. The communication infrastructure itself was left unchanged as the creation of
topics is done by the components that connect to the topics, in this case the sensor and the
event transformer. The CEP engine component could also be left unchanged as the topic name
for the raw transformed events was not changed.
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6.1.3 Integrating Events from Heterogeneous Data
Sources

One important capability of modern NAaS is the convergence of various heterogeneous data
sources. However, differences between sensors and their corresponding event data, such
as the type of the emitted events, the raw data event representation, or the speed with
which events are emitted, may pose challenges when integrating various heterogeneous sen-
sors.

The aim of this phase was to analyze the impact of integrating heterogeneous data sources. For
analyzing the impact of integrating heterogeneous data sources, we added a new type of sensor
to the existing NAaSS.

In Figure 6.3, an overview over the evaluation prototype architecture at the end of phase 3 is
shown. We added connection tracking as new sensor respectively event producer.

Figure 6.3: Overview of the Evaluation Prototype Architecture for Integrating Heterogeneous
Data Sources

For adding the new sensor, the sensor itself had to be implemented and the CEP engine had to
be changed in such that it could also meaningfully process the newly added events. The changes
in the CEP engine component consisted of changes in the configuration for connecting to the
communication middleware such that the CEP engine could receive events from the new event
stream. Secondly, the event patterns were added to the CEP engine component for correlating
the new events. All other components could be left unchanged.

6.1.4 Persistent Storage of and Random Access to Selected
Data

Up to now, the presented system architecture is solely capable to process event data on-the-fly.
While CEP engines and event-stream processing techniques provide means for correlating events
over time and thus are generally capable to store information about past events, CEP engines
and event-stream processing do not target persistently storing data in a way that the data can
be randomly retrieved at anytime in the future.

In order to avoid in-depth discussions of the internals of CEP or stream-processing which vary
depending on the employed methods and implementations, as simplified abstraction, we call
the memory in which information about past events is stored in a CEP engine or event-stream

70



6 Case Study for Evaluating our Event-driven NAaS Approach

processing component the “internal state”. The internal state is usually limited at runtime,
e. g., due to memory constraints and, unless special means for persisting the state are taken, is
lost when the CEP engine or event-stream processing component are restarted. Furthermore,
the internal state is typically only used for the event processing and correlation and cannot be
randomly queried in order to selectively access information.

However, certain data, like information about the network topology, is required in a form that
can be randomly accessed anytime such that just relying on the internal state is not sufficient.
In order to allow random access to data at anytime, in this phase, we extend our system
architecture with a classical database as persistent storage which is attached to the CEP engine.
We use the term “persistent storage” to describe that information is stored persistently such
that it is not lost, e. g., due to restarts of the CEP engine or other limitations of the CEP
system. The storage is intended to be independent of the CEP engine such that it can be
queried by external applications.

It is typically not feasible to persistently store all event data. Limiting factors are, e. g., the
speed with which data can be stored or the available storage capacity. Thus, only selected
data can be stored. Which data is selected for being persistently stored depends on the use
case.

As example use case, we use a simplified method for using CEP for topology discovery. In
the field of computer networks, topology discovery (See also 2.2.3.) is typically considered
as an important task because topology information is the basis for other important activities
like security analysis, performance analysis, or the optimization of computer networks. In our
simple example, we use event patterns for discovering new hosts based on the observed network
traffic and store the information about new hosts.

In Figure 6.4, an overview of the prototype architecture at the end of this development phase is
shown. A database is used for storing information about detected hosts. The information about
detected hosts is stored in the database by the CEP engine component. On the other hand, the
information about detected hosts in the database is used by the CEP engine component for
detecting new hosts and emitting “host detected” events.

Figure 6.4: Overview of the Evaluation Prototype Architecture with Persistent Storage

For demonstrating the integration of the database with the CEP engine via an event statement,
we use a pattern for detecting new hosts that emits cep.sniffer.host.detected events. The
corresponding event pattern for deriving cep.sniffer.host.detected events is shown in
Listing 6.1. The general idea of this event pattern is that only events are emitted for hosts that
had not been seen before.
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In order to avoid that events are emitted for hosts that had already been detected, a database
query for getting a list of already discovered hosts from the database is used in the event
pattern. For querying the database, a method of a helper class, packageName.HelperClass.
getHostsByIp, is used that performs the actual database query. Based on the query result, the
host detected event is only emitted when no matching host was returned by the query, i. e., the
list of hostsSeenBefore has a size of zero.

Listing 6.1: Simplified Example of an Event Pattern for Detecting New Hosts as Example for
Topology Discovery with CEP

1 INSERT INTO cep.sniffer.host.detected
2 (timestamp, networkLayerAddress, dataLinkLayerAddress)
3 SELECT
4 packet.PcapHeader.timestampInNanos, packet.NetworkLayer.source, packet.DataLinkLayer.source
5 FROM
6 sniffer.header.parsed as packet,
7 method:packageName.HelperClass.getHostsByIp(packet.NetworkLayer.source) as hostsSeenBefore
8 WHERE
9 hostsSeenBefore.size() = 0

For storing hosts in the database, an event listener is used that listens for cep.sniffer.host.
detected events and that for each event stores the corresponding data in the database. For
the sake of brevity and because this logic essentially only involves common database operations,
we do not discuss it in more detail.

For integrating the database with the CEP engine component only the new event pattern, the
adapter code for accessing the database via the event pattern, and the libraries for accessing
the database had to be added to the CEP engine component. All other components of the
evaluation prototype as well as the already existing event patterns and sub-components of the
CEP engine could be left unchanged.

Additionally, we added an example of an external application that accesses the data stored in the
database. As example for an external application that uses the information stored in the database,
we use a GUI for displaying the stored topology information. 1

6.1.5 User Interface for Displaying Event Data in Near
Real-time

In the system architecture resulting from the previous phases, end users can only interact with the
system via the topology viewer GUI that operates on the persistently stored data, which is stored
in the database. However, it is also required that users can get in-time information about the
event-based data in the system. Consequently, a GUI for displaying event data in near real-time
is added in the development phase discussed in this subsection.

Based on our experience from the preceding development phases, the system showed to be
flexible when adding new events in the way that only the few components that were directly
affected by a change had to be adjusted and the majority of components could remain unchanged.
As a result of this flexibility, new raw and complex event types can be easily added. In order to
retain this flexibility in the overall system, the GUI has to be capable to be easily adjusted when
new event types are added. Furthermore, depending on the use case, the representation for
displaying event data may vary and thus has to be easily adjustable as well in order to allow fast

1The GUI application was developed in scope of the research project “Datenschutzkonforme Netzwerksicherheit
(DaNe)”. The main contributor to the relevant parts of the GUI application as used in this example was
the author of this document. Additionally, several student assistants that were supervised by the author
contributed to these relevant parts as well.
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adaptations to user demands. Additionally, the GUI was intended to be platform independent
such that it can be used on various operating systems.

In Figure 6.5, the evaluation prototype architecture as resulting from the fifth phase is shown.
The event GUI was developed by Mr. Ashutosh Shirole who implemented the event GUI as part
of his employment as student assistant while participating in a Master’s course at the Frankfurt
University of Applied Sciences. The event GUI as implemented by Mr. Ashutosh Shirole also
allows a user to interact with the CEP system as will be mentioned in the discussion of the
sixths phase. 2

Figure 6.5: Overview of the Evaluation Prototype Architecture with Event Display User
Interface

The event GUI was implemented as web browser application and consist of a server side
that works as adapter between the communication infrastructure and the client side that
is run in the web browser. The presentation of event data can be flexibly configured via
templates such that new events can be easily added and the way how event data is depicted
can be adjusted effortlessly. In order to add the event GUI, no other components had to be
changed.

6.1.6 Inclusion of Reactive Components and Incorporation of User
Feedback

Data acquisition and analysis provide the information that forms the basis for maintain-
ing properly operating computer networks. However, critical incidents usually have to be
responded to swiftly and efficiently in order to avoid such incidents causing critical conse-
quences.

The architecture presented in the preceding phases, so far, only contains data acquisition, analy-
sis, and visualization components. While the focus of the work presented in this document is on
data acquisition and analysis, we also analyzed the potential for integrating reactive components
into an event-driven NAaSS using the example of our prototype architecture. The intention of

2During his employment as student assistant Mr. Ashutosh Shirol was supervised by the author of this
document. The author of this document thanks Mr. Ashutosh Shirole very much for his very good work and
for the great collaboration and wishes him all the best for his future career.
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the work presented in this subsection is to provide a general proof-of-concept as outlook for the
ability to integrate reactive components in event-driven NAaS.

For the integration of reactive components and functionality the use case of an Intrusion
Response System (IRS) was used as example. The IRS prototype was developed by Mr. Rodion
Iafarov who implemented the IRS prototype as part of his Master’s thesis at the Frankfurt
University of Applied Sciences.3

The general intent of IRS is to accelerate the speed with which reactions on critical situations
like attacks can be implemented by automating the reaction selection and deployment process.
However, fully automated systems are sometimes perceived skeptically by the responsible
personnel like network administrators. Thus, the discussed IRS prototype also enables a
semi-automated operation mode in which the IRS computes a set of optimized reactions and
leaves the final decision to the user. With the semi-automated approach, benefits of an IRS like
computing optimized reactions can be leveraged while still avoiding fully automated deployment
and allowing manual user intervention.

In Figure 6.6, an overview over the architecture of the evaluation prototype resulting from
the sixths phase is shown. The IRS prototype developed by Mr. Rodion Iafarov consists
of an event producer, event processing logic, and an event consumer. As the focus of the
work by Mr. Rodion Iafarov was on the reaction determination algorithmic in an IRS, for
the IRS prototype, simulators were used for creating attacks as well as for evaluating the
consequences of attacks and reactions. The “Attack Simulation Generator” is the event producer
that was used for inserting events about attacks into the overall NAaSS in a controlled way.
The event processing logic, called “Reaction Selection”, computes a set of suggested responses
based on the attacks that exist in the system. The event consumer is called “Network Security
Simulator” and is a GUI application that roughly simulates a computer network that is
affected by different attacks. Furthermore, the event GUI was adapted in order to display
the IRS related events and configured such that user feedback could be send back into the
NAaSS.

Figure 6.6: Overview of the Evaluation Prototype Architecture with Reactive Components

While in this example no logic was implemented in the CEP engine, both attack and reaction
events are suited for also being processed by the CEP engine. Possible application scenarios

3During his employment Mr. Rodion Iafarov was supervised by the author of this document. The author of
this document thanks Mr. Rodion Iafarov very much for his very good work and for the great collaboration
and wishes him all the best for his future career.
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of the CEP engine in this context could be to implement the reaction selection logic or to
pre- and post-process attack respectively reaction events before they are consumed by other
components.

In order to display attack and reaction events in the event GUI and to allow user feedback, accord-
ing templates for the event GUI had to be created. Except for this change in the event GUI, no
further changes had to be done to the remaining components for integrating the reaction determi-
nation components, event producer, logic, and event consumer.

6.2 Impact of Non-functional and Non-architectural
Changes

In this section the impact of non-functional and non-architectural changes and how such changes
affect the flexibility of a NAaSS is analyzed. While our results show that some aspects can be
changed without requiring significant re-work of existing components, other changes may break
present functionality and require substantial re-work of existing work.

In the following, we first discuss changes of the event representation. Afterwards, we discuss
non-architectural changes to the communication middleware.

6.2.1 Impact of Changes of the Event
Representation

In this subsection, implications and impacts of changing event representations are presented and
discussed. During the progress and work on the evaluation prototype and the corresponding
experiments, various event representations were used. Gradually, the event representations were
optimized and evolved into the current versions as presented in this document. Aside from
the optimization aspect of the event representation, the experiences gained from adapting and
evolving the event representation also allowed us to study the impact of changes of the event
representation.

Changes of the event representation can be distinguished in

• structural changes

• and changes to the event data format.

Structural Changes Structural changes can be, e. g., changes of event stream names, changes
of event attribute names, or more complex changes like using different ways for nesting the
data in an event object. Clearly, changing the name of an event stream impacts all producers
and consumers that participate in processing events from an event stream as the event stream
name is used for addressing the event stream in the system.

Name changes of event attributes may also impact the functionality of the system. The reason
for this is that, in our prototype, typically event attribute names are used for referring to
the individual event attributes in an event. Thus, when an attribute name is changed, all
consumers and event patterns that use this attribute have to be adapted accordingly to reflect
the change.

More complex changes to events, like changes in the nesting of attributes also impact the
corresponding event consumers and event patterns that make use of the affected event attributes.
However, while the adaptation to changes of names of events or event attributes may, in the
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best case, be resolved easily via textual replacement, more complex structural changes may
require human interaction.

Furthermore, the complexity of implementing structural changes depends on the used event
format. When, e. .g, Java maps are used, only the event patterns and the consumer that use
the events respectively event attributes that were changed have to be adapted. However, when
the bean-based format is used, additionally the changed classes have to be re-deployed in all
affected components as well. Generally, from our experience, changes can be easier implemented
when generic data structures, like Java maps, are used as compared to when custom data types,
such as custom beans and their according classes, are used.

Data Format Changes From a data format perspective, we found that the impact of changes
in the data format depends on the migration direction. The Esper CEP engine that we used
during the experiments with our evaluation prototype supports various event formats. As
examples, we used Java maps and Java beans as event formats.

When changing the event format, Esper event patterns do not need to be changed as long
as certain naming conventions are taken into account. Thus, when the event attributes are
named according to respective naming conventions for all involved formats event patterns can
be re-used as-is.

However, additional effort may need to be done depending on the concrete situation. When
exchanging a bean-based representation with the Java map equivalent no additional effort for
adapting to the change is needed. However, in the opposite direction, when moving from a Java
map representation to a bean-based representation, the corresponding class of the bean has to
be deployed on all affected components.

Thus, even though an EDA helps to decouple the individual components, beans can be said to
still have coupling effects on a compilation unit level as classes have to re-deployed whenever a
change is done. Java maps, on the other hand do not show a coupling on the compilation unit
level. However, both approaches, beans and maps, still result in a coupling on the naming and
structural level.

Examples of approaches for further reducing the coupling are [158] and [64]. In [158], Kurz et
al., e. g., use sensor abstractions and sensor self-descriptions about the semantics of a sensor
respectively its data such that it is possible to dynamically reconfigure the data correlation
step as well as dynamically adapt to changes in the sensor infrastructure. In [64], de Leng
and Heinz present an approach for automatically inferring patterns for detecting high-level
situations from low-level event streams via semantic matching. Both examples show that
further decoupling on a semantic level is possible. However, as our focus is on the applica-
bility and on event-driven data processing we do not cover these aspects in detail and use
these examples as an outlook on potential future directions of the work presented in this
document.

6.2.2 Impact of Changes in the Communication
Middleware

Another way for introducing changes are changes in the communication middleware. In
this section, we discuss non-architectural and non-functional changes to the communication
middleware. Examples of such changes are to replace one MoM implementation with another
MoM implementation that offers equivalent functionality or to replace one MoM protocol with
another one.
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To a certain degree also changing the communication middleware paradigm may also be possible
without changing architectural and functional aspects. Replacing the communication via MoM
with an ESB, e. g., could be considered to not change the architecture and functionality of a
system as long as the general functionality of the MoM, like allowing n-to-m communication
and routing of events on an event stream basis, is still provided by the ESB. In this case, it can
be said that the ESB provides equivalent functionality to a MoM but extends the functionality,
e. g., with per-event routing based on event properties.

An exchange of communication paradigms, however, is only possible when the feature set that
is used by the overall system is the same for both paradigms. Changing a system that leverages
an ESB to do per-event routing based on event properties to MoM, e. g., is not possible when
the MoM does not support the corresponding per-event routing functionality. In a sense, it is
possible to extent the feature set but not to limit it.

During our experiments, we focused on MoM as we consider ESBs to be out of scope of the
work presented in this document. However, we used two alternative MoM implementations
each with a different protocol in order study the effects of changing the communication
middleware as well as the protocol. The MoM implementations we used were Apache ActiveMQ
[17] and Apache ActiveMQ Apollo [15] with the OpenWire [14] respectively Stomp [275]
protocol.

Our experiences during the design, implementation, and experiments indicate that changing the
communication middleware implementation as well as the protocol with a functional equivalent
implementation is easily possible. For attaching components to the communication middleware,
for both receiving and sending data, only comparably small amounts of glue code were needed.
This glue code creates a thin layer between the actual business logic of the components and
the functionality of the communication middleware such that this thin layer can be easily
replaced.

6.3 Conclusion

In this chapter, we presented a case study based on the experiences that we gained during
the implementation, operation, and extension of our evaluation prototype. The main as-
pects that we addressed in the case study are convergence of heterogeneous data sources and
flexibility with respect to functionality, implementation, and operation of our event-driven
NAaS approach and in doing so we answered “RQ2: Does our NAaS approach offer con-
vergence of data sources and is it flexible with respect to functionality, implementation, and
operation? ”.

For assessing the convergence of heterogeneous data sources, we added various data sources
at different abstraction levels. As examples for low-level data sources, we used packet cap-
turing and connection tracking. Additionally, we added a scenario for processing simulated
events in the context of an IRS, which we use as example for processing higher-level infor-
mation. According to our experiences, the integration of arbitrary data sources and the
processing and analysis of the corresponding heterogeneous event data is possible with our
approach. Hence, we conclude that our approach allows the convergence of heterogeneous data
sources.

For assessing the flexibility of our approach, we performed various changes to the prototype.
We used an iterative approach during which we extended and changed various aspects of the
prototype implementation step-by-step. Examples of changes that we performed are separation
and re-location of data processing components, addition of new data sources, addition of new
functionality such as persistence via a data base, user interfaces, or reactive components, or
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the exchange of the communication middleware implementation along with the corresponding
wire format protocol. Our results show that all changes could be performed effortlessly and
thus we conclude that our approach fulfills the required flexibility as motivated in chapter
3.

Overall, our experiences show that our approach enables the convergence of heterogeneous
data sources and that it can be flexibly adjusted. In addition to the other important aspects
that were addressed in chapters 4 and 5 our event-driven NAaS approach offers a combination
of capabilities that, to the best of our knowledge, has not yet been presented before in this
way.
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Distributed event-driven NAaS can only be applied meaningfully if the corresponding NAaSS
is capable to process events at the speed with which the events occur. When the system is
not fast enough, events may be dropped which may lead to incomplete data which in turn
may impact the quality of the analysis results and may render the entire analysis useless
or even misleading. Thus, in light of the high speed of computer networks, we consider
the throughput performance as most important factor for the practicability of distributed
event-driven NAaS.

Depending on the situation, the operation of systems for acquiring and analyzing network
data may require different amounts of resources. In 2000, Navarro et al., e. g., presented a
system for storing netflows in a database [201]. Navarro et al. used a Silicon Graphics (SGI)
computer which they classified as a supercomputer: “. . . a 96-processor SGI Origin 2000 . . . with
approximately 2 terabytes of Fibre Channel disk” [201]. Assuming the maximum number of 16
CPUs for a single Origin 2000 rack [118], the data processing and computing component alone,
without taking the Fibre Channel data storage into account, of the setup used by Navarro et al.
consisted of 6 full 19-inch racks. Navarro et al. also stated that using such a comparably large
powerful and expensive system for NAaS is usually not possible. We use the work by Navarro
et al. as introductory demonstrative example to introduce the general topic of performance
aspects in NAaS.

For analyzing performance aspects of distributed event-driven NAaS, we performed an empirical
performance analysis using the evaluation prototype presented in chapter 5. In this chapter,
the approaches that were used for the empirical performance analysis as well as the results
are presented and discussed. With our performance evaluation we aim on identifying the
performance limits and the most important bottleneck and thus we answer “RQ3: What are the
performance limits of our NAaS approach and what is the most relevant performance bottleneck?
in this chapter.

Our proposed architecture for distributed event-driven NAaS presented in chapter 4 consists of
five types of components. Recapitulating, these types of components are

• sensors,

• event transformers,

• CEP engines,

• communication middleware,

• and consumers.

For each component type concrete instances may rely on and use various resources and the
actual share of resources that are used by a component instance may vary as well. Furthermore,
concrete systems building up on our architecture can be composed of multiple instances of
each component type. Consequently, the overall performance of a distributed event-driven
NAaSS is a result of the interplay of the involved components with their individual performance
characteristics and the emerging performance characteristics resulting from the joint operation
of multiple components.
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Providing a complete performance analysis for all possible system configurations and application
scenarios is not possible as the overall performance depends on the actual composition of a
concrete system as well as the characteristics of the input data. Thus, the aim of our performance
analysis is to obtain an insight into the performance characteristics and to provide the basis for
estimating the performance in concrete application scenarios.

In the remainder of this chapter, at first the approach we used for evaluating the performance,
including the measurement setup, event generation, measurement approach, and metrics are
introduced. Then, the performance measurement experiments as well as the results are presented
starting from single individual components to increasingly complexer systems that are composed
of an increasing number of components. Ultimately, a “complete” system composed of a sensor,
event transformation, communication middleware, CEP engine, and a test consumer will be
considered.

7.1 Performance Evaluation Approach

In this section, we introduce the general approach we used for the performance evaluation.
While certain details of the evaluation and measurement procedure may vary depending on the
components that were analyzed, the general evaluation approach was by and large the same for
all scenarios.

At first, the overall evaluation setup is introduced. Afterwards, the general measurement
approach and employed metrics for judging the performance are introduced. Finally, the
method for generating raw input events is outlined.

7.1.1 Evaluation Setup

Our aim for the performance analysis is to obtain detailed insight into individual performance
characteristics of single component types as well as into the increasingly emerging performance
characteristics when more and more components are operated jointly. Thus, we analyzed the
performance of selected individual component types and of increasingly larger systems that
were composed of an increasing number of component types. The following components were
explicitly considered:

• sensor,

• event transformation,

• communication middleware,

• and CEP engine.

The work presented in this document focuses on the data acquisition and event-processing
internals of distributed event-drive NAaS. Typical event consumer functionality such as
deployment of reactions or displaying events in a GUI is considered to be out of scope of the
presented research. Thus, we did not explicitly analyze the performance of meaningful event
consumer implementations. However, even though we did not explicitly test a concrete event
consumer, the event consumption was implicitly benchmarked during some benchmarks that
considered the “full end-to-end” event processing process.

In Figure 7.1, an overview of the overall evaluation setup is shown. Depending on the aim
of the concrete benchmark scenario, smaller setups were used. In the discussion for the
individual benchmark scenarios, the concrete setups will be shown again based on the depiction
of the general evaluation setup as shown in Figure 7.1 with the measured components and
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connections highlighted using coloring and the remaining components and connections grayed
out.

Figure 7.1: Overall Evaluation Setup Overview

In order to allow a detailed analysis of the effects of individual component types, we purposely
limited the number of instances that were measured for each component type to at most
one and limited the NAaSS system to two nodes, one as sensor and for processing the data.
Furthermore, in order to avoid measuring side-effects, we separated the network in which the
test traffic was generated and that is shown as application domain from the network that was
used for interconnecting the nodes of the test NAaSS setup. While usually the monitored
network can be expected to be the network that is used for interconnecting the components
of a distributed NAaSS, using separated networks allows a clearer identification and analysis
of performance characteristics related to the network throughput and the network utilization
and avoids measuring side effects that can be caused, e. g., by the NAaSS measuring its own
traffic.

Hosts A and B that were used for the traffic generation in the monitored network that also
corresponds to the application domain were configured with an Intel R© Core

TM
i5-3330 CPU

with 3.0 GHz and 4 GB Random Access Memory (RAM). The nodes of the NAaSS, sensor node
and processing node, were configured with an Intel R© Core

TM
i7-3770 CPU with 3.4 GHz and 8

GB RAM. Hosts A and B were configured with Gigabit Ethernet NICs and were connected via
a Gigabit Ethernet switch that was configured such that the traffic of the port to which host A
was connected was mirrored to the switch port at which the sensor node was connected. The
sensor and processing node of the NAaSS were also connected via a Gigabit Ethernet network
with the corresponding NICs and switch.

The various, sometimes optional, ways for forwarding events between the different components
of the NAaSS are indicated with arrows. Optional ways for forwarding events are indicated
with dashed arrows. E. g., forwarding of events from the sensor node to the processing node
was measured with sending raw transformed events over the communication middleware in
which case the event transformation was done on the sensor node and, alternatively, it was
measured with sending raw data events in which case the event transformation was done on the
processing node.
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7.1.2 Performance Metrics

As already outlined in the introduction to this chapter, it is crucial that an event-based
system can process events with the speed at which events occur. Otherwise potential im-
portant information will be lost due to events being dropped because of performance limita-
tions.

We measure the speed with which events are processed as the throughput of the number of
events that are processed over time. We express the event throughput as the number of events
per second (eps) that are processed. Analogously, we measure the input event rate of
events that are fed into an event-driven system or the rate with which events are dropped in
eps. For raw events we also use the data source specific naming convention for defining the
throughput respectively the input event rate, e. g., for packet capturing, we use the number of
packets per second (pps).

Typically, event drops due to performance constraints occur unseen. Consequently, for deter-
mining the occurrence and impact of event drops, we use the inverse approach and determine
how many events were successfully processed. We measure the ratio of events that could be
successfully processed as the “success ratio”. We define the successRatio as the quotient of
the number of successfully processed events nEventsSuccess over the number of input events
nEventsInput

successRatio =
nEventsSuccess

nEventsInput
. (7.1)

Depending on the benchmark scenario, the places where the event counts are determined
may vary. Consequently, where necessary, we introduce the measured metrics and how
these metrics were determined in more detail in the discussion of some benchmarking sce-
narios.

For assessing the sensor performance, we use the “capture ratio” as metric, which is similar
to the success ratio. The captureRatio is the quotient of the number of capture packets
nPacketsCaptured over the number of total packets nPacketsArrived that arrived at the
capturing interface

captureRatio =
nPacketsCaptured

nPacketsArrived
. (7.2)

By and large, we observed that in overload situations the rate with which events are dropped
gradually increases with increasing input event rate once the throughput limit of an event-
driven system is exceeded. A simplified explanation approach for this observation is that an
event-driven system can process events with up to a certain maximum throughput which cannot
be exceeded and which as another simplification is assumed as constant. Thus, based on these
simplifications, once the throughput limit is exceeded, the maximum throughput with which
events can be processed remains constant such that with increasing input event rate the rate of
events that are dropped increases as well.

However, we observed that our measurements are also influenced by other effects such as errors
while processing events, multi-threading artifacts, artifacts due to data exchange between remote
nodes, garbage collection, initialization overhead, or emerging effects of operating multiple
components jointly. While we designed the measurement procedure in order to limit the impact
of these effects, these effects could not be completely avoided. As a consequence, the success
ratio may already be lower than 100% even when the performance limit was not reached. Hence,
it is not possible to simply determine the maximum throughput as the highest throughput for
which the success ratio is 100%.

Still, as long as the performance limit is not reached, the difference of the success ratio to
100% that we observed was typically below 1% while once the performance limit is reached a
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clearly noticeable and typically continuing decrease of the success ratio could be observed. Thus,
we determined the maximum throughput as the highest throughput before this characteristic
decrease of the success ratio occurred. For concrete application scenarios, the number of dropped
events that can be tolerated may vary and thus the actual threshold of what success ratio can
still be accepted may vary. In order to allow the detailed assessment of the impact of the success
ratio, we typically provide plots at the according level of detail.

Another metric for measuring the performance of an event-driven system is the duration from
the time of the occurrence of raw input events to the time when the desired complex events are
derived. This duration is also referred to as “latency” or “response time” and the requirement
for having low latency respectively short response times is also referred to as “near real-time”
requirement [11, 12, 29]. However, the definition of near real-time as well as the actual near
real-time requirements depend on the actual use case. We use the comparably loose definition
of near real-time of being “close enough to realtime[sic]”[24]. Thus, we consider the definition as
well as requirements of near real-time as application specific and do not cover latency in our
measurements. For the presented work it is sufficient that event-driven methods process events
“on-the-fly” as events occur.

Aside from metrics describing the throughput, other metrics allow an evaluation of the resources
that are required for performing certain operations. With respect to the event throughput, the
speed with which data is processed in a computer has a direct impact on the event throughput.
Thus, as one metric for characterizing the resource requirements of the evaluated approaches
we use the CPU usage.

The computers that we employed during our experiments had CPUs with multiple CPU cores.
For measuring the CPU utilization, we chose to use the normalized CPU usage in percent. By
normalizing the CPU usage, a fully loaded CPU for which all CPU cores, physical and virtual,
are fully loaded, corresponds to a CPU usage of 100%. Thus, for the interpretation of the
presented results, it is important to take the number of physical and logical CPU cores into
account. E. g., for a CPU with four physical and eight logical CPU cores, one fully loaded
CPU core roughly corresponds to an overall normalized CPU usage of 12.5%. Analogously,
two fully loaded CPU cores correspond to an overall normalized CPU usage of about 25% and
four fully loaded CPU cores correspond to an overall normalized CPU usage of about 50%
etc.

A resource that affects the event throughput in a distributed system is the network that is
required for exchanging data between distributed nodes. Consequently, for analyzing the impact
on the available network resources, when appropriate, we also measured the network load that
was caused by our system. For measuring the network throughput, depending on the actual
scenario, we measured the load in terms of the volume of data that was transferred over time
in bits per second (bps) and additionally, where applicable, also as the rate with which packets
were sent, which is measured in pps.

Another metric that describes the resource requirements of the discussed approaches and
systems is the memory utilization. However, the focus of the work presented in this document
with respect to performance aspects is on the event throughput. Thus, we do not consider the
memory utilization of the presented approaches. For the presented work, it is sufficient that
enough memory was available for performing the tested operations and experiments in memory
without swapping. Still, depending on the circumstances, e. g., in scenarios in which the available
memory is a limited resources, such as in embedded deployments, memory aspects may play an
important factor and thus may be relevant for future research.
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7.1.3 Measurement Approach and Result Presentation and
Interpretation

The measurements can be affected by various effects such as errors while processing events, multi-
threading artifacts, artifacts due to data exchange between remote nodes, garbage collection,
initialization overhead, or emerging effects of operating multiple components jointly. As these
effects may impact the expressiveness of the results and thus may impact the corresponding
conclusions drawn from these results it is important that these effects are taken into account
when designing the measurements in order to avoid erroneous or misleading results. Additionally,
in order to avoid drawing false conclusions even when the measurement results are impacted
by the aforementioned effects it is important to be aware of the impact of these effects when
presenting and interpreting the results.

We specifically took care to assure the expressiveness and validity of our measurements and
results by taking measures for limiting the impact of these effects during the measurements,
by choosing forms for the presentation that allow the assessment of the impact of effects that
could not be mitigated, and by taking these effects into account for the interpretation of the
results. In this subsection, we outline how we designed our measurements for limiting the
impact of these effects on the corresponding results. Furthermore, we explain the most relevant
remaining effects that can still be observed in the measurement results and motivate why these
remaining effects do not have substantial impact with respect to the interpretation of the
results.

Measurement Approach

Our general measurement approach was to perform various experiments for each benchmark
scenario. For the various experiments, we varied selected “controlled variables” and mea-
sured the corresponding metrics. Controlled variables are parameters that can be controlled,
e. g., by influencing the generation of input events or by adjusting settings of the event
processing system. Unless otherwise noted, the controlled variables were only changed be-
tween different experiments and were left constant during the execution of a single experi-
ment.

The individual experiments including all measurements were performed in scope of what we call
“measurement run”. In order to assess effects due to the start or shutdown of components,
besides the actual experiment phase, where applicable, a measurement run includes a pre-
and a post-phase before and after running the actual experiment. Including the pre-phase,
e. g., allowed us to analyze effects caused by initialization overhead such as class loading or
Just-in-time compilation (JIT).

Furthermore, in order to limit effects such as of initialization overhead, the experiment phase
of each measurement run was run for at least 40 seconds. The actual duration depends on
the circumstances that we observed during our experiments, e. g., with respect to the relative
standard deviation of the results or the duration for which initialization artefacts could be
observed. We chose the actual duration of the experiment phase based on the characteristics of
the concrete benchmark scenarios such that effects like initialization overhead were limited in
order to acquire meaningful results.

In order to allow a detailed analysis including the assessment of effects that potentially impact
the measurements, we recorded detailed performance data over the entire duration of each
measurement run. We measured the various metrics, where applicable, in second intervals over
the entire duration of a measurement run. A single result of these measurements that are done
within one second intervals is referred to as “individual measurement result”. According to
our experiences during the measurements and experiments, measuring in intervals of one second
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is sufficient for gaining detailed insight into the processes and characteristics of the analyzed
components and systems.

Additionally, when required, we performed further experiments and used the VisualVM profiling
tool [143] for a more detailed analysis of the behavior of selected components. Please note that,
as profiling may impact the operation and performance of the analyzed software, we did not
perform profiling during the measurement runs for acquiring the performance data we present
in this chapter.

Result Presentation and Interpretation

For the presentation of the measurement results, two conflicting aspects, detail and conciseness,
have to be weighted up against each other. Fully presenting the acquired data allows detailed
analysis and insights. Presenting the data of all experiments in full detail, however, would be long-
winded and verbose, hinder the perception of overarching phenomena, and would unnecessarily
lengthen the discussion of the results presented in this document.

We chose to strike a balance between detail and conciseness. When a detailed view on the results
helps for understanding the observed processes and characteristics, we include a presentation
and interpretation of results with detailed depictions and discussions using a characteristic
example. For the majority of results, however, we present the results in a more aggregated and
summarized fashion.

For the aggregated presentation of the data, depending on the metric, we chose different methods
for summarizing the data. For event rates, we calculate the mean of the individual measurement
results that were obtained during the experiment excluding results that were affected by effects
during start or shutdown. This way, we assure that the presented results are not affected by
effects because of, e. g., initialization overhead.

In order to avoid errors due to measurement synchronization issues when operating multiple
components jointly and distributedly, for determining the success ratio, we counted the overall
numbers of events at the corresponding components such as sensor, CEP engine, or event
consumer for each component and measurement individually and then calculated the success
ratio based on these overall numbers. While this approach helps to avoid errors caused by
measurement synchronization issues, this approach has the drawback that artifacts of the
initialization may be observed. The number of successfully processed events, e. .g, may be
influenced by events drops in the start phase due to initialization overhead. Thus, the success
ratio may be affected by dropped packets in the start phase even though no packet drops occurred
during the remaining experiment. However, these effects do not impact the interpretation of the
results significantly as the point at which the performance limit is reached can still be clearly
identified. Consequently, for our measurements it was favorable to accept this type of error
instead of taking the risk to introduce more subtle and harder to mitigate errors as caused by
measurement synchronization issues.

In order to assure the comparability of results and to allow a clear assessment of effects of
changing controlled variables, such as the event generation rate or the employed data types, it
is important that the measurements are not affected by other variations. Thus, the remaining
adjustable parameters of the measurements, such as the duration of measurement runs or the
number of individual measurement results that were included in the calculations, were not
changed during the experiments for a single benchmark scenario. For different benchmark
scenarios, however, certain parameters of the measurements were adjusted in order to take
peculiarities of concrete benchmark scenarios into account.
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7.1.4 Raw Event Generation

For our performance analysis, we intended to consider a worst case scenario. We used packet
capturing as data source because it typically causes the largest volume and highest frequency
of generated raw events compared to other raw traffic data acquisition methods in computer
networks like netflows or connection tracking. With respect to processing the resulting raw data
from network traffic, packet capturing is typically considered most demanding with respect to
performance requirements and resource utilization.

By measuring a worst case scenario, we can locate the performance limits of our approach and
the evaluation prototype. The performance limits in this worst case scenario can be seen as
upper bound of the achievable performance.

When the worst case scenario of packet capturing works in a certain application scenario,
other types of data sources, such as connection tracking, netflows, or even IDSs etc., with less
demanding resource requirements with respect to event processing also work in this scenario.
Furthermore, the less demanding data sources can be expected to also be feasible in application
scenarios with higher throughputs, e. g., when the presented approach works with packet
capturing in scope of LANs, using a less resource demanding event source such as netflows may
enable the application in some ISP contexts. The practicability for other data sources can be
estimated based on our results and on estimations of performance relevant metrics like the
expected event rate or event size for a data source.

Depending on the benchmark scenario, we either generated network traffic via a tool or used
stored traces of captured packets that were fed into the measured components. For the majority
of benchmark scenarios, we used the generated network traffic. For the benchmark scenario in
which we measured the CEP engine as single component, we used stored packet traces in order
to allow the assessment of the behavior with respect to real world situations that have to be
detected in network traffic.

For the scenarios using generated network traffic, the raw events in the application domain
were produced by sending data from host “A” to host “B”. In order to assure the repeatability
of the measurements and the comparability of the acquired results, we used a packet generator
for generating network traffic in a controlled manner. With the packet generator, traffic could
be send with various packet sizes and at various packet rates.

For generating traffic at different packet rates, the size of the sent packets was changed
accordingly. As already introduced in section 2.2.3, for a network with a given throughput, the
maximum packet rate depends on the packet size. For Gigabit Ethernet, the achievable maximum
packet rates range from about 81.3 kpps for an Ethernet payload size of 1500 bytes to about
14.9 Mpps for an Ethernet payload size of 46 bytes [289, 146].

7.2 Sensor and Event Transformer on a Single
Node

Starting with simple systems, our evaluation approach is to analyze increasingly complexer
systems. From the perspective of the logical data flow in our system, the first component
involved in processing data is the sensor. Thus, we start our performance analysis with the
sensor.

The event transformation is closely related to the sensor. Consequently, in this section, the
performance of the sensor and the event transformation on a single node are discussed. We
focus on the single-node scenario as the multi-node scenarios involve additional components
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such as the communication infrastructure. In Figure 7.2, an overview of the measurement setup
is shown.

Figure 7.2: Stand-alone Sensor and Event Transformation Benchmark Setup

In order to avoid involving additional components such as the communication infrastructure,
the connection between the sensor and the event transformation component was implemented
directly in code by calling the event transformation functionality from the sensor code. Details
about the sensor implementation and the packet processing pipeline were discussed in section
5.1.1.

We measured the sensor and event transformation with various event formats:

• raw data,

• PcapPacket instances,

• packets converted to the bean format,

• and packets converted to map format.

For the raw data measurements, we used snap lengths of 1500 bytes and 96 bytes. The latter is
indicated as “SL 96”.

In scope of packet capturing, the snap length, which is also referred to as “capture length”,
defines the maximum number of bytes that are to be captured for each packet. Thus, for each
packet at most the number of bytes as defined by the snap length are captured. For packets
that consist of less bytes than the snap length, the number of bytes that are captured equals
the number of bytes of which the packet consists.

PcapPacket instances are objects of the PcapPacket class as provided by jNetPcap. Using
PcapPacket instances results in dependencies to jNetPcap and requires native functionality
invoked via JNI and thus does not satisfy our requirement that events have to be universally
usable in Java-based components. Consequently, the PcapPacket instance format was not used
in our NAaSS evaluation prototype. However, while we did not use PcapPacket instances,
we depict the results obtained with PcapPacket instances for reference. The events in bean
and map format are based on PcapPacket instances that were further transformed into the
respective format.
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7.2.1 Reference Measurements

The performance characteristics of the test setup may impact the performance of the tested com-
ponents. Thus, in order to assess the performance characteristics of the test setup, at first, refer-
ence measurements without running the sensor were performed.

In Figure 7.3, the results of the reference measurements are depicted. The packet rates were
measured without capturing packets at host “B” and, via the mirror port, the sensor node. In
addition to the measurement results, the theoretical packet rate of Gigabit Ethernet is indicated
as dashed line.
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Figure 7.3: Results of Reference Measurements

Each result value shown in Figure 7.3 represents the mean value of all measurements for a
measurement run with a fixed Ethernet frame size. The mean values were calculated over
all measurements which were performed in second intervals. Throughout our experiments we
observed a relative standard deviation sd(x)/x̄ below 0.6%. Thus, we chose to not explicitly
display the standard deviation and also chose to run each measurement run for about 40
seconds as, in light of a relative standard deviation below 0.6%, we consider this as sufficient
for acquiring meaningful results.

7.2.2 Detailed Analysis of Overload Situations

In order to meaningfully determine performance limits, it is important to have an understanding
of how overload situations impact the operation of the sensor. Thus, in the next step, a
detailed analysis of the impact of overload situations on the sensor operation was performed.
We analyzed the data of selected measurement runs in detail on an individual measurement
basis.

In order to assess the impact of overload situations on the sensor operation, we started
with a measurement run in which no overload occurred. Subsequently, we increased the
load step-by-step by increasing the packet generation in the monitored network in order to
force the occurrence of overload situations. For each step, we performed one measurement
run.

In Figure 7.4, an example for typical results of such a detailed analysis is shown. In the example,
results for capturing packets and transforming them into the bean-based data format are shown
for four different packet rates, 162 kpps (a), 238 kpps (b), 262 kpps (c), and 296 kpps (d).
The depicted information is the output packet rate with which the sensor emitted data, the
CPU usage on the sensor node, and the rate with which packets were dropped. The reason for
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dropping packets are performance limitations which prohibit the faster processing of packets
and eventually lead to packet drops.

The depicted data was gathered over a duration of 140 seconds. The packet capturing sen-
sor was run for 120 seconds and was started 10 seconds after the measurement run was
started. The packet generation in the monitored network was started before the measurement
run began and stopped after the measurement run ended. Between the start of the traffic
generation and the start of the measurement run sufficient delay was added such that the
packet generation rate in the monitored was stable and did not vary during the measurement
run.
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Figure 7.4: Detailed Results for Bean Format Output

For a packet rate of 162 kpps, by and large, the output rate equals the input event rate, the
CPU usage is constantly at about 25%, and no packet drops occur. The only exception is
at the start of the sensor during which a peak for both emitted packets and CPU usage can
be observed. The reason for the peak is the start of the JVM, the just-in-time compilation
of code etc. during which a higher CPU load is caused and packets cannot be processed at
the required speed. The reduced packet processing speed during the start of the sensor is
compensated by buffering packets. The buffering of packets finally leads to the sensor emitting
packets with a rate higher than the input packet rate after the initialization until the buffer is
emptied.

With increasing packet rates, the measured output rate and CPU usage begin to vary more and
more, as can be seen for the measurement runs with packet rates of 238 kpps and higher. The rea-
son for the fluctuation is that the sensor gradually reaches its performance limit and processes in
the JVM like garbage collection begin to impact the overall performance. Furthermore, more and
more packets are dropped due to the performance limitations.

89



7 Performance Evaluation

These results show that there is no hard limit from where on packets are discarded. In-
stead, the amount of dropped packets increases gradually. Furthermore, packets are not
dropped deterministically but randomly depending on various influencing factors such as the
input packet rate, the performance of the sensor, or the times when garbage collection is
run.

Additionally, in order to determine the impact on the memory usage in detail, we performed
a detailed profiling during an example experiment using the VisualVM tool [143]. We could
observe a saw tooth effect in the memory usage of the JVM. The memory usage increased
gradually. Before the memory usage hit the limit, the memory usage dropped abruptly. This
saw tooth effect repeated continuously.

At the point when the drop in the memory usage occurred, we could observe activity of the
garbage collection thread. This behavior corresponds to what can be expected for the operation of
a JVM, namely, that objects are not immediately garbage collected and that garbage collection is
forced when the memory consumption reaches the maximum limit.

Furthermore, as data was generated at a constant rate, the saw tooth effect repeated with
regular intervals. The garbage collection, however, requires additional resources and thus
impacts the processing performance. This can be an explanation for the by and large regular
interval between the spikes for the packet drops for scenario “d” from time index of about 50s
on. For an individual packet, the spikes in the packet drops indicate that the probability with
which the packet will be dropped is higher than for the situation without a spike but not if the
packet will be deterministically dropped. Thus, despite of the regularly occurring spikes for the
packet drops, packets are still dropped randomly.

Running the measurement longer than running the sensor was done for the detailed analysis
presented above in order to analyze the impact of sensor start up and shut down. For the
remaining performance analysis the duration of the measurement run equals the duration of
the sensor run time.

7.2.3 Packet Capturing and Event Transformation Performance for
various Formats

One aim of the performance analysis of the sensor and event transformation is to determine the
maximum throughputs with which data can be acquired with the sensor and further processed
with the event transformation. In this subsection, we analyze the performance limits for
capturing and transforming data in various scenarios.

We consider scenarios in which solely the sensor is run for acquiring raw data with snap lengths of
1500 (“Raw Data (No-Op)”) and 96 (“Raw Data (No-Op) SL 96”) bytes. Furthermore, we consider
scenarios in which the raw packet data is further processed with jNetPcap-based functionality
for transforming the raw data into the bean (“Packets (Bean)”) and map (“Packets (Map)”)
formats. In order to allow the assessment of the effects of the jNetPcap-based functionality,
we also present reference results for processing the data with jNetPcap but without event
transformation (“Packets (No-Op)”).

Based on the detailed analysis of the impact of overload situations presented in the preced-
ing subsection, we could see that there is no clearly defined performance limit but instead
packet drops increase gradually. In order to provide a concise presentation while still providing
the required information, we use the capture ratio as defined in section 7.1.2 for present-
ing the results. Similarly to the detailed analysis, we ran each measurement run for 120
seconds.
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For determining the achievable throughput in terms of the packet rate, we performed mea-
surements with various packet rates. We use the highest packet rate value before the drop of
the capture rate due to performance constraints as maximum for the achievable throughput
.

In Figure 7.5, the results for the various event formats with various input packet rates are
shown. Generally, it can be seen that the capture ratios are close to 100% until the performance
limit is reached from where on the capture ratio drops.
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Figure 7.5: Result Overview for different Output Formats

It can be seen that the raw data with snap length of 96 bytes yields the highest maximum
throughput in the magnitude of about 420 kpps. The next best result is the obtained with
the raw data and a snap length of 1500 bytes and a result in the magnitude of about 380
kpps. The results for the non-raw formats, in decreasing order of the packet rate, are the
PcapPacket instances with a packet rate of about 290 kpps, the bean-based format with a
packet rate of about 260 kpps, and the map-based format with a packet rate of about 240
kpps.

7.2.4 Evaluation of the Packet Processing Pipeline
Effectivity

In order to assess the effectivity of the packet processing pipeline, we performed measurements
with various packet processing pipeline implementations. The most important difference
between these packet processing pipeline implementations, with respect to the throughput
and performance characteristics, is the number of threads that are used. The final packet
processing pipeline, indicated with “clj”, leverages four threads. Additionally, we used a
two threaded packet processing pipeline that uses the functionality provided by libpcap as-
is, indicated as “Pcap”, which is capable to leverage two threads. Furthermore, we also
used a single threaded variant of the “Pcap” packet processing pipeline which is indicated as
“Sing.”.

In Figure 7.6, the results for the various packet processing pipeline implementations for the bean-
based format are shown. In the figure, the capture ratio and the CPU utilization are shown. For
the interpretation of the CPU utilization it is important to point out that the sensor node was
configured with a CPU with 4 physical and 8 logical cores, such that fully using a single core to
100% roughly translates to an overall CPU utilization of 12.5%.
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Figure 7.6: Result Comparison different Pipeline Implementations

Table 7.1: Overview of Thread Utilization

State Running Sleeping Wait Monitor
Thread [%] [%] [%] [%]
Capture 100.0 0.0 0.0 0.0

Packet Proc. 70.4 0.0 21.8 7.6

Scanner 56.8 0.0 43.1 0.0

Forwarder 92.0 0.0 7.9 0.0

It can be seen that our final four threaded implementation performs best, followed by the two
threaded and finally by the single threaded variant. With respect to the CPU utilization, it can be
seen that the four threaded variant uses up to about 50% percent of the CPU. The two threaded
variant uses up to about 25% and the single threaded variant uses up to about 17%. Thus, by
and large, the CPU utilization corresponds to what can be expected based on the number of
threads running in parallel. The actual CPU utilization is higher than what can be expected
based on the number of threads, e. g., a measured utilization of 17% versus an expectation of
12.5% for the single threaded scenario. The reason for this is that additional threads are run
implicitly in the JVM, e. g., for the garbage collection.

To further assess the efficiency of distributing the data processing over various threads, we per-
formed an additional analysis at runtime during which we analyzed the time the data processing
threads spent in the various states, “Running”, “Sleeping”, “Wait”, and “Monitor” with the Visu-
alVM tool [143]. The results of this analysis are shown in Table 7.1.

A thread being in the “Running” for 100% of the time means that the thread was actively
processing data for the entire time. When a thread is in the “Wait” instead of “Running” state it
means that it was not processing data all the time but had to wait for data at some occasions. The
packet processing, scanner, and forwarder thread show such results which indicate that it was not
possible to leverage the full processing potential. Additionally, the packet processor thread also
spent some time in the “Monitor” state which indicates concurrency issues, e. g., due to waiting
for locks and the like. These concurrency issues are likely to be caused by the benchmarking
code that we added for measuring our implementation.
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Overall, the results indicate that our four threaded packet processing pipeline performed best
and that it pays off to distribute the packet processing among multiple threads. While there
were some concurrency issues and some threads could not fully utilize the available resources,
the increase in performance compared to the unoptimized version is still in the magnitude of
about 2.4.

7.2.5 Assessment of Data Processing Errors

During our experiments, however, we also observed that errors occurred occasionally during
the processing of events. The errors only occurred when transforming PcapPacket instances
into the bean and map format when accessing the data that is stored in the PcapPacket
instances.

Unfortunately, these errors occurred non-deterministically and only when processing pack-
ets at “high” speeds. Consequently, we could not yet identify the reasons for these er-
rors.

In order to get an impression about the behavior of these errors, e. g., depending on the
packet rate, and to assess the impact of the errors on the overall results, we performed
another analysis for determining the error ratio for the map and bean format at various
packet rates. The error ratio is calculated as the number of errors over the number of overall
processed packets. The results of these measurements are shown in Figure 7.7. In this
figure the error ratio is plotted using a logarithmic scale and the capture ratio is shown for
reference.
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Figure 7.7: Overview of the Impact of Errors during Data Transformation

It can be seen that the error ratio increases with increasing packet rate and is by and large the
same of the map and bean format as long as the capture ratio is close to 100%. The maximum
error ratio is in the order of about 0.01% which means that at most about every 10,000th
packet caused an error. For lower packet rates, the error ratio goes down to a magnitude
of about 0.001% which roughly translates to an error during processing every 1,000,000th
packet.

Further analysis of the errors showed that these are caused by buffer underflow exceptions that
are thrown when it is tried to access the data in the PcapPacket instances. The actual packet
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data that is associated to a PcapPacket instance, typically, is in natively allocated memory
outside of the JVM. jNetPcap uses JNI for accessing this data in the native memory when
processing the PcapPacket instances. In the current state of our analysis we suspect that
the reason for these errors are problems while accessing the natively stored portions of the
packets.

7.3 CEP Engine

Understanding the performance of the CEP engine as individual component is important for
the understanding of the results of more complex system setups. Thus, in this section the
stand-alone performance of the CEP engine is analyzed.

At first, the benchmark setup is introduced. Then, the analyzed scenarios are introduced.
Afterwards, the results are presented and discussed.

7.3.1 Benchmark Setup, Event Generation, and Benchmark
Approach

The aim of the analysis presented in this subsection is to assess the event processing performance
of the CEP engine without measuring effects caused by other components. Thus, the test setup
will be simplified as much as possible. However, for testing the CEP engine, events have to
be sent into the CEP engine. In order to reduce the overhead of sending events into the CEP
engine and to allow for repeatable measurements and comparable results, an event generator
was used for sending events into the CEP engine.

In order to allow a clear analysis of the performance characteristics of the CEP engine, it
is important that other effects that may impact the performance measurements are reduced
as far as possible. Thus, for these measurements, in order to reduce the number of involved
components as well as effects caused by sending events into the CEP engine, we used an
additional dedicated event generator (“GEN”) that was directly integrated into the CEP engine
component. In Figure 7.8, the benchmark setup is depicted.

Figure 7.8: Stand-alone CEP Engine Benchmark Setup

As we decided to use packet capturing as a sort of worst-case scenario, the events that are
sent into the CEP engine are also based on packet capturing data. The events that are
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generated by the event generator are based on real packet traces which are stored in pcap
files.

The event generator was specifically implemented such that side effects due to the event
generation were minimized. In order to reduce the data processing overhead that is caused by
the event generator during the event generation the data from the pcap file was pre-loaded and
preprocessed before the actual event generation phase. Before the actual measurement, a pcap
file is loaded into the event generator and the stored packet data is processed such that a list
of events in the respective event format is generated in memory that corresponds to the data
stored in the pcap file. During the event generation, the events from the list are sent into the
CEP engine one after another. For sending events into the CEP engine, the generator directly
calls the corresponding method of the CEP engine component.

In order to avoid problems that might arise due to excessive memory utilization that may be
required for storing the event data in the memory, the size of the pcap data files that were used
during the measurements was limited. To still allow sending of events for an arbitrary duration,
the event list was looped. Once the last event was sent from the list, the event sending process
started at the top of the list again.

For each measurement run, events were sent at a constant event rate for a given time. During
the measurement run, the number of events sent into the engine as well as the number of
successfully processed events were counted and the CPU utilization was measured. We only
counted the number of successfully processed events in the input event stream as the number of
derived events varies depending on the data set and the applied event patterns. Based on the
measured numbers of input and successfully processed events, we calculate the success ratio as
defined in section 7.1.2.

For one benchmark scenario, multiple measurement runs were done with varying input event
rates. In the following plots, one data point corresponds to the overall result of one mea-
surement run which was calculated over the whole duration of the respective measurement
run.

We use the success ratio as indicator for when the performance limits of the CEP engine
are reached. As long as the performance limits are not reached, the success ratio should
be close to 100%, once the performance limits are reached, the success ratio is expected to
drop.

7.3.2 Analyzed Scenarios

For the experiments with the CEP engine, we consider two aspects as relevant. On one hand, the
event format can be expected to influence the performance. On the other hand, the performance
can be expected to depend on the event patterns as well.

The event formats that were used during the experiments are nested maps (“Nested”), flat maps
(“Flat”), and Java beans (“Beans”). The flat and bean formats are the formats as used throughout
the work presented in this document. In addition to these event formats we also tested a format
based on nested maps. While we discarded the nested map format during the progress of our
research due to its low performance, we used the nested event format in these measurements as
example for showing effects of an unoptimized event format.

Furthermore, three different event patterns were used during the experiments. One event
pattern, denoted as “TCP”, aimed at detecting the TCP three-way handshake and for measuring
its duration. The second event pattern, denoted as “ICMP”, aimed on finding related ICMP
echo request and reply packets and calculated the time difference between matching packets.
The third pattern, denoted as “DNS”, was a pattern that selected Domain Name System (DNS)
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traffic based on the port number and the transport layer protocol. Based on the way the event
patterns are defined, the TCP pattern is most complex, followed by the ICMP pattern, and the
“DNS” pattern is the simplest of these three patterns.

The intention for the first measurements was to limit effects that are caused by Symmetric
Multi Processing (SMP). Thus, for these measurements, we configured the test system such
that only a single CPU core was active.

7.3.3 Presentation and Discussion of Results

In Figure 7.9, the results of measurements with the various event patterns of different complexity
are shown using a single CPU core. For these measurements, the bean-based format was used.
Generally, it can be seen that by and large the CPU utilization rises with increasing input
event rate and eventually reaches 100%. Furthermore, starting at the lowest input event
rate with increasing input event rate, the success ratio is 100% as long as the performance
limit is not reached. Indicators that indicate that the performance limit is reached are when
the CPU utilization reaches 100% respectively when the success ratio begins to drop from
100%.
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Figure 7.9: CEP Engine Benchmark Results for Event Patterns of different Complexity using a
Single CPU Core

For assessing the performance of the individual patterns, we us the drop of the success ratio
as indicator for the performance limit. We consider the highest input event rate before
reaching the performance limit, i. .e, before the success ratio drops, as the highest achievable
performance.

For the DNS pattern, the performance limit is reached at about 250 keps. For the ICMP pattern,
the performance limit is reached at about 200 keps. For the TCP pattern, the performance
limit is reached at about 150 keps. When comparing the performance of the event patterns
relatively to each other, the observed performance corresponds to the subjective complexity
based on the way the event patterns are defined.

In Figure 7.10, results of measurements with various event formats are shown using a single
CPU core. The event pattern used for these measurements was the ICMP pattern. Generally,
the behavior of the curves by and large corresponds to the behavior that could be observed in
Figure 7.9: the success ratio starting from the lowest input event rate with increasing input
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event rate stays close to 100% until the performance limit is reached. The CPU utilization rises
with increasing input event rate until it reaches 100% at the point when the performance limit
is reached.
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Figure 7.10: CEP Engine Benchmark Results for different Event Formats using a Single CPU
Core

Comparing the event formats with each other, it can be seen that the bean-based format
performed best, reaching about 200 keps. For the format using flat maps, the performance
limit is reached at about 150 keps. For the format using nested maps, the performance limit is
reached at about 5 keps.

The previous results were obtained with a single CPU core. In order to evaluate the maximum
possible speed of the CEP engine, we performed additional measurements for which we used
the default CPU configuration with multiple CPU cores. For the interpretation of the results
it is important to note that the used CPU had 4 physical and 8 virtual CPU cores. As the
intention was to analyze the maximum performance, we used the bean-based event format
as it showed the best performance. However, we still measured the three different event
patterns in order to analyze the impact of using multiple CPU cores on the patterns of different
complexity.

In Figure 7.11, the results of the measurements with various event patterns using multiple
CPU cores and the bean-based format are shown. The success ratio results by and large
correspond to the results from the previous experiments; starting at the lowest input event rate
the success ratio with growing input event rate stays close to 100% until the performance limit
is reached.

The CPU utilization, however, shows a different behavior than for the results of the previous ex-
periments. At the point when the success ratio drops, which indicates that the performance limit
is reached, the CPU utilization is in the magnitude of 50%. After reaching the performance limit,
the CPU utilization increases further with increasing input event rate but it does not increase
to 100% in the same way as it did for the other experiments.

These differences in the behavior of the CPU utilization can be explained by the fact that the
used CPU had 4 physical and 8 logical cores. Given 8 logical cores, 4 physical cores being
fully utilized roughly corresponds to an overall CPU load of 50%. Consequently, the effect
that the CPU utilization is in the magnitude of 50% when the performance limit is reached
is an indicator that the performance limit is reached when the physical CPU cores are fully
utilized.
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Figure 7.11: CEP Engine Benchmark Results for Event Patterns of different Complexity using
Multiple CPU Cores

Comparing the event patterns relatively to each other, it can be seen that the relative perfor-
mance corresponds to the previous results. Overall, the maximum throughput that could be
achieved was in the magnitude of 1000 keps. However, it has to be noted that 1000 keps was
also the maximum speed with which events could be sent into the CEP engine with the event
generator as used during these experiments.

7.4 Event Transmission via the Communication
Infrastructure

We started the performance evaluation with simple systems and scenarios in which the NAaSS
consisted of only a single node. The components that we evaluated were the sensor, the event
transformation, and the CEP engine. In the next step of the performance evaluation, we further
increase the complexity of the considered scenarios by adding more nodes to the evaluated
NAaSS.

For adding more nodes, events have to be transferred between the nodes of the NAaSS. Hence,
from the perspective of the logical data flow as well as the involved components, the next
involved component is the communication infrastructure. Thus, in this section, we present the
performance evaluation of the communication infrastructure.

In the remainder of this section, we first introduce the measurement setup which is followed by
an introduction of the measurement approach and metrics. Afterwards, we start the discussion
the results with a detailed analysis of performance constraints. Next, the maximum throughput
depending on the event format is evaluated. Then, the impact of compression and encryption
is analyzed. Finally, the achievable compression ratios are analyzed for various data sets and
event format.

7.4.1 Measurement Setup

The results of the benchmarks for the sensor and event transformation showed that sensor and
event transformer cause a significant CPU load up to fully utilizing four CPU cores. In order to
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limit effects caused by the resource demands of sensor and event transformer on the operation and
benchmarks of the communication infrastructure component, we chose to place the communica-
tion infrastructure component on the processing node. Furthermore, we also placed the consumer
that we used for our measurements on the processing node.

In Figure 7.12, the benchmark setup as used for the experiments discussed in this subsection is
shown. As only the communication infrastructure and consumer are placed on the processing
node, the CPU usage of the processing node is primarily caused by the handling and transmission
of events, such as forwarding messages in the communication infrastructure or reception and
de-serialization of data at the consumer.

Events are either sent in the raw format, in which case events are sent directly from the
sensor component to the communication infrastructure or events are sent in the map and
bean based formats in which case the events are first processed by the event transformation
component from where the events are then sent to the communication infrastructure. Even-
tually, events, regardless of their type, are received by a single event consumer component
instance.

Figure 7.12: Event Transmission Benchmark Setup

While we used the MoM implementations Apache ActiveMQ and Apache ActiveMQ Apollo
for these benchmarks, only the results for Apache ActiveMQ are discussed in more detail.
The reason for limiting the discussion to solely Apache ActiveMQ is that the behavior for
both implementations, e. g., depending on event format or compression, was by and large
comparable.

7.4.2 Pooling Events for Improving the Transmission
Performance

We discovered that the limitation in the throughput of sending events via the communication
middleware is the rate with which messages are sent. In order to increase the event rate in face
of the limited message rate, we use what we call “pooling” of events in messages (See also
5.3.1.). By pooling events, multiple events are sent within a single message. The pool size
determines how many events are sent per message.

However, by pooling multiple events in a single message the delay with which events are delivered
is increased as events are not sent immediately but are held back for filling the event pools.
This impacts the near real-time capabilities of the system.
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A solution for limiting the impact of this delay is a hybrid sending approach. Additionally to
sending events when the pool size is reached, a timer-based fall-back mechanism is possible,
that triggers the sending of events after a defined time even when the pool is not filled yet.
When a pool is sent before the timer is triggered, the timer will be reset in order to avoid
superfluous sending.

This way, it becomes possible to define the maximum delay for an event by defining the
maximum time an event should stay in the pool before it will be sent. When the event rate is
high enough such that the fall-back timer does not trigger, the event delay will be, by definition,
below the maximum allowed delay. Only when the event rate decreases such that the time for
which events stay in the pool increases, the timer will trigger and force the sending of events
within the defined maximum delay. Thus, by using a fall-back timer, it is assured that the
delay cannot exceed a defined limit and that the near real-time capabilities are preserved to a
definable degree.

For the work presented in this document, the focus with respect to performance characteristics
is on the throughput such that we only consider scenarios with high event rates. Consequently,
the timer-based fall-back mechanism is not necessary and thus we did not implement the
timer-based fall back mechanism for our evaluation prototype.

While pooling increases the latency as events are not sent immediately but are temporarily stored
for filling the pools, we could observe that pooling significantly increases the achievable event
rates. In the following discussion, we provide detailed analyses of the improvements with respect
to the event throughput that can be achieved by pooling events.

7.4.3 Measurement Approach and Metrics

The independent variables that were varied during the experiments presented in this subsection
are the rate with which packets were generated in the monitored network, which implicitly
impacts the input event rate, and the pool size. The dependent variables that were measured
during these experiments are the success ratio, the reception rate of events at the consumer
component, the traffic load for transmitting the events via the network, and the CPU load on
the processing node.

While the general concept of the success ratio was already introduced in section 7.1.2, it has to
be noted that the success ratio for these experiments is computed as quotient of the number
of events that were received by the consumer over the number of overall packets that arrived
at the sensor node. The reception rate with which events were received at the consumer is
measured in thousands events per second (keps). The traffic load for transmitting events via
the data exchange network of the NAaSS is measured in million bits per second (Mbps) as well
as thousand packets per second (kpps). The CPU load on the processing node was measured as
it indicates the resource requirements by the communication middleware and the consumer that
are required for handling and receiving the data. The CPU load of the sensor node was excluded
because the observable effects by and large were the same.

7.4.4 Detailed Analysis of Performance
Characteristics

At first it is important to get an understanding of how the various variables relate to each
other. In Figure 7.13, a detailed overview of the relation of the dependent variables to the pool
size is shown. For all measurements, the packet rate was constant at 167 kpps and the bean
format was used. The packet rate of 167 kpps is indicated in the grid as additional dashed
line.
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Figure 7.13: Event Transmission Performance for Bean Format with 167 kpps Input Rate for
different Pool Sizes

We begin the discussion of the results as depicted in Figure 7.13 with the effects that can be
observed for the reception rate and the success ratio. Reception rate and success ratio are
closely related. Once the reception rate gets close to the packet send rate, the success ratio
implicitly approaches 100% due to the way the success ratio is defined. Even though this
relation is obvious, and depicting both variables may be considered redundant, we depict the
reception rate for easing the overview of the plot. In the following discussion, we will primarily
mention the reception rate. However, of course the observable effects also influence the success
ratio correspondingly.

At a pool size of 1, the reception rate is in the magnitude of about 40 kpps and connected to
this the success ratio is about 20%. With increasing pool size, the reception rate increases until
it reaches the packet send rate of 167 kpps at a pool size of 10. Connected to the reception rate,
the success ratio reaches 100% at a pool size of 10. From a pool size of 10 on, with rising pool
size, the reception rate by and large equals the packet send rate and the success ratio stays in
the magnitude of 100%.

With respect to the traffic load, we first discuss the traffic load measured in Mbps. Starting
from a pool size of 1, the traffic load in Mbps rises with increasing pool size up to a maximum
of about 360 Mbps at a pool size of 10. This can be expected because, in this phase, the number
of events that are transmitted and thus the volume of data that is transmitted increases with
increasing pool size. From a pool size of 10 on, the traffic load decreases and by and large
stabilizes at a pool size of about 1000 at about 290 Mbps. The effect that the traffic load
decreases from a pool size of 10 on is because the protocol overhead in relation to the actual
payload decreases with increasing pool size as more and more events are sent with each message
while the overall volume of data remains the same. For the traffic load measured in kpps by
and large a similar behavior can be observed, i. e., the traffic load first increases to a maximum
and then falls again. However, the maximum for the traffic load measured in kpps is reached
already at a pool size of 5 at about 75 kpps and then falls to about 30 kpps at a pool size of
1000.

With respect to the CPU load on the processing node, it can be seen that the CPU load is
about 35% for a pool size of 1. With increasing pool size, the CPU load decreases down to a
CPU load of about 8% for a pools size of 10,000. The effect that the CPU load decreases with
increasing pool size can be explained by the reduced overhead as fewer message have to be
handled. Consequently, it can be concluded that the load for handling and receiving the data is
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primarily influenced by the rate with which messages are sent and not by the volume of the
transmitted data.

For the presented discussion we focused on the bean format for the sake of brevity. However, for
the other formats, raw and map, the observable effects were similar.

For the remaining measurements, unless noted otherwise, we used a fixed pool size of 2000. We
chose to use a pool size of 2000 because at this pool size the traffic load as well as the CPU utiliza-
tion on the processing node already reached reasonably low values.

7.4.5 Maximum Throughput for Various Event
Formats

In the next step, we determined the achievable maximum throughput for the event formats,
raw, beans, and maps. The achievable maximum throughput was determined analogously
to the way the sensor performance was determined in subsection 7.2.3. Measurements were
performed at various packet rates and the success ratio was used to determine the point at
which the performance limit is reached which is indicated by a drop in the success ratio. We
consider the maximum throughput to be the highest packet rate value before the drop of the
success ratio occurs.

For the raw data, we used a snap length of 64 bytes. We chose the snap length of 64 bytes
for two reasons. Firstly, with a packet size of 1500 bytes, the maximum packet send rate
is limited at about 82 kpps and thus the packet size has to be reduced for increasing the
packet send rate. Consequently, while capturing packets with a snap length of 1500 bytes,
in our test setup, the actual packet size implicitly decreases with increasing packet rate and
thus the effect of decreasing packet size would contribute to the measurement results which
complicates a meaningful analysis of causes and effects. Secondly, the bean and map based
format only carry information about the packet headers. In order to at least roughly match
the information content that is transmitted with the raw format to the information content
that was transmitted with the bean and map formats, limiting the snap length to 64 bytes
causes that primarily the header data is transferred in relation to the remaining payload of the
captured packets.

In Figure 7.14, an overview over the results for the raw, bean, and map formats are shown with
a pool size of 2000. Please note that the scale of the axis for the success ratio ranges from 98%
to 100%. We used this way of “zooming” in on the data in order to allow a better perception of
the effects in the area close to 100%. For the raw format, the maximum throughput is about
340 kpps. For the bean format, the maximum throughput is about 125 kpps. For the map
format, the throughput is about 82 kpps.

The results as shown in Figure 7.14 were obtained with the default serialization implementation.
In addition to the default serialization implementation, we also used the Kryo custom serialization
library [77]. We used Kryo because benchmarks showed that it provides a comparably good
performance [268].

In Figure 7.15, results of measurements with the Kryo serialization implementation are shown
in comparison to the results obtained with the default serialization implementation as shown
already in Figure 7.14. The raw format was not measured as it already exists in byte array
representation and thus cannot be further serialized.

Comparing the results for the corresponding formats to each other it can be seen that the
results obtained with Kryo generally show a higher throughput than the results obtained with
the default implementation. For the bean format, the achievable throughput with Kryo is about
160 kpps compared to about 125 kpps with the default serialization. For the map format, the
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Figure 7.14: Event Transmission Performance Comparison for Different Event Formats with
Pool Size 2000

achievable throughput with Kryo is about 130 kpps compared to about 82 kpps with the default
serialization.

7.4.6 Analysis of the Impact of Compression and Encryption on the
Performance

In the preceding evaluation, data was sent in as-is. For the transmission of the event data,
we observed traffic loads up to about 400 Mbps. In situations in which the available network
resources for transmitting the event data are limited, e. g., when the network for exchanging
events is the same as the monitored network or when slower WAN connections are involved,
the high traffic load required for transmitting events may present a serious problem. In order
to reduce the volume of the data that is transferred without loosing data, loss-less compression
methods can be applied.

Furthermore, so far, the event data was transmitted in clear-text and the communication
infrastructure was not secured. Sending event data in clear-text, however, may represent
a security risk as unauthorized persons may gain access to the event data and could use
information gained from events for malicious activities such as driving attacks. Moreover,
operating the communication infrastructure without security measures, such as authentication
and authorization, is a great risk as unauthorized persons may infiltrate the NAaSS. Attackers
could exploit the missing security enforcement for driving attacks on the NAaSS or for concealing
other malicious activities in the network observed by the NAaSS. Thus, it is important to
provide means for securing the communication infrastructure in order to avoid eavesdropping
and unauthorized access.

Compression and encryption, however, influence the transmission performance. The impact
of compression may be twofold. On one hand, compressing data requires additional CPU
resources, while on the other hand, compressed data is typically smaller than uncompressed
data and thus requires less resources for the transmission and handling in the communication
infrastructure. Encryption typically does not reduce the size of data and thus usually only
affects CPU resources. In order to gain insight into the effects of compression and encryption
with respect to the performance, in this subsection, we analyze the impact of compression and
encryption on the performance of the communication infrastructure. We consider the maximum
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Figure 7.15: Event Transmission Performance Comparison for Different Formats and Serializers
with Pool Size 2000

throughput, traffic load in the transfer network, and CPU utilization of the communication
infrastructure as performance metrics.

In order not to loose any data, we used lossless compression algorithms. Furthermore, as through-
put is critical, we used the lossless compression algorithm implementations LZF [204] and Snappy
[245], which are commonly considered to allow a comparably high throughput [205]. As encryp-
tion method we used the AES [199] with 256 bit in Cipher Block Chaining (CBC) mode and as
means for authentication we used X.509 certificates [131]. As protocol for authentication and
encryption, we used the Secure Socket Layer (SSL) protocol [52].

At first, we evaluated the effects of compression and encryption on the throughput and the
traffic load. The results in the previous section showed that, with respect to throughput and
traffic load, transmitting raw traffic data is the worst case scenario. Thus, in order to study the
worst case scenario, we also used raw traffic data for the evaluation of the throughput and traffic
load. Furthermore, by using raw traffic data, no serialization of the transmitted data is required
such that the results are not affected by artifacts of serialization.

In Figure 7.16, detailed results for various combinations of compression and encryption are
shown using the example of LZF. In order to provide a comprehensive overview, we present
results for the four possible combinations of compression and encryption which are the scenario
using neither compression nor encryption (“Default”), the scenarios using only either compression
(“LZF”) or encryption (“SSL”), and the scenario using the combination of both compression
and encryption (“SSL LZF”). In order to provide a better overview, we do no depict the results
for Snappy as these results showed largely similar outcomes. As we used a pool size of 2000
throughout most of our experiments presented before, we also used a pool size of 2000 for these
experiments.

As could be already observed in the previously presented results, the maximum throughput for
the default scenario without compression and encryption is about 340 kpps. The traffic load in
this scenario reaches up to about 450 Mbps.

For the scenario with compression, the maximum throughput is about 420 kpps. The increase in
the throughput for the scenario with compression in comparison to the default scenario can be
explained with the reduced amount of data that has to be handled in the compressed scenario,
which leads to reduced resource utilization, e. g., for transmitting, handling, and forwarding
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Figure 7.16: Event Transmission Performance Comparison for Raw Event Format and different
Combinations of Compression and Encryption using a Pool Size of 2000

data. The reduction of the size of the transmitted data can also be observed in the traffic load
which reaches just up to about 20 Mbps.

For the scenarios with encryption, the resulting traffic loads, for both combinations of com-
pression and no-compression, by and large correspond to the traffic load of the corresponding
scenario without encryption. With respect to the throughput, for the scenario with encryption
and without compression a maximum throughput of about 200 kpps is reached. For the scenario
with encryption and compression, the maximum throughput is about 170 kpps. In contrast to
the scenario without encryption, the maximum throughput when using compression as compared
to the no-compression scenario. This effect can be explained by additional overhead that is
caused by encrypting the data. When, in addition to encryption, the data is also compressed,
the overhead for encrypting and compressing the data accumulates and thus may affect the
performance negatively.

Another important factor when forwarding events is the CPU load due to processing the data,
e. g., for compressing or encrypting it. In Table 7.2, an excerpt of the various CPU load results
that were obtained with different combinations of event format, serialization implementation,
encryption, and compression as measured on the processing host are shown. The intention
of the results shown in this table is to provide an overview about the combinations that we
consider most relevant. Combinations that are not shown had been excluded based on the
additional information they contribute as often the measurement results showed that certain
combinations showed comparable results. The depicted results are the mean values for one
measurement-run.

Without encryption and compression, for the bean format, the Kryo serialization requires about
23% less CPU resources as compared to the default serialization. For the map format, the results
without encryption and compression show that, in this case, the default serialization requires
about 7% less CPU resources than the Kryo serialization.

With encryption, using the example of the bean format, the CPU load for both the default
and Kryo serialization increases up to about 22% and 24%. This corresponds to an increase
by about 214% for the default serialization and about 296% for the Kryo serialization as
compared to the corresponding results that were obtained without encryption. For raw data,
the increase in the CPU load when activating encryption is about 492%. The higher increase
in the CPU load when activating encryption for the raw format can be explained by the
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Table 7.2: Maximum Average CPU Load for different Scenarios with Active MQ

Scenario CPU Load
Format Serializer Encr. Compr. [%]

Bean Default No No 10.40
Map Default No No 8.80
Bean Kryo No No 7.98
Map Kryo No No 9.45

Bean Default Yes No 22.25
Bean Kryo Yes No 23.63

Raw N/A No No 5.45
Raw N/A Yes No 26.82

Raw N/A No LZF 2.98
Raw N/A No Snappy 3.12

Raw N/A Yes LZF 6.06

circumstance that the throughput as well as the traffic load with the raw format is higher and
thus over the same time more data has to be encrypted as compared to the map and bean
formats.

With respect to compression, it can be seen that the results obtained with compression show a
lower CPU load as the results without compression. While this may appear counter intuitive
as additional processing overhead is added by the compression, it can be explained by the
circumstance that less data has to be handled when using compressed data. The reduced
demands for handling the data in the communication middleware apparently outweigh the
additional processing overhead due to the compression. A similar effect can be observed
when comparing compressed and encrypted transmission to an encrypted transmission without
compression in which case the compressed variant has an about 77% lower CPU load than the
uncompressed variant. The reason for the lower CPU load in this case is again the reduced
amount of data that has to be processed when compression is used. Comparing the two used
compression implementations, LZF and Snappy, to each other, a difference of about 4% can be
observed with LZF having the lower CPU load.

7.4.7 Evaluation of Compression Ratios for Various Data Sets and Data
Formats

Typically, when using compression, the achievable compression ratios depend on the input
data as well as the compression algorithm. In the scenario of an event-driven NAaSS using
the example of packet capturing, the input data depends on the event format as well as the
network traffic. Another factor that influences the input data of the compression algorithms in
our prototype is the pool size. In order to get an overview of the impact of the event format
and the network traffic on the compression results, we performed additional experiments with
the compression algorithms presented above. For the compression analysis presented in this
subsection, the size of the compressed data in % as compared to the uncompressed data is
used.

In order to analyze the effect of the type of network traffic, we used four different data sets. In
Table 7.3, an overview over the data sets is given.

At first, we compare the two compression implementations, LZF and Snappy, that were used
for the work presented in this document, to each other and evaluate the impact of pooling. In
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Table 7.3: Overview of Data Sets that were used for the Compression Ratio Evaluation

Data Set Brief Description

I General traffic from the “MAWI Working Group Traffic Archive” captured at
“Samplepoint B” (http://mawi.wide.ad.jp/mawi/)

II Benchmark traffic captured in the monitored network of the evaluation setup
III TCP traffic from the archive at the University of Napoli “Federico II” with destina-

tion port 80 [59, 60] (http://traffic.comics.unina.it/Traces/)
IV TCP SYN flood generated with the Mausezahn [112] packet generator

Figure 7.17a, results for LZF and Snappy with various pool sizes and the data formats raw,
bean, and map are depicted. By and large, the size of the compressed data decreases with
increasing pool size.

Furthermore, the results and the behavior for both implementations, LZF and Snappy, with
respect to both pool size and data format by and large are comparable. Consequently, for the
further discussion, we limited the analysis to a single compression implementation for which we
chose the LZF implementation.
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Figure 7.17: Compression Comparison for Bean, Map, and Raw Event Formats, LZF and
Snappy Compression, and Data Sets I to IV for various Pool Sizes

In Figure 7.17b, results for the different event formats and two different packet capture traces, I
and II, are shown. The intention for showing these results is to illustrate the impact of different
data sets on the various event formats with respect to compression and pool size. As the general
behavior corresponds to the results depicted in Figure 7.17a, namely that the compressed size
decreases with increasing pool size, we focus on the comparison of the results with respect to
the data sets and event formats. Generally, the results for data set II show a higher reduction
in size than the results for data set I. For packet trace I it can be observed that, for pool
sizes bigger than about 50, the results of the different data formats show a difference in the
compressed size in the magnitude of about 10 percent points to each other going from the
largest compressed size to the smallest. For packet trace II the difference in the compressed
sizes for pool sizes larger than about 50 is so small that it is hard to see it with the naked eye
in the figure.
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The different behavior with respect to the impact of the pool size on the compression ratio when
comparing the results for data set I and II can be explained with the general characteristics of
the traffic in these data sets. The traffic in data set I was real network traffic that was captured
on a Internet backbone connection and contains packets with various addresses, protocols, port
number etc. such that the traffic can be considered heterogeneous or to have comparably high
variation with respect to the transferred data. The traffic in data set II was generated with
our traffic generation tool and only consists of a single combination of protocols, IP and UDP,
and the involved addresses and port numbers did not change at all such that the traffic can be
considered homogeneous or to have comparably low variation. Thus, the data from data set II
contains highly redundant information compared to the data in data set I which varies more.
Hence, due to the high redundancy, compressing the data in data set II results in significantly
smaller compressed sizes than when compressing the data in data set I in which the information
shows less redundancy. Consequently, due to the comparably small compressed sizes of the
data from data set II, the differences in the figure cannot be as easily observed as for the results
from data set I even though, by and large, comparably relative differences could be observed
for the results of data set II as well.

Finally, we compared multiple different packet traces to each other. The corresponding results
are shown in Figure 7.17c. Comparing the smallest compressed size to the largest compressed
size, e. g., for a pool size of 1000, a difference of about 30 percent points can be observed.
Consequently, it is important to evaluate the effects of compression on a case-by-case basis
depending on the actual application scenario.

7.5 Remote Event Transformation

Our results show that transforming events from the raw data representation into the bean-
and map-based event formats that are used in the NAaSS is resource intensive and thus
negatively affects the event throughput. In order to increase the overall performance, an
alternative to acquiring and transforming events on the sensor node is to distribute the data
acquisition and event transformation among multiple nodes such that the processing load is
distributed.

For evaluating the impact of distributing the event acquisition and transformation we purposely
consider a largely simplified scenario in order to reduce the impact of side-effects that may
be caused by a complexer system. Our “remote event transformation” scenario solely consists
of two nodes, one node serves as sensor and the second node is used for transforming the
events.

In order to allow a comparison with the previously acquired and presented results, the remote
event transformation scenario evaluation setup is largely based on the setup for evaluating the
event transmission as presented in section 7.4. The only change compared to the setup as used for
evaluating the event transmission is that the event transformation component “ET” was moved
from the sensor node to the processing node. In Figure 7.18, the benchmark setup as used for
the experiments discussed in this section is shown. Additionally, to allow the comparability with
the previously acquired results, the approach for the experiments as well as the employed metrics
are the same as for the other experiments presented before.

In Figure 7.19b, the results of our experiments for the remote event transformation scenario
(“Rem.”) are shown in comparison to the results of the scenarios in which the event transformation
was performed on the sensor with the event transmission using the default (“S.Def.”) and Kryo
(“S.Kryo”) serialization. The results are shown for the bean- and map-based formats separately.
As we already assessed the traffic load for the various constellations of raw data and transformed
event data, we do not show these results here again.
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Figure 7.18: Remote Event Transformation Benchmark Setup
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Figure 7.19: Performance Comparison for Remote Event Transformation and Event
Transformation on Sensor

For both, the bean- and map-based, event formats, the maximum throughput with remote event
transformation is higher than the maximum throughput of the single sensor scenarios. For the
bean-based format, the maximum throughput with remote event transformation is about 210
kpps whereas the maximum throughput for the scenarios with the event transformation on the
sensor node is about 165 kpps when using Kryo respectively about 120 kpps when using the
default serialization. For the map-based format, the maximum throughput with remote event
transformation is about 165 kpps whereas the maximum throughput for the scenarios with the
event transformation on the sensor node is about 135 kpps when using Kryo respectively about
90 kpps when using the default serialization. However, after the maximum throughput was
reached, the success ratio decreases significantly faster for the remote event transformation
scenario than for the other scenarios.
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7.6 Overall System

In the previous sections, we considered increasingly complexer setups of our evaluation prototype
for evaluating our proposed NAaS architecture. It could be already observed that the perfor-
mance depends on various aspects and that besides the individual performance characteristics of
single components, the performance of the increasingly complexer systems also shows emerging
characteristics that result from the interplay of multiple components, such as the higher decrease
of the success ratio that we could observe in the remote event transformation scenario discussed
in section 7.5.

Hence, while the analysis of individual components is important as it already provides a certain
insight into performance relevant aspects, the analysis of components in larger contexts is
equally important as it helps to discover the impact of emerging performance aspects. Thus, in
order to analyze performance aspects that arise when all components are employed in an overall
system, we performed additional experiments with setups in which all considered components
were operated jointly.

Evaluating all possible combinations of components, their interconnection possibilities, possibil-
ities for distributing components across nodes, data formats, and data transmission aspects,
however, exceeds the scope of the work presented in this document. Consequently, we chose two
combinations as example. The choice for these two combinations was based on the previously
considered scenarios and the information gained from these in a way that it meaningfully
complements the previously acquired insights.

The two considered scenarios are extensions of the scenarios that were used for the evaluation of
the event transmission and the remote event transformation. We added CEP engine component
to these scenarios such that the overall processing of events by the components sensor, event
transformation, communication middleware, CEP engine, and event consumer could be analyzed.
The difference between these scenarios is the placement of the event transformation component
which in the scenario that is based on the evaluation of the event transmission is located on the
sensor node and in the scenario that is based on the remote event transformation evaluation
is located on the processing node. By using the placement of the event transformation
component as characteristic difference between the two considered scenarios, we could analyze
the effects of migrating a comparably computing intensive component from one node to
another.

In Figure 7.20, an overview over the evaluation setup and the two considered scenarios is
shown. The parts that are common for both scenarios are shown in green, the parts that were
only relevant for the scenario in which the event transformation was done on the sensor node
(“Scenario A”) are shown in blue, and the parts that were only relevant for the scenario in
which the event transformation was done on the processing node (“Scenario B”) are shown in
orange.

In order to allow the comparability of the results to the previously acquired results in the base-
scenarios, event transmission and remote event transformation, we disabled compression and
encryption for the communication infrastructure. Furthermore, for allowing the comparability,
we also assured that the measurements that were conducted for the evaluation discussed in
this section are consistent with the measurements that were conducted in scope of the other
evaluations presented in the preceding sections. Hence, we had to assure that the success ratio
is not influenced by the event processing in the CEP engine, e. g., due to reducing the number
of events by filtering or aggregating events. Thus, we configured the CEP engine with an event
pattern that selects all incoming events and configured the event consumer to consume only
the events resulting from this event pattern.
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Figure 7.20: Overall System Benchmark Setup

In Listing 7.1, the event pattern that we used for the evaluation presented in this section
is shown. In order to generate load in the CEP engine, we configured a WHERE clause for
filtering events while still assuring that all events are selected; our benchmark traffic was UDP
traffic with destination port 25996. Furthermore, we purposely did not forward the events as-is
but selected a subset of event properties in order to mimic a typical scenario of deriving events
with a specifically selected subset of event properties. By using an event pattern that selects
all incoming event patterns and by flooding packet capturing based events at wire-speed, we
measured an extreme scenario with respect to the CEP engine for situations with comparably
high event throughput.

Listing 7.1: Event Pattern for Selecting all Events in the Overall System Performance
Evaluation

1 INSERT INTO simple.derived.event
2 (ts, ipSrc, ipDst, udpSrc, udpDst)
3 SELECT ts, ipSrc, ipDst, udpSrc, udpDst
4 FROM sniffer.header.parsed
5 WHERE (udpSrc = 25996) OR (udpDst = 25996)

In Figure 7.21, the results of our evaluation are shown. In addition to the success ratio for both
scenarios, depicted in sub-figure 7.21a, we also include the CPU utilization for the sensor node
(“Sens.Nd.”) and the processing node (“Proc.Nd.”) shown in sub-figure 7.21b. We include the
CPU utilization results as these allow to assess the impact of relocating the event transformation
component on the resources of the involved nodes for which the CPU utilization is the most
relevant metric. We consider other metrics, such as RAM or hard-disk storage, for the resource
utilization of the involved nodes as irrelevant as we could not observe limitations due to RAM
usage and because our setup does not use persistent hard-disk storage for the event processing.
Furthermore, we omit the traffic load as well because we discussed effects on the traffic load
for both base-scenarios, event transmission and remote event transformation, that served as
basis for the scenarios discussed in this section already earlier in sections 7.4 respectively
7.5.

We start the discussion of the results with the success ratio for which the results are shown in sub-
figure 7.21a. For scenario A, the notable drop of the success ratio that indicates the maximum
throughput limit can be observed at a packet rate of about 155 kpps. While the significant drop
of the success ratio occurs at about 155 kpps, it can be observed that the success ratio already
decreases for smaller packet rates. Furthermore, an outlier of the success ratio in form of an
irregular drop can be observed for a packet rate of about 175 kpps. As these observations could
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Figure 7.21: Performance Results for Remote CEP Engine Scenarios

be reproduced within multiple measurements, we consider these deviations from the performance
characteristics that were determined in the other scenarios to be emerging effects that are
caused by operating the several involved components jointly.

For scenario B, the typical sharp drop in the success ratio can be observed for a packet rate at
about 185 kpps. However, unlike for the results obtained in the other scenarios, the success
ratio already decreases gradually before the typical drop occurs from a packet rate of about 140
kpps on and thus we consider the maximum throughput for this scenario to be about 140 kpps.
Yet, the actual acceptable success ratio depends on the actual use case and thus the definition
of the maximum throughput may vary.

Furthermore, even for packet rate smaller than about 140 kpps, the success ratio for scenario B
is about 0.1 percentage points lower than the success ratio for scenario A. Yet, even though
the success ratio is smaller than what we observed in other scenarios, from about 80 kpps to
about 140 kpps, the success ratio for scenario B, by and large, does not change significantly.
Thus, we reason that the performance limit is not reached in this range of the packet rate.
The cause for the irregular difference to the typical results can be caused due to characteristic
effects of operating the event transformation on the processing node. One such effect is the
additional transmission of raw event via the communication infrastructure which does not
occur for scenario A and which adds one more step in which events are pooled. By involving
many pooling steps, events are delayed at various places such that the overall number of
event that are briefly held back accumulates and has a stronger influence on the success ratio.
Furthermore, operating the event transformation and the CEP engine on the processing node
increases the CPU utilization on the processing node such that initialization overhead has a
stronger impact as more CPU intensive components, such as the event transformation and the
CEP engine, are initialized at the same time. Thus, more events are dropped in the initial
phase of the measurements which decreases the success ratio even when no performance limit is
reached.

Taking the results for the CPU usage shown in sub-figure 7.21b into account, we can confirm our
assumption that operating both event transformation and CEP engine has a stronger influence
on the CPU utilization. For scenario A, the CPU usage of the sensor node reaches a maximum
of about 50% and the CPU usage of the processing node reaches about 35%. For scenario
B, the CPU usage of the sensor node is about 15% whereas the CPU usage at the processing
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node is about 65%. This shows that moving the event transformation from the sensor to the
processing node has a significant impact on the performance.

Furthermore, for the interpretation of the results it is important to take into account that the
employed CPU overall has four physical but eight virtual cores and that a CPU utilization of
50% typically corresponds to four CPU cores being fully loaded. However, the additional virtual
cores usually do not contribute as equally to the processing performance as the physical cores.
Thus, a CPU usage above 50% can be interpreted in the way that more than the physically
present CPU cores are utilized which leads to the conclusion that the processing node reaches its
performance limit when both event transformation and CEP engine are run on the processing
node.

7.7 Conclusion

Due to the high speed of computer networks, we consider the event throughput performance
as most important practicability aspect of event-driven NAaS. For assessing the practicabil-
ity of our approach and for identifying resources constraints, we performed a performance
analysis.

In order to allow a detailed analysis of effects of single components as well as of emerging effects
that arise when multiple components are operated jointly, we started by analyzing individual
components and subsequently considered increasingly larger compound systems. Based on these
results, we answer “RQ3: What are the performance limits of our NAaS approach and what is
the most relevant performance bottleneck? ”.

For the overall system, we measured an event throughput of up to about 175 keps. For small
computer networks with comparably low traffic throughput, respectively, in situations in which
not the entire traffic has to be analyzed, we consider this performance as sufficient for analyzing
network traffic with packet capturing. When other data sources that emit events with a lower
frequency than packet capturing such as netflows, connection tracking, or IDSs are used, our
approach is also feasible for larger scale scenarios.

Still, the applicability of our approach depends on the actual application scenario, which,
e. g., influences the rate of input events or the type of the employed data sources. However,
the work presented in this chapter already provides indicators for potential resource limita-
tions. Furthermore, the presented approaches and methods for measuring and evaluating the
performance can be used for determining the applicability in other application scenarios as
well.

With respect to RQ3, based on our results, we identified important limitations that provide
pointers for further potential for improving of our approach. The CEP engine component showed
a throughput of up to 1,000 keps. The event transmission measurements showed throughputs
of up to about 340 kpps when transmitting raw packet data. Furthermore, the results of the
CPU load and network throughput measurements that were obtained in scope of the event
transmission experiments indicate that the performance limit of the event transmission was
not reached yet. The packet capturing sensor with included event transformation, however,
delivered events with only up to about 260 keps. Consequently, we conclude that the most
important limitation in our current approach is the event data acquisition with the sensor
component and the event transformation.

113



7 Performance Evaluation

114



8 Improving Network Analysis and
Surveillance via Cooperation and
Self-adaptation

In chapter 7, we concluded that, in general, the throughput performance of our prototype
is sufficient for applying our approach practically. However, we also identified the sensor
performance as most important bottleneck.

In addition to these performance aspects, the effective use of distributed NAaSSs may also
become challenging with respect to other aspects such as operation and usability. Challenges
arise, e. g., from the complexity and size of a NAaSS or the speed with which processes in
computer networks and thus in NAaSSs occur.

Due to the distributed nature of computer networks, NAaS also has to be employed in a
distributed fashion. While distributed NAaS offers opportunities such as operating sensors
cooperatively, the distributed operation poses important challenges such as increased complexity.
For improving the sensor performance, we leverage a cooperative approach and thus we answer
“RQ4: Can the most relevant performance bottleneck be addressed by leveraging distributed
approaches? ” in this context.

On the other hand, we consider operation and usability in distributed scenarios as important
challenges for NAaS. Thus, this leads us to research question “RQ5: Can the increased
complexity of distributed approaches be addressed by leveraging self-adaptivity? ” that we will
also address with the work presented in this chapter.

In the remainder of this chapter, we first present an overview over the work discussed in this
chapter. Afterwards, we introduce the idea of dynamic distributed network traffic acquisition
that is discussed in this chapter. Then, we present a method for partitioning packet-based
network traffic which is a prerequisite for enabling cooperative traffic acquisition and processing
approaches. Following, we present a method for improving the acquisition of raw network
traffic with dynamic distributed remote packet capturing with self-adaptation capabilities.
Finally, we summarize our findings and discuss the impact of our work on RQ4 in a brief
conclusion.

8.1 Overview

As a consequence of the complexity and size of computer networks, NAaSSs likewise become
as complex and large as the corresponding computer networks. Moreover, computer networks
typically operate at increasingly high speeds and linked to the speed of computer networks,
occurrences in computer networks also happen increasingly rapidly. Furthermore, situations in
computer networks may change rapidly as well. Changing situations in computer networks may
be, e. g., fluctuations in the traffic load or re-configurations of network structures as may be
caused by, e. g., changes in routing paths, fail-over of broken links, or changes due to virtual
machine migration or software defined network reconfigurations.
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8.1.1 Employing Cooperation and Self-adaptation as further
Improvements

While we could already show in chapter 6 that EDA and CEP help to address important
requirements in scope of NAaS, such as flexibility, convergence of heterogeneous information
and data sources, or extendability, other aspects like performance or the operation and usability
of complex systems still pose important challenges. For addressing such challenges, besides
the general principles of EDA and CEP, more advanced approaches like cooperation and
self-adaptation can be employed. Thus, in this chapter, we present and evaluate methods for
improving NAaSS via cooperation and self-adaptivity.

As part of the work presented in this chapter, we present methods that employ cooperation
for addressing performance issues. We use the example of jointly operating packet captur-
ing sensors for illustrating that cooperative approaches can help to mitigate the impact of
resource limitations. However, operating multiple components jointly in a cooperated fash-
ion further increases the complexity as the cooperating components have to be coordinated
accordingly.

For addressing this complexity, it may be possible to employ a correspondingly large staff with
the required expertise. However, employing a large staff of experts is costly and allocating
highly qualified personnel to comparably routine tasks as operating a NAaSS may be a waste
of resources when the experts could be put in charge of more complex and demanding tasks
instead. Thus, it is beneficial for a NAaSS to offer means for reducing the complexity with
respect to usability as this allows a meaningful operation of a NAaSS with a smaller staff and
also enables less experienced personnel to still benefit from employing complex and sophisticated
NAaS approaches.

With respect to the speed of changes in NAaSSs, it may be possible to plan or predict certain
changes such that corresponding adaptations could be done manually in time. However, rapid
changes of the situation in a computer network may be too fast such that manually adjusting
the corresponding NAaSS is not effective. For addressing speed requirements with respect to
changes in computer networks, automated methods that do not rely on manual intervention
can be used.

Self-adaptivity can help to address both, complexity and speed, issues. On one hand, self-
adaptive systems can hide complexity from the user and thus ease the usability. On the other
hand, self-adaptive systems also help to accelerate reactions.

8.1.2 Packet Capturing as Example Use Case for our
Approaches

In chapter 7, we identified the operation of sensors for acquiring raw event data and trans-
forming raw data events into the common internal data format with event transformers as
important and resource demanding tasks that may present important bottle necks. Thus, for
the discussion of how cooperation and self-adaptivity can benefit NAaS, we use data acqui-
sition as example. While we use data acquisition as example for applying cooperative and
self-adaptive approaches to NAaS, these approaches can also be used in other areas of NAaS as
well.

Throughout the work presented in this document, we used packet capturing in order to
study a worst case scenario. Consequently, we use packet capturing for discussing aspects
of dynamic distributed remote data acquisition. Even though we use packet capturing as
example, the presented work can, at least partially, also be applied to other data acquisition
methods.
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We evaluated the effects of the presented methods via an empirical analysis. Among others, we
also performed benchmarks with a prototype similar to the performance evaluation presented in
chapter 7. In order to assure the comparability of the results, we based the architecture as well
as the implementation of the evaluation prototype for the experiments that were performed
in scope of the work presented in this chapter on the previously introduced architecture
and prototype presented in chapters 4 and 5. The architecture and implementation of the
prototype for evaluating the results presented in this chapter are straight forward extensions
of the previously presented architecture and evaluation prototype. In order to assure that
the effects that can be observed in the results truly originate from employing cooperative
and self-adaptive approaches, for comparing the effects of cooperation and self-adaptation to
the scenario without cooperation and self-adaptation, we specifically took care not to change
architectural and implementation aspects that may impact the results except introducing the
discussed cooperation and self-adaption functionality.

8.1.3 Simplifying Assumptions

For the work presented in this chapter, strong simplifying assumptions are made. We consider
a “static” interpretation of a traffic flow across a network. We assume that all the traffic that
is to be captured is transmitted across all employed sensors. Furthermore, it is assumed that
there is no orthogonal traffic such that all traffic that passes each sensor belongs to the traffic
flow that is to be captured. Additionally, no dynamic effects such as caused by routing are
taken into account.

The intention of the work presented in this chapter is to demonstrate the general feasibility
of using distribution and self-adaptivity for improving distributed NAaSS. We consider that
these assumptions do not impact the general idea of leveraging distribution and self-adaptivity
but only affect more complex application scenarios for which the presented methods can be
extended and enhanced. While it can be expected that in practice more advanced methods
are used, the presented methods form the basis for more sophisticated approaches and thus,
from our perspective, can be used as examples for demonstrating and evaluating the general
important aspects as well as for an empirical evaluation.

8.2 Dynamic Distributed Network Traffic
Acquisition

Motivation for distributing the acquisition of traffic in computer networks can be, e. g., per-
formance reasons or the need to acquire data from various locations. Due to performance
constraints, processing all traffic for acquiring traffic data at a single node in a computer
network may not be possible. Because of the large and complex structure, for gaining compre-
hensive insight into the occurrences inside a network, traffic has to be acquired at different
locations.

These challenges led to the development of a variety of distributed approaches for acquiring data
about computer networks. Examples of methods for improving the performance are coordinated
netflow acquisition [258, 48] or the coordinated application of data stream processing and
map-reduce techniques [40]. With respect to enhancing the acquired information examples
of methods are an approach for improving the coverage [195], an architecture and analysis
system for increasing the detection accuracy [42], or the federated analysis of data from various
stakeholders to uncover overarching phenomena [42, 170].
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However, in the existing literature, no comparable approaches for packet capturing had been
presented yet. Thus, we propose methods for distributed packet capturing [102] and for leverag-
ing self-adaptivity and dynamic features for improving distributed remote packet capturing
[96].

The general idea of dynamic distributed remote data acquisition is to install a grid of individual
sensors on various nodes in a computer network that can be used in a federated fashion. Each
sensor can be configured individually at runtime depending on the actual scenario and for
adapting to changing situations. For the coordination of sensors and the transmission of the
sensor data, we use a common communication infrastructure to which all sensors and the
controlling entities like front ends are connected.

In Figure 8.1, a generalized example of distributed sensor deployment is shown. As we do
not intend to show a working network topology but to show the most important aspects of
distributed sensor deployment, we use a simplified way for depicting the computer networks
and the nodes in them. Conceptually, sensors can also be deployed in multiple subnetworks
and even across locations like branch offices as indicated by the two network clouds that are
connected with a dashed line. However, in practice, WAN connections for interconnecting
remote locations are typically slower than LAN connections which impose stronger resource
constraints.

Figure 8.1: Generalized Example of Distributed Sensor Deployment

One problem when using distributed sensor infrastructures is the selection of deployment
locations for sensors as well as the actual deployment of sensors. For selecting and optimizing
deployment locations of sensors in distributed measurement infrastructures, various methods
had been developed [325]. We focus on remotely operating distributed sensors and dynamic
aspects like self-adaptivity.

8.2.1 Use Cases

The application and combination of remote and distributed sensors depends on the actual use
case. We consider four use cases
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• individual sensor operation,

• cooperative sensor operation,

• individual sensor operation with self-adaptivity,

• and cooperative sensor operation with self-adaptivity.

We think that these four use cases by and large cover the most important application scenarios
for distributed remote data acquisition in computer networks. In the following we will introduce
each scenario in more detail.

Individual Sensor Operation Sensors can be employed individually. Examples of using in-
dividual sensors are debugging of network services of the analysis of other local phenom-
ena.

Remotely capturing traffic is also possible via standard solutions like remote shell logins such
as SSH [320, 319, 211] or via specialized approaches like Remote Packet Capture (RPCAP)
[155]. However, these methods are typically statically configured and do not offer advanced
functionality like dynamically configurable capturing or dynamically configurable routing of the
captured traffic to arbitrary destinations.

Cooperative Sensor Operation

One problem that may occur when operating a single sensor is that the performance of the
sensor is not sufficient for processing and acquiring all network traffic. When a sensor reaches an
overload situation, eventually, traffic may be dropped during the acquisition such that incomplete
data is gathered which in turn may lead to incomplete of even misleading information. An
approach for counteracting such resource constraints of individual sensors is to employ multiple
sensors in a joint and coordinated fashion.

In Figure 8.2, a simplified example for coordinated traffic acquisition with multiple sensors is
shown. When it can be achieved that the traffic captured at each sensor is disjoint from the
traffic captured at all other sensors and when the traffic captured at each sensor sums up to
the total traffic, theoretically, for n sensors, each sensor only has to capture 1/n of the traffic
for acquiring all traffic overall.

Figure 8.2: Example Scenario for Coordinated Data Acquisition
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Individual Sensor Operation with Self-adaptivity

Instead of operating multiple sensors in a cooperated way, another way for coping with
performance constraints is to apply sampling. Sampling, however, purposely discards a certain
fraction of the network traffic in order to circumvent performance limitations. Thus, the
information that is gathered with sampling is incomplete. Still, as in overload situations of a
sensor data will be dropped randomly, it is beneficial to apply sampling methods for controlling
how and what data is dropped.

However, the network traffic load may change abruptly such that manual intervention may be
too slow in situations when the traffic load changes rapidly. For accelerating the reactions on
changing traffic loads, self-adaptivity can be used.

To capture the entire traffic as long as the performance is sufficient while still enabling optional
sampling when performance limits are reached and to assure timely adjustments, we use self-
adaptive operation of a single sensor. With self-adaptive single sensor operation, as long as the
sensor performance limit is not reached, all traffic will be processed and acquired. However,
when the performance limit is reached, the sampling will be dynamically configured depending
on the current situation such that the performance limits are not exceeded and the ratio of
captured traffic is still maximized.

Cooperative sensor Operation with Self-adaptivity

Cooperative sensor operation may have drawbacks. Potential problems are the order in which
packets are captured and processed or the synchronization of timestamps across all employed
sensors. Another problematic aspect may be the way how the subsets of the traffic are distributed
among the participating sensors. It may be possible, e. g., that packets belonging to the same
netflow or connection may be captured at different sensors such that the further analysis on a
netflow or connection level may require additional effort.

In order to minimize disadvantages as caused by the cooperative application of sensors while
still offering the advantages of cooperative sensor application for increasing the performance, the
cooperative data acquisition can be configured dynamically depending on the actual situation.
For the dynamic configuration of cooperative packet capturing, we propose a self-adaptive
approach as this enables to reply to rapid changes such as in network traffic load or available
sensor resources.

The general idea is that, as long as the sensor performance is sufficient, traffic is captured
at a single sensor. When the performance limits of the active sensors are reached, gradually
more and more sensors are activated as required for processing and acquiring the network
traffic without loss. For limiting negative effects due to scattering the acquired traffic at
multiple sensors, the number of active sensors will be minimized based on the actual traffic
load.

8.2.2 Limiting Resource Dissipation

Another important aspect for distributed remote packet capturing is the utilization of the
affected resources. For packet capturing, resources that are typically utilized are the CPU, the
memory, and I/O throughput. Additionally, for transmitting the acquired data in a distributed
scenario, network throughput will be used as well. The concrete mix of used resources and their
respective impact may vary depending on the actual scenario. Consequently, bottlenecks may
show up at various places and in different variations.
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For limiting the resource utilization of the system, we propose the dynamic configuration of the
system and its components at runtime. E. g., sensors can be deactivated as long as they are not
used in order to reduce the resource consumption. By dynamically configuring the system at run-
time, the system can be swiftly adjusted to changing situations.

Considering the example of packet capturing, acquiring packet data requires significant resources.
Thus, we chose the sensors of the distributed data acquisition system as examples for evaluating
the effects of dynamically configurable resources. For the dynamic configuration of the system,
the sensors can be configured to be in one of the following states:

• stopped,

• cold stand-by,

• hot stand-by,

• and active.

In the stopped state, the sensor software is not started. In the cold stand-by state, the sensor
software is running but the pcap capture loop was not yet started. In the hot stand-by state,
the sensor software is running and the pcap capture loop is active. However, in hot stand-by, a
pcap filter that discards all traffic is configured such as “less 1”, “len = 0”, or “dst 127.0.0.2”. In
the active state, the sensor software is running with an active pcap capture loop and a filter
that selects packets is configured.

8.3 Partitioning Network Traffic for Cooperation and
Sampling

For distributing the traffic acquisition among multiple cooperative sensors as well as for applying
sampling a criterion that can be used for configuring the amount of traffic that is acquired by a
sensor. In this section, we present a criterion for partitioning network traffic into disjoint subsets
that can be used for cooperative scenarios as well as for sampling.

The requirements for the partitioning criterion can be summarized as follows. The parti-
tioning criterion has to

• result in disjoint subsets

• that sum up to the total traffic

• for which the size of subsets should be “stable” and “roughly” uniformly distributed

• and the processing overhead for applying the criterion should allow packet processing at
the corresponding network speed.

In the following, we will explain these requirements and how they are fulfilled by our partitioning
criterion in more detail. Furthermore, an empiric evaluation of the suitability of the partitioning
criterion is presented.
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8.3.1 Completeness of the Partitioning Criterion

At first, the requirements that affect the completeness of the acquired network traffic are
discussed. For assuring that the complete network traffic is captured with a distributed sensor
setup, the subsets of traffic captured at each sensor have to be disjoint and the subsets of traffic
captured at all sensors have to sum up to the total traffic.

The requirement of acquiring disjoint subsets at each sensor can be formally expressed such
that for n sensors from 1 to n the subset Ck of data that has to be captured at each sen-
sor k has to be disjoint from the other subsets collected at all other sensors l such that

Ck ∩ Cl = ∅, 1 ≤ k < l ≤ n . (8.1)

Likewise, the requirement that the subsets that are acquired at each sensor sum up to the
total traffic can be formally expressed such that for n sensors from 1 to n the union of the
subsets of data Ck captured at each sensors k should sum up to the total traffic T such that

T =

n⋃
k=1

Ck . (8.2)

8.3.2 Stability and Uniformity of the Partitioning
Criterion

Furthermore, for the practical application in self-adaptive systems, the partitioning criterion
should be what we call “stable” and “roughly uniform”. With the term “stable” we describe
that the size of the subsets of traffic that are to be captured at the sensors does not vary
significantly over time. With “roughly uniform” we mean that the size of all subsets is roughly
equal, i. .e, the size of subsets is roughly uniformly distributed. For our approach to work, no
strict uniformly distributed size of subsets is required as we will explain in more detail in the
following.

While it is possible to also use a criterion that is not stable and not uniform, e. g., because
the size of the subsets varies, a stable and uniform partitioning criterion eases the application
as the distribution of the load among the sensors can be easier anticipated. For the work
presented in this document, more dynamic effects that cause an unstable and non-uniform
partitioning criterion are not taken into account and are considered to be beyond the scope
of the presented work. However, conceptually, the presented approach can be extended
for taking dynamic effects that cause unstable and non-uniform partitioning criteria into
account.

The stability of the partitioning criterion can be formally expressed such that the assigned
capture ratio rk ≈ |Ck|/|T | that has to be captured at each sensor k should not change
significantly over time. Ideally, the capture ratio should be rk = constant. The uniformity
of the partitioning criterion can be formally expressed such that for n sensors from 1 to n
the capture ratios that are assigned to each sensor should be equal such that for the ideal
scenario

|rk| ≈ |rl|, 1 ≤ k < l ≤ n , (8.3)

respectively, that the subsets should be equally sized such that

|Ck| ≈ |Cl| ≈
|T |
n

, 1 ≤ k < l ≤ n . (8.4)
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8.3.3 Modulo Operation as Partitioning Criterion and Associated
Performance Aspects

For partitioning network traffic into disjoint subsets on a per packet basis, the criterion for
partitioning the network traffic has to be applied to all transmitted packets. Consequently,
in order to allow a meaningful application of the partitioning approach, the operation that is
used for applying the partitioning criterion has to be resource efficient such that packets can be
processed at the appropriate speed.

Existing approaches for distributed netflow acquisition employ hash-based methods for parti-
tioning the network traffic and distributing the data acquisition [193, 258]. For the hash-based
approaches, typically, for each packet, a hash value is calculated over the five-tuple that defines
a netflow and the partitioning is done by splitting the hash space into multiple non-overlapping
ranges that overall cover the entire hash space.

However, the hash-based approaches require more computational effort than our approach
for various reasons. The data over which the hash value is calculated is located in different
locations of the packet header such that the corresponding header fields have to be extracted
for the hash calculation. The size of the data over which the hash value is computed can be
calculated based on the size of the corresponding header fields and is typically 13 bytes for
IPv4 respectively 37 bytes for IPv6. While hash calculations are typically optimized, they still
usually involve sequences of multiple simple operations.

During the research presented in this chapter, we discovered that it is possible to partition net-
work traffic on a per-packet basis with comparably simple bit-wise AND and equality operations
that operate directly on packet header data as-is. By using simple bit-wise AND and equality
operations that operate directly on packet header data, more complex operations like extracting
multiple header field values or computing hash values can be avoided. Furthermore, the size of
the header data to which the operations are applied is typically in the size from one to four bytes
such that the corresponding calculations can be done completely in the register of a CPU without
the necessity to store intermediate results in caches or memory.

As partitioning criterion, we use the residue classes of the module operation that is applied
to the values of packet header fields. By using the residue classes of the modulo operation as
partitioning criterion, the requirements for disjoint subsets and that all subsets sum up to the
total traffic is implicitly fulfilled.

In order to optimize the computations involved in applying the partitioning criterion based
on the modulo operation, we limit the modulo calculation to divisors of powers of two. For
divisors of the power of two, the calculation of the modulo value corresponds to a bit-wise AND
operation. Selecting a specific residue class adds another equality operation. Consequently, when
using residue classes as partitioning criterion, the partitioning operation boils down to bit-wise
AND and equality operations. Depending on the application scenario, multiple partitioning
criteria may be joined via Boolean algebra expressions or equality operations may be replaced
with larger or smaller than comparisons. Still, compared to hash-based methods, the complexity
and number of the involved operations is significantly reduced.

The partitioning criterion based on residue classes of modulo operations with divisors of powers
of two can be expressed directly using the pcap-filter syntax [138] as is used, e. .g, by tcpdump
[284]. In Listing 8.1, an example of a tcpdump statement using a pcap-filter that selects the first
residue class based on the mod4 operation for the IP version 4 [233] checksum field (ip[10:2]) is
shown.

Listing 8.1: tcpdump Statement with Subset Selection Based on mod4

tcpdump -i eth0 "ip[10:2] \& 3 = 0"
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On operating systems that use or whose packet filtering mechanisms are based on the Berkeley
Packet Filter (BPF) with JIT support, like Linux on x86_64, filters expressed in pcap-filter
syntax can be optimized via JIT at runtime [255]. As the modulo-based partitioning criterion
can be expressed in pcap-filter syntax it can benefit from the BPF JIT mechanism and thus
can be optimized with respect to performance. While the optimization potential of a JIT for
simple filter rules like the one shown in Listing 8.1 may not be obvious, more complex filter
rules, e. g., ones combining multiple partitioning criteria via Boolean algebra, may benefit more
from JIT optimization.

Additionally, the residue class based partitioning criterion allows to defined the granularity by
choosing the divisor value accordingly. While a divisor value of, e. g., 4 may be sufficient when
four equally powerful sensors are employed, higher divisor values can be used, e. g., when the
number of sensors is no power of two or when a non-uniform distribution of the capturing load
among sensors is desired.

8.3.4 Analysis of the Suitability of Header Fields

Besides the performance of the operation for partitioning network traffic, the practicability of
the modulo-based partitioning criterion also depends on the data to which the partitioning
criterion is applied. In our scenario, the data to which the partitioning criterion is applied are
the packet headers, more precisely the various packet header field values. The properties of the
partitioning criterion that are affected by the choice of concrete header fields are the stability
and uniformity of the partitioning criterion.

While it is conceptually also possible to apply the partitioning criterion to several subsequent
header field values, we focused on the analysis of individual header field values. Furthermore,
due to the nature of the modulo operation with divisors of powers of two applied to values
represented in binary format, typically the least significant bits have the highest impact and
thus using subsequent header field values would most likely only take the last header field value
in account anyhow.

In order to determine which packet header fields are suited best for the modulo-based partitioning
approach, we performed an empirical analysis comparing the suitability of various header fields
based on multiple packet trace data sets. Taking concrete header values into account is important
because our results show that the stability and uniformity of the partitioning criterion strongly
depend on the concrete data.

Furthermore, the results depend on the composition and type of the actual traffic. In order
to assure that our results are not affected by peculiarities of a single sample measurement, we
analyzed various traffic samples from various repositories and dates as well as custom packet
capture traces and packet traces acquired via simulation. As data sets from publicly available
packet capture traffic traces we used two randomly chosen samples from the “MAWI Working
Group Traffic Archive”1, which, e. g., contains traffic data from different trans-Pacific lines
between Japan und the United States of America as well as data taken from a traffic archive
at the University of Napoli “Federico II”2 which consists of TCP traffic with destination port
80 [59, 60]. As custom data sets, we captured real packet capture traces in a lab setup and
generated packet capture traces based on a network simulation with the ns3 network simulator
[119] 3. Overall, data sets from years 2002, 2004, 2006, and present as well as from various
scenarios like international exchange cables, campus networks, comparably small lab setups,
and network simulations were analyzed.
1http://mawi.wide.ad.jp/mawi/
2http://traffic.comics.unina.it/Traces/
3The ns3 simulation was contributed by a colleague of the author, Robin Mueller-Bady. The author wants to
thank Mr. Mueller-Bady very much for his contribution.
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For the analysis of the suitability of packet header fields for the modulo-based partitioning
approach, we focused on the protocols IP version 4, UDP, and TCP. For the sake of brevity, for
referring to packet header fields, throughout the discussion in this section, we usually use the
tshark [80] naming convention, respectively abbreviations that are based on the tshark naming
convention.

With respect to header fields values, some aspects are important for meaningfully applying the
partitioning criterion. In order to satisfy the stability and uniformity criteria of the partitioning
criterion, header field values should show variation over time such that the partitioning into the
corresponding residue classes based on the modulo operation by and large results in uniformly
sized subsets of packets for which the size of the subsets does not change significantly over time.
In order to satisfy the distribution and completeness properties of the partitioning criterion,
the value of a header field must not be changed on intermediate nodes such that it is the same
at all participating sensors. When header field values are not the same on all sensors, based on
the modulo operation, the same packet may be assigned to different subsets at different sensor
and thus be captured twice. In turn, other packets may never be captured when header field
values change between sensors.

Examples of header fields that may change their values on intermediate nodes during the
transmission of network packets are ip.ttl, ip.checksum, or the data link layer source and address
fields. When sensors are distributed across multiple subnets such that routing is applied between
sensors, the ip.ttl field will be changed at each hop and accordingly the ip.checksum will be
recalculated and change as well. Similarly, data link layer fields like the data link layer source
and destination addresses also typically change during the routing process. Consequently, for
selecting an appropriate header field as partitioning criterion, the sensor deployment scenario
and network topology have to be taken into account as well.

Header Fields Selected for Analysis

For our analysis, we excluded header fields for which it can be expected that they are not
suitable as partitioning criterion. The variation of header field values over time can be used
as indicator to estimate how unlikely a meaningful distribution of the sizes of subsets based
on the modulo-based partitioning approach can be achieved. When header field values do not
vary or only vary in small ranges it can be expected that the distribution of packets into the
corresponding residue classes will not be uniform enough. Thus, we excluded header fields
based on the variation that can be expected in the header field values over time. Examples of
fields that are likely to show limited version and thus were excluded are ip.version or tcp.flags.
An example of a corner case is the ip.ttl field, while the field is only 8 bit wide and it can be
expected that the same values often recur, we still included the ip.ttl field. Furthermore, fields
that depend on the network topology, like ip.destination or ip.source, were also not taken into
account as the variation of these fields depend on the topology.

On the other hand, certain field can be intuitively expected to be well suited as partitioning
criteria. Example of such fields are the checksum fields of IP, UDP, and TCP. As the checksums
are one complements of the one complement sums over the respective fields of the corresponding
protocol headers and pseudo headers they incorporate variation from multiple fields. Another
example for a header field that can be expected to work well as partitioning criterion is ip.id.
Because the ip.id field is intended to aid in the reassembly process of fragmented IP packets it has
to “uniquely as possible” identify packets and thus can be expected to vary over time. Overall, the
following fields were included in the analysis: ip.hdr_len, ip.len, ip.id, ip.frag_offset, ip.checksum,
ip.ttl, tcp.srcport, tcp.dstport, tcp.seq, tcp.ack, tcp.window_size_value, tcp.checksum, udp.srcport,
udp.dstport, udp.length, udp.checksum.
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Criterion for Assessing the Suitability of Header Fields

For the evaluation of the suitability of header fields as partitioning criterion, a corresponding
criterion is needed that can be used to summarize the suitability and which ideally can also be
used to compare the suitability computationally. In order to achieve uniformity and stability of
the partitioning criterion, the sizes of the subsets into which the traffic is partitioned should
be uniformly distributed. Our results show that, a strict uniform distribution is not necessary
but that it is already sufficient if the sizes of the subsets are “roughly” uniformly distributed.
Consequently, we chose a suitability criterion that can be used to reflect this “roughly” uniform
property.

At first, however, let us consider an example for possible distributions of header field values
in the respective residue classes. In Figure 8.3, a histogram of the number of values in each
residue class for ip.checksum, tcp.checksum, and tcp.ack for the modulo operation with a divisor
of 16 is shown.
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Figure 8.3: Histogram of the Residue Classes of mod16

Clearly, the values of the tcp.checksum and tcp.ack fields are not uniformly distributed into
the residue classes. While the corresponding results for the ip.checksum field may appear to
be uniformly distributed, there is actually variation in the results. According to our results,
the ip.checksum field is suitable as partitioning criterion whereas the tcp.checksum and tcp.ack
fields are not suitable.

One way for summarizing the uniformity of a discrete distribution is Pearson’s Chi-Square Test
[3]. However, our results showed that this test is too strict as it rejected constellations that
were still “uniform enough” for being used as partitioning criterion. According to Pearson’s
Chi-Square Test, e. g., the results for ip.checksum as shown in Figure 8.3 are not uniformly
distributed.
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Table 8.1: Example values of criteria for determining whether a header field is suitable as
splitting criterion or not

Header Field ip.checksum tcp.ack tcp.checksum ip.id
Criterion
Chi-Square p-value 0.00 0.00 0.00 1.00

Relative SD 0.05 2.74 2.91 0.01

Relative Delta 0.13 1.00 1.00 0.04

In order to not exclude working constellations due to too strict tests, we use “more relaxed”
indicators for determining the suitability. As more relaxed indicators, we use the relative
standard deviation

srel =
sx
x

(8.5)

and the relative delta (based on the maximummax(x) and minimummin(x) values)

∆rel =
max(x)−min(x)

max(x)
(8.6)

of the numbers x of elements in the residue classes for assessing the suitability of the header
fields as partitioning criteria. For both, relative standard deviation and delta, smaller values
indicate more uniformly distributed data. Additionally, we use these criteria to establish an
order of the suitability among header fields.

In order to get an impression of the relation of the results of the relaxed criteria, relative
standard deviation and delta, to the results of Pearson’s Chi-Square Test, we compare them to
each other. In Table 8.1, the corresponding values for the various criteria for the same results
and header fields as shown in Figure 8.3 are shown. Additionally, the results for ip.id are
shown as well. Please note that only two decimal places are shown and that the values are
rounded.

One important observations that can be made is that for ip.checksum, tcp.checksum, and tcp.ack
the rounded Chi-Square Test p-values are 0.00 and thus the distributions are not considered
to be uniformly distributed. For ip.id the Chi-Square Test p-value is 1.00, which indicates
that this distribution is uniformly distributed. However, when comparing the more relaxed
indicators, relative standard deviation and delta, for ip.checksum and ip.id to the results of the
tcp.checksum and tcp.ack fields, it can be seen that the results of the IP fields are comparably
close to each other whereas the results for the TCP fields are magnitudes higher. For the relative
delta, by the way it is defined, a value of 1.00 is the maximum.

Consequently, based on our observations and by using the results in Figure 8.3 and Table 8.1
as example, it can be seen that the relaxed partitioning indicators can be used as criteria
for assessing the suitability of header fields. However, the actual limits for these criteria
depends on the application scenario and may need to be discovered on a case-by-case ba-
sis.

Determination of Suitable Header Fields

We performed the evaluation of the practicability in two steps. In the first step, we analyzed
the effects of different divisor values and the suitability of header fields based on the various
packet capture traces that we used for the work presented in this section. In the second
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step, we used a prototype setup under lab conditions to test the practicability under life
operation.

For the analysis of effects of divisors, we chose two extreme cases, a header field for which we
observed a comparably good suitability, ip.checksum, and a header field for which we observed
comparably bad suitability, tcp.ack. In Figure 8.4, the relative standard deviation and delta
for the ip.checksum and tcp.ack based on the same data set as presented Table 8.1 and Figure
8.3 are shown for different divisors from 2 to 32. For the sake of readability, we do not depict
divisor values higher than 32. In Table 8.2, additionally, results for higher divisor values from
210 to 216 are shown.
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Figure 8.4: Comparison of Results for Different Divisors

By and large, starting from a divisor value of 2 and with increasing divisor values, the
corresponding indicator values increase as well. An exception is the relative delta for which no
further increase can be observed once the maximum of 1.00 was is reached. Furthermore, a clear
separation between the suitable header field, ip.checksum, and the unsuitable header field, tcp.ack,
can be observed. The increase in the indicator values for ip.checksum happens magnitudes
slower than the corresponding increase for tcp.ack. Comparing the relative standard deviation
values, ip.checksum and tcp.ack differ by a factor of about 100. For divisor values from 212 on,
the relative delta for ip.checksum is 1.00. However, a relative delta value of 1.00 just indicates
that there was at least one residue class with no matching element which for this divisor value
may also happen due to the size of the sample data set that was used for this evaluation. Overall,
the differences in the suitability indicators between a suitable and an unsuitable header field and
how the suitability indicators behave can be clearly observed.
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Table 8.2: Results for Powers of 2 up to 216

Criterion 210 211 212 214 216

ip.checks. (Delta) 0.66 0.84 1.00 1.00 1.00

ip.checks. (SD) 0.11 0.20 0.40 0.86 1.89

tcp.ack (Delta) 1.00 1.00 1.00 1.00 1.00

tcp.ack (SD) 15.94 22.54 45.08 90.17 180.34

For the final analysis of the suitability of the various header fields, we analyzed various small
data set excerpts from the various packet capture traces. We used small data sets because the
distribution in the residue classes is especially important for short time spans as all sensors
have an equal processing load at every point in time. Having a distribution of the partitioning
criterion over a long time period is problematic as it opposes the risk that effectively only a
single sensor at a time captures data such that there might be no benefits of the distributed
approach at all.

In Table 8.3, an excerpt of summarized results is shown. The depicted results are based on a
larger sample from the MAWI archive that was split into one second duration subsets. For the
shown indicator values, at first, we calculated the indicators for all subsets for divisors of 2 to 32.
Then, we calculated the mean of all subsets for each divisor and header field. Finally, the shown
mean values were calculated as the average of the means of all divisor values for each header field.
We consider the range of divisor values from 2 to 32 as sufficient as these values already provide
a good indication of the usability as could be seen in Figure 8.4 and Table 8.2. The results are
ordered in increasing order of the relative standard deviation.

While we focused on IP version 4, TCP, and UDP, we could generally show that header fields
may be suited for being used as partitioning criterion based on the module operation. However,
the suitability depends on the header field. As could be intuitively expected, the ip.checksum,
ip.id, and udp.checksum are best suited as partitioning criterion. However, unlike the intuitive
expectation, the tcp.checksum field is not in the range of the best suited header fields. For
other protocols, the suitability of the corresponding header fields can be evaluated following
our evaluation approach.

Practical Evaluation with a Prototype

The previous analyses of the suitability of header fields was based on packet capture traces
that were stored in files. While these analyses show that the modulo-based partitioning using
header fields is generally feasible for some header fields, the analyses only provide statistical
data but no practical insights from applying the proposed methods at run time. A practical
evaluation of the applicability of the proposed approaches is important because it evaluates
if the proposed approaches can be really used at run time in a live system. Consequently, we
performed a live evaluation of our proposed approach at run time using a simple prototype
setup.

In Figure 8.5, a conceptual overview over the prototype setups that were used for the practical
evaluation is shown. Overall, four different evaluation prototype setups and one reference setup
were used. In Figure 8.5, only two examples of the evaluation prototype setups, “S1” and “S2”,
are shown.

In order to limit side effects and to focus on measuring effects of the partitioning approach,
we chose to keep the evaluation setup as simple as possible. For all test setups, we used two
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Table 8.3: Summary of Indicators for Small Capture Durations over Time

Header Field srel ∆rel

ip.checksum 0.04 0.13

ip.id 0.07 0.24

udp.checksum 0.18 0.41

ip.ttl 0.54 0.75

udp.length 0.61 0.77

tcp.srcport 0.82 0.82

tcp.checksum 0.86 0.78

tcp.window_size_value 1.14 0.89

tcp.dstport 1.44 0.90

ip.len 1.54 0.96

tcp.ack 2.14 0.96

tcp.seq 2.49 0.98

udp.dstport 3.22 0.99

udp.srcport 3.22 0.99

ip.frag_offset 3.89 1.00

ip.hdr_len 3.91 1.00

computers “A” and “B” which were connected via different ways. For the evaluation prototype
setups, we used embedded class computers with multiple NICs that were configured as bridges
for connecting hosts “A” and “B” and that served as sensors, numbered using roman numbers
I to IV, at the same time. For the various evaluation prototype setups, “S1” to “S4”, 1 to
4 embedded class computer bridges/sensors were used. For the reference setup, we used a
common Small Office Home Office (SOHO) switch for connecting the computers “A” and
“B”.

Figure 8.5: Prototype Setups for the Empirical Evaluation

The embedded class computers were equipped with Intel R© Atom
TM

CPUs and were running
a standard Debian Linux installation [271]. However, please note that the concrete CPU
specifications differed among the employed computers. The bridging was configured using the
stock Linux bridging functionality [293]. For capturing the traffic, we used tcpdump and applied
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Table 8.4: Throughput and Latency Results without Capturing

Throughput [Mbps] RTT [ms]
Setup Mean SD Mean SD
HW Switch 979.3 1.09 0.20 0.00

S1 974.8 1.10 0.29 0.00

S2 969.9 1.69 0.36 0.01

S3 963.4 1.37 0.45 0.01

S4 961.7 1.51 0.50 0.00

the partitioning criterion via pcap-filter expressions. As partitioning criterion, the ip.id field
was used.

In order to assure repeatable experiments and comparable results, the traffic used during the
evaluation setup was generated deterministically with a tool. We used the tool to send UDP
traffic from host “A” to host “B”.

At first, we evaluated the impact of the various test setups on the network performance. For
these tests, we measured the throughput of the traffic that could be achieved with the data
generation tool as well as the Round Trip Time (RTT). For the measurement of the throughput,
each test run consisted of 50 measurements and for each measurement 10 Mbytes of data had
been transferred. For the RTT measurements, 1000 individual measurements were made for
each scenario. We performed measurements without capturing traffic at the sensors and while
capturing traffic at the sensors.

In Table 8.4, the throughput and RTT results for the various setups without capturing any
traffic are shown. As the standard deviation for both the throughput and RTT are comparably
small, we only show the mean for both metrics. For the evaluation prototype setups, S1 to
S4, it can be seen that the achievable throughput decreases with increasing number of sensors
while the RTT increases with increasing number of sensors. These effects can be expected as
each additional device in between the path from host “A” to “B” add more processing overhead
which increases the latency and reduces the throughput.

In Table 8.5, throughput and RTT results for the evaluation prototype setups while capturing
traffic are shown. In addition to the mean of the throughput, the median of the throughput is
also shown in order to allow a better assessment of the distribution of the throughput values.
Each setup was configured such that overall the entire traffic was captured and that the traffic
load was distributed among the sensors; i. e., for the S1 setup with a single sensor, the single
sensor was configured to capture all traffic, for the S2 setup with two sensors, each sensor was
configured to capture 50% of the traffic and for the other setups, the sensors were configured
accordingly.

One important result that can be observed is that the mean throughput increases with increasing
number of sensors and that the standard deviation of the throughput decreases with increasing
number of sensors. This can be explained by the load that is caused due to the packet capturing
process. For the single sensor setup, S1, all traffic has to be captured by a single sensor
such that the processing load on the sensor is higher than for setups with higher number of
sensors for which the load caused by the traffic capturing processes is shared among multiple
sensors. With increasing number of sensors, the ratio of traffic that has to be capture on a
single sensor decreases which results in a decreasing load and thus causes fewer side-effects
that affect the actual packet forwarding functionality of the bridge. With respect to the RTT,
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Table 8.5: Throughput and Latency Results while Capturing

Throughput [Mbps] Latency [ms]
Setup Mean Median SD Mean SD
S1 932.5 974.9 117.8 0.30 0.00

S2 938.0 969.4 81.9 0.38 0.00

S3 948.8 963.3 51.4 0.46 0.01

S4 957.2 961.0 20.0 0.52 0.00

Table 8.6: Ratios of Packets Selected for Reception per Sensor

Sensor I II III IV
Setup
S2 0.50 0.50 − −
S3 0.38 0.38 0.25 −
S4 0.25 0.25 0.25 0.25

we consider the differences in comparison to the scenario without capturing traffic as not
significant.

In the next step, we analyzed the selectivity of the filters. This analysis is important as
it shows the ratio of packets that were selected for capturing by applying the partitioning
criterion. Comparing the ratio of packets that were selected for capturing to the configured
ratio of packets that were intended for being captured based on the partitioning configura-
tion provides insight about how usable the partitioning criterion in a real-time live capture
scenario.

For the setups with 2 and 4 sensors, the ratio of packets to be captured at each sensor as
configured with the partitioning criterion was 50% for the 2 sensor setup and 25% for the 4
sensor setup. For the three sensor setup, it is not possible to configure a uniform distribution of
the load based on the partitioning criterion with the modulo operation using divisors of powers of
2. Thus, for this setup, we used a divisor of 8 and configured the partitioning criterion to yield a
distribution of the load of 3/8, 3/8, and 2/8 for the three sensors.

In Table 8.6, the ratios of packets as received for being captured by each sensor by applying
the corresponding partitioning criteria are shown. Please note that only two decimal places
are shown and thus the results are affected by round-off errors. It can be seen that the results
correspond to the ratios that were configured using the partitioning criterion. While the results
are rounded, the actual differences between the measured ratios and the configured ratios are so
small that round-off errors at the third decimal place result in an exact match of the measured
and configured ratios.

Finally, we analyzed the real advantage that could be gained by distributing the packet capturing
load among multiple sensors. In this analysis the actual capture performance of the sensors
and the increase in capturing performance by employing multiple sensors is assessed. For
this analysis we calculated the absolute and relative capture ratios for each sensor as well
as overall for the absolute capture ratio. The absolute capture ratio is the quotient of the
number of captured packets, for each sensor or overall, over the total number of transmitted
packets. The relative capture ratio is the number of packets that were captured at a sensor
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Table 8.7: Absolute Capture Ratios

Sensor I II III IV Total Gain
Setup
S1 0.27 − − − 0.27 −
S2 0.26 0.36 − − 0.62 2.30

S3 0.24 0.35 0.25 − 0.83 3.07

S4 0.23 0.24 0.24 0.15 0.86 3.19

Table 8.8: Relative Capture Ratios

Sensor I II III IV
Setup
S1 0.27 − − −
S2 0.51 0.76 − −
S3 0.63 0.94 0.99 −
S4 0.90 0.97 0.98 0.59

over the number of packets that were supposed to be captured based on the partitioning
criterion.

In Table 8.7, the absolute capture ratios for the various setups and for each sensor and overall
as well as the gain that could be achieved by leveraging multiple sensors in comparison to the
one sensor scenario, S1, is shown. In Table 8.8, the relative capture ratios for the various setups
and for each sensor are shown.

On important result that can be seen in Table 8.7, is the increase of the absolute total capture
ratio which increases with increasing number of sensors. Corresponding to the increase in the
total capture ratio, the gain that is achieved by adding more sensors increases as well. The
differences in the increase of the total capture ratio and the gain when successively adding
sensors can be explained by the varying performance of the sensors. Additionally, for the three
sensor scenario, S3, it has to be taken into account that the capture load was not uniformly
distributed among all sensors but the first two sensors had a higher assigned ratio of 3/8 while
the third sensor only had to acquire 25% of the total traffic.

The sensor performance can be compared by using the relative capture ratios for the four sensor
scenario, S4, as shown in Table 8.8. From the analysis of the selectivity of the pcap-filters for
implementing the partitioning criterion shown in Table 8.6 it can be seen that the ratio of
traffic that is to be captured at each sensor is equal. Consequently, differences in the relative
capture ratio indicate performance differences among the sensors. Based on the results shown
in Table 8.8, it can be seen that sensors II and III are most powerful, followed by sensor I, and
finally sensor IV is the least powerful sensor. Based on the different performance of the various
sensors, the differences in the increase of the total capture ratio that can be observed in Table
8.7 can be explained.

With respect to the absolute capture ratios as shown in Table 8.7, it can be seen that the
absolute capture ratio for some sensors, e. g., sensor I, decreases as more sensors are added.
However, comparing these effects to the corresponding relative capture ratios as shown in Table
8.8, it can be seen that the relative capture ratios increase as more sensors are added. The
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increase of the relative capture ratios can be explained as the ratio of traffic that has to be
captured at each sensor decreases as more sensors are added while the sensor performance
remains the same.

Overall, it can be seen that the partitioning of network traffic based on the residue classes
of the modulo operation applied to packet header data generally works. We could show that
some header fields are better suited than others. Furthermore, the evaluation of traffic in
packet capture traces as well as the evaluation using a prototype shown that the proposed
distributed packet capturing approach is feasible. In our prototype setup, we could measure a
performance increase up to a factor of 3.19 when using four sensors compared to just a single
sensor.

8.4 Self-adaptive Distributed Remote Packet Capturing
with Sampling and Cooperation

While the approach on distributed cooperative packet capturing already represents a significant
improvement for distributed data acquisition in computer networks, manually configuring,
adjusting, and maintaining a distributed sensor setup has disadvantages. One disadvantage is
that all changes require manual intervention and thus take time until they are implemented and
require man power for implementing them. Furthermore, expert knowledge, e. g., for analyzing
the relevant data, such as performance metrics of sensors and networks, drawing conclusions,
planing changes, and implementing changes is required. These disadvantage unnecessarily
complicate the application of distributed approaches in NAaSSs.

For easing the usability and for increasing the response time with respect to changed situations,
self-adaptation capabilities can be employed. A self-adaptive system is capable to change itself
to changed situations to a certain degree.

The aim of the work presented in this section is to present a proof of concept that the capabilities
of distributed event-driven NAaS as presented in this document can be meaningfully extended
with self-adaptivity such that the improved approach becomes easier to use, can adapt faster
to changing situations, and offers more advanced functionality for remotely acquiring data.
For the demonstration of the feasibility of the proof-of-concept, we use the existing data
acquisition capabilities of the NAaS approach, such as remote, distributed, and cooperative
packet capturing, as basis and extend these capabilities with self-adaptation functionality. For
analyzing the feasibility of the presented approaches, we implemented a prototype that can be
directly integrated with the NAaSS prototype that we used for the evaluation of the general
distributed event-driven NAaS concepts as shown in section 5.

In the remainder of this section, we first introduce the self-adaptivity approach and architecture.
Afterwards, we present results of an empirical validation that we performed with a prototype
implementation.

8.4.1 Approach and Architecture

For the discussion of our approach, we will refer to the architecture of the prototype implementa-
tion. However, the presented approaches can be largely applied in general to distributed sensor
architectures as shown in Figure 8.1 as-is. For the research and the evaluation of the discussed
concepts, we developed a prototype implementation, DRePCap.

The general idea of DRePCap is to provide a proof-of-concept for the possibility to employ
distributed remote sensors that can be operated individually but that can also be used jointly
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and for whose operation self-adaptation is used in order to ease the usability and to accelerate
the speed with which changes are implemented. In order to demonstrate the general applicability
of self-adaptivity and remote sensor operation, the DRePCap prototype was implemented such
that it integrates with existing applications and that individual components can be easily
exchanged. Among others existing packet processing applications like Wireshark [315] can be
seamlessly used with DRePCap for processing the acquired data.

The presented self-adaptivity concepts can be extended or adapted for being used with arbitrary
components in a NAaSS. The most important changes that need to be done for applying
the presented methods to other components are the adjustment of the corresponding metrics
and load distribution mechanisms. In the presented discussion, data acquisition with packet
capturing is used as example for which the packet drop rate is used as performance metric and
the designated capture ratio is used as load distribution mechanism. For adapting the presented
self-adaptivity mechanisms to the CEP component, e. g., the ratio of unsuccessfully processed
events could be used as metric and the load distribution mechanism could aim on distributing
the event processing across multiple CEP engine instances.

In Figure 8.6, an overview over the architecture of DRePCap, is shown. In this overview, we
purposely only show the parts that are relevant for the DRePCap system. However, as the
communication infrastructure is the same as for the remaining NAaSS and because of the
event-driven operation, the presented system can be seamlessly integrated with the remaining
NAaSS. Similarly to our NAaS approach, DRePCap components can be dynamically added
and removed at runtime.

Figure 8.6: DRePCap Architecture Overview

For orchestrating the overall system, all entities in DRePCap connect to a centralized communi-
cation infrastructure. Via the communication infrastructure, data, commands, and monitoring
information are exchanged.

Conceptually, sensors can be deployed at arbitrary remote locations as long as it is possible
to connect to the communication infrastructure. However, performance constraints, e. g., due
to low throughput connections, may limit the practical usability. Sensors send the captured
packet data, and monitoring data to and receive commands via the communication infras-
tructure. The monitoring data contains information such as the number of received packets,
the number of forwarded packets, or the number of dropped packets. Commands can be
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used for changing the stand-by state of a sensor as well for setting the designated capture
ratio.

The controlling instances are combined in the so called “DRePCap front end”. While in our
scenario the DRePCap front end consists of several components, the self-adaptivity controller,
the administration front end, and the FIFO output, conceptually, the individual components of
the front end could also be deployed separately. Based on the monitoring data from the sensors,
the self-adaptivity controller computes the current state of the system and if needed sends
commands to sensors for adjusting the capture settings for adapting to the current situation.
Third-party applications such as Wireshark can use the data from DRePCap via a named
pipe, which we also refer to as “FIFO”. The administration front end is used for controlling
DRePCap.

Conceptually, the DRePCap approach not only allows the use of distributed remote sensors
but it is possible that the DRePCap front end is also used distributedly from multiple remote
locations by multiple users. Essentially, DRePCap is a proof-of-concept for a network traffic data
acquisition architecture in which sensors, destinations, and controlling entities can be, to certain
degree, freely distributed. Factors limiting the free distribution are, e. g., resource constraints
in the corresponding computer networks. However, while DRePCap conceptually allows multi
user operation, in the proof-of-concept prototype, no mechanisms for controlling concurrent
access to resources such as sensors, are integrated such that concurrently accessing the same
resource by multiple users may cause unpredicted behavior. As the discussion presented in
this chapter focuses on distribution and self-adaptation of the data acquisition, we consider
multi-user and concurrency aspects to be out of scope.

Another aspect for a remote and distributed system with possibly multiple users are access
control and security mechanisms. With respect to access control and security mechanisms, the
focus of the presented work is not on establishing sophisticated authentication and access control.
However, such mechanisms can be easily implemented as the communication infrastructure
builds up on existing and established MoM technologies. An example for restricting certain
privileges could be to assign more restrictions to the control channels that are used for changing
sensor configurations but to enable a wider access to the monitoring information. Likewise,
privacy and confidentiality requirements can be implemented for restricting the access to the
gathered data.

For the joint operation of multiple sensors, it is typically not practical to analyze the data
streams from the sensors individually but the data from the individual sensors has to be merged
into a single data stream. For merging the data from multiple sensors into a single data stream,
the “merger” component is used. When solely individual sensors are used without cooperation,
the merger component can be omitted.

In Figure 8.7, an overview over the feedback loop for single sensor self-adaptivity is shown. The
feedback loop is similar to the one presented by Brun et al. [39].

Figure 8.7: DRePCap Feedback Loop Overview for Single Sensor Self-adaptivity

136



8 Improving Network Analysis and Surveillance via Cooperation and Self-adaptation

Based on the monitoring data from the sensors, the Maximum Send Rate (MSR) for a sensor is
determined. The MSR defines with which rate data can be sent from the sensor to the commu-
nication infrastructure. For determining the MSR, various strategies can be used. We chose to
use a strategy that minimizes the packet drop rate for determining the MSR. An alternative
strategy for determining the MSR is, e. .g, to minimize the difference between the capture rate
and the rate of sent packets such that the capture rate does not exceed the rate of sent packets.
Another alternative could by to manually configure a static MSR, e. g., based on prior manual
experiments. Other factors that could influence the MSR are, e. g., resource provisioning for
reserving resources for other processes that are executed on a sensor in which case only a
fraction of the theoretically possible MSR would be assigned.

Based on the MSR, the capture ratio is calculated and based on the capture ratio filter rules are
generated for configuring the sensor accordingly. While the capture ratio is usually a quotient
in the range from 0 to 1, the capture ratio can typically not be expressed precisely in terms of
filter rules as the filter rules do not allow arbitrary precision. The filters are generated in a way
such that the closest matching filter rule resulting in an actual capture ratio that is smaller
than the calculated capture ratio is chosen. Finally, the sensor is configured with the respective
filter rules by sending a corresponding command to the sensor.

The self-adaptation for multiple cooperative sensors is based on the single sensor self-adaptation
mechanism. Besides avoiding overload situations, another aim of the cooperative self-adaptation
approach is to reduce the number of active sensors as motivated in section 8.2.1. Conse-
quently, we use an overflowing load distribution approach [22] which aims on fully loading
the available resources before using new resources. Essentially, by and large, the single sensor
self-adaptivity method presented above is used for each sensor and the multiple sensors are
coordinated.

8.4.2 Evaluation Results

We evaluated the dynamic and self-adaptive capabilities with the DRePCap prototype in a test
setup. In Figure 8.8, an overview of the setup that was used for the evaluation is shown. Hosts
“A” to “D” were identical computers that were configured as DRePCap sensors. On host “E”,
the remaining DRePCap components, communication infrastructure, merger, and front end,
were run.

Usually, it can be expected that the network in which the data is acquired by the sensors, the
monitored network, and the network via which the DRePCap data, commands, and monitoring
information is exchanged, the control and data exchange network, are the same. However, in
order to avoid side effects and to allow a precise analysis, we chose to separate the two networks.
For this separation, hosts “A” to “D” were equipped with two NICs. Both networks operated at
Gigabit Ethernet speed.

All hosts were consumer class personal computers. Hosts A to D where configure with Intel R©

Core
TM

i5-3330 CPUs with 3.0 GHz and 4 GB RAM. Host E was configured with an Intel R©

Core
TM

i7-3770 CPU with 3.4 GHz and 8 GB RAM.

In addition to being configured as sensors, hosts “A” and “D” were also used for generating traffic
in the monitored network. This simulates a situation in which sensors are operated on clients and
servers which is one possible application scenario for our approach.

For generating the traffic, we used a custom tool that consisted of a receiver and a sender
component. With the sender component, UDP traffic can be sent at configurable packet rates
with configurable datagram sizes. The receiver component is used for measuring the effectively
achievable throughput.
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Figure 8.8: Generalized DRePCap Test Setup

For capturing the traffic, we used a capture or snap length of 96 bytes, which means that at
most the first 96 bytes of each transferred packet are captured. As most header data of packets
is typically contained within the first 96 bytes of a packet, we consider using this snap length
as a realistic use case.

Reference Measurement and Analysis of the Impact on the Network
Performance

One scenario for employing the sensors is to deploy sensors on client and server systems. The
additional load caused by the sensors, however, may impact the performance of the systems on
which the sensors are deployed on. As the focus of the analysis is on computer networks, we as-
sessed the performance with respect to the network throughput.

For assessing the impact of running sensors on computer systems that also perform other tasks
than acquiring traffic data with respect to the network throughput, we used a simplified test
setup that focuses on the hosts that are involved in the traffic generation and reception. Thus,
the simplified test setup only consisted of hosts “A” and “D” of which both were used as sensors
and for generating respectively receiving data. We did not include hosts “B” and “C” as these
hosts are not involved in the traffic generation and reception and are only attached via mirror
ports, respectively a network tap, and thus do not significantly influence the throughput in the
monitored network.

We performed various measurements without sensors and with sensors in various activation
states, cold stand-by, hot stand-by, and active. For the active scenario, we additionally
performed measurements with the sensor software being limited to a single CPU core and
unlimited allowing the sensor software to use all CPU cores.

In Figure 8.9, the results of the measurements for assessing the impact of running sensors on the
network throughput are shown. For these measurements, we sent traffic at various IP datagram
sizes and measured the resulting packet rates. Additionally, the theoretical packet rate for
Gigabit Ethernet is shown as solid black line.
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Figure 8.9: Packet Transmission Rates for different DRePCap Scenarios

Table 8.9: Activation Times

Duration from State x to Active [ms]
State Mean Standard Deviation
Stopped 2513.2 30.2
Cold Standby 89.7 5.9
Hot Standby 5.5 0.4

When no sensors are run and no traffic is captured, the maximum achievable throughput is about
800 kpps. The limitation in this scenario is the performance of the tool we used for sending and
receiving traffic. In the cold stand-by state, the results by and large equal the results for the
“no capturing” scenario and thus we did not depict these results explicitly. For the hot stand-by
scenario, the maximum achievable throughput is in the magnitude of about 650 kpps. When
actively capturing traffic, the maximum achievable throughput in the limited scenario is about
600 kpps and in the unlimited scenario it is about 450 kpps.

It can be seen that running the sensors on computers that perform other tasks than just traffic
acquisition impacts the performance. It can also be seen that the different activation states of
the sensors, as proposed and implemented for DRePCap, help to improve the performance as
with decreasing activation state from active, over hot and cold stand-by, to stopped, result in
higher maximum throughput.

Activation Time Analysis for Standby States

One important aspect with respect to the activation states is the time that it takes for activating
a sensor from a respective activation state. In order to assess these times, we performed tests
in which we measured the time it takes for a sensor to change from a given activation state to
actively capturing traffic.

In Table 8.9, the results of these tests are shown. For each result, we performed 50 measurements
for which the mean and standard deviation are shown.
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With increasing activation state, from stopped, over cold standby, to hot standby, the acti-
vation time decreases down to about 5.5 ms for the hot standby scenario. Based on these
results and on the results shown in Figure 8.9, it can be seen that the various activation
states help to find a trade-off between performance impact and activation time of a sen-
sor.

Cooperative Data Acquisition Performance

As next evaluation step, we analyzed the cooperative data acquisition with multiple sensors.
For these tests, the full test setup was used with varying numbers of sensors from one (“Single”)
to four (“Quad.”) sensors. In order to reduce side effects of running the sensors on the traffic
generation, we limited the sensor software on all hosts to a single CPU. While the sensor
software on hosts “B” and “C” does not affect the traffic generation, we still limited the sensors
on these hosts to a single CPU as well for the sake of comparability of results. The acquired
data was sent to the DRePCap infrastructure on host “E” and was merged into a single data
stream. The overall data acquisition performance was measured on host “E” via a test consumer
instance that received data from the merged stream.

In Figure 8.10, the results of these measurements are shown. As performance indicator for
the data acquisition, we use the capture ratio which is defined as quotient over the number
of packets received by the test consumer over the number of packets that were sent in the
monitored network. Additionally, we depict the traffic load in the data exchange network that
was caused by transmitting the acquired data.
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Figure 8.10: DRePCap Capture Ratios and Traffic Load for up to four Sensors

By and large, the capture performance increases linearly with the number of employed sensors.
Analogously, the maximum traffic load in the data exchange network also increases approximately
linearly with the number of cooperating sensors. The highest achievable capture rate overall is
about 580 kpps for the four sensor scenario. The ultimate limitation in this case was the traffic
generation as the traffic generation is also impacted by running sensors as discussed for the
results shown in Figure 8.9.

The drop in the traffic load that can be observed for the results with the highest capture
rate is because of the packet size of 64 bytes that was used for generating traffic with the
corresponding throughput. As a snap length of 96 bytes was used throughout all experiments,
for all measurements except for the 64 byte packet size scenario, 96 bytes were captured per
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packet and were transferred via the communication infrastructure while for the 64 byte packet
size scenario only 64 byte were captured and transferred.

Performance Analysis with Non-restricted Sensors

For the results of the measurements shown in Figure 8.10, the traffic generation performance
was impacted by the sensors that were run on the traffic generation hosts and thus the
maximum packet rate of the traffic in the monitored network was reduced. In order to
measure the capture performance with the full packet rate as can be achieved with our packet
generation tool, we performed an additional experiment in which only hosts “B” and “C”
were configured as sensors. For this experiment, hosts “A” and “D” solely served as traffic
generators and receivers respectively and thus the traffic generation tool could run at full
speed.

In this experiment, the sensor instances on host “B” and “C” were run without limitation with
respect to the available CPU cores. Experiments were done with a single sensor and with a
dual sensor setup that worked analogously to the previously discussed results with cooperative
sensors for which the results were shown in Figure 8.10.

Additionally, we used this setup to analyze the effects of using compression. The only change
that was done for the compression tests was to enable compression with either Snappy [245]
or LZF [204]. As all other factors were unchanged, the effects of compression can be directly
compared to the results without compression.

In Figure 8.11, the results of the experiments with the setup using the higher traffic load in
the monitored network and with compression are shown. As we could not identify significant
differences between the results using Snappy and LZF, we solely depict the results for LZF in
order to allow a better readability of the diagram.
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Figure 8.11: DRePCap Maximum Throughput and Compression Comparison

The achievable capture rate for the single sensor scenario without compression is about 500
kpps. With compression, the capture rate for a single sensor drops to about 480 kpps. For
the dual sensor scenario, the capture rate without compression is about 780 kpps and with
compression it is about 760 kpps. Again, the actual limitation in the two sensor scenario
without compression is the traffic generation.
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With respect to compression, we could observe a reduction in size of the traffic in the data
exchange network down to about 26.53%. At the same time, the capture performance was
reduced to about 93.78% which can be explained by the additional overhead for compressing
the data.

Self-adaptivity Evaluation

For the evaluation of the self-adaptivity techniques, we performed multiple repeated experiments.
During the experiments, we used various changing load scenarios and also different combina-
tions of parameters affecting the adaptation. In the following, we discuss two characteristic
experiments, one for a single sensor scenario and one for a cooperative scenario, as examples in
more detail.

In the experiments, we used the packet rate in the monitored network as controlled or indepen-
dent variable. During each experiment, we varied the packet rate in the monitored network and
observed the adaptation process of the DRePCap system.

In Figure 8.12, an overview over the results of the single sensor experiment example are shown.
For the single sensor scenario, self-adaptive sampling was used. The aim was to avoid drops,
indicated as red line, due to overload situations while aiming at an as high as possible capture
ratio. For simulating a sensor with limited performance, we limited the sensor software to only
use a single CPU core.

As measure for the maximum sensor performance, we used the MSR, indicated as thick gray line,
which is a measure for the maximum rate with which packets can be sent from the sensor to the
communication infrastructure. In our experiments, we dynamically determined the MSR based
on the observed data. The width of the gray line used for indicating the MSR is intended to
reflect the range within which no adaptation occurs. In order to avoid superfluous adaptations
to minor changes in the observed variables, we defined a range from the computed MSR down
to a given threshold for which no adaptation was done.

The current rate with which packets are captured is indicated as blue line. The current rate
with which the captured packets are sent to the communication infrastructure is shown as green
line.

At first, as long as no drops occurred yet, the MSR is undefined. Once packet drops occur, the
MSR is calculated based on the current sensor performance as can be seen in Figure 8.12 at a
time index of about 14s. If needed, the MSR is further adjusted.
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Figure 8.12: DRePCap Single Sensor Self-adaptive Sampling Results
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The performance limit of the sensor is actually already reached at a time index of about 10s.
At this time, the capture rate starts to exceed the sent rate. The reason why drops do not
occur instantly is that the sensors are configured with a buffer for handling bursts in the packet
rate. Once the buffer is filled at a time index of about 14s, packets have to be dropped. Based
on the packet drop avoidance MSR calculation strategy, the MSR is calculated and the capture
ratio, indicated as orange line, is adjusted such that the overload situation is avoided. The
effect of applying the capture ratio can be seen as the rate of captured packets decreases and
does not fall in-line with the packet generation rate anymore. Furthermore, it can be seen that
packet drops are avoided from there on.

As long as the sensor performance does not change, the MSR has to be only calculated once
and further adaptations occur faster and without dropping packets. However, the algorithms
implemented for the prototype are capable to further reduce the MSR if possible. While more
dynamic ways for adjusting the MSR could also be implemented, the presented prototype
serves as a proof-of-concept and thus we did not implement more advanced self-adaptivity
mechanisms. However, for future work, we consider extending our prototype to further improve
its performance and adaptation capabilities.

For assessing the effects of further dynamic changes of the traffic load in the monitored network,
we further varied the packet generation rate. At time indices of about 23s and 30s, the packet
generation rate was step-wise increased. When the packet generation rate increases, it can be
observed that the capture rate increases as well for about 2 seconds. After two seconds after
the respective increase of the packet generation rate, the capture ratio is adjusted and thus the
capture rate goes back below the MSR. The reason for the delay in the reaction to the changed
input packet rate is due to interpolation that we applied in order to smooth peaks or bursts.
Generally, it can be seen that the system adapts to increasing traffic load and that packet drops
are successfully avoided.

In order to assess the behavior with respect to adaptation to decreases in the input packet rate,
we step-wise decreased the packet generation rate from a time index of about 37s on. For the
first packet rate decreasing step at time index of about 37s, it can be seen that the adjustment of
the capture ratio takes about 7 seconds and happens not until time index of about 44s. Besides
the 2 second delay due to the interpolation mechanism, the effect that primarily contributes to
the 7 second delay is the intermediate buffering that we use for compensating bursts of data in
conjunction with the fact that we used the rate of packets sent from the sensor as criterion
for adjusting the capture ratio for decreasing traffic load. After the packet generation rate
was decreased, at first, in addition to the packet data from the current traffic, the data from
the buffer is sent at full speed until the buffer is empty. This effect shows in the diagram as
difference between the capture and the sent rates from time index of about 37s to about 43s.
Once the buffer is empty, the packet sent rate decreases and the adaptation mechanism adjusts
the capture ratio accordingly.

For the packet rate decreasing step at time index of about 51s, it can be observed that the
adaptation occurred in two steps. Due to the interpolation, the first adjustment did not
attribute to the whole effect of the packet rate change such that eventually, a second adjustment
was performed. This example shows the effect of the mechanisms we applied for limiting
superfluous adaptations. While the capture ratio is gradually adapted, the adaptation occurs
in steps within certain intervals. Finally, with the decrease of the packet capturing rate at time
index of about 58s, the capture ratio is adjusted back to 100% such that the entire traffic is
captured.

These experiments show that the single sensor self-adaptive approach helps to avoid packet
drops while aiming at achieving an as high as possible capture ratio. The results show that
the method is capable to determine the performance limit and to adjust to increasing and
decreasing input packet rates dynamically at run time.
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In Figure 8.13, an overview of the results for the cooperative sensor experiment example are
shown. The general aim of the cooperative scenario example was to show that cooperation of
multiple sensors can be dynamically enabled and extended when needed. The optimization
aim was to limit the number of cooperatively capturing sensors while still capturing the entire
traffic. As performance metric for the individual sensors, the MSR was used. The MSR for
each sensor was dynamically determined at run time using the packet drop avoidance strategy
as introduced for the single sensor scenario.

For the cooperative experiment, we used three sensors. The sensors were each running on a
different host and were limited to using a single CPU core.

Similar to the single sensor scenario, the packet rate, depicted as purple line, was the independent
or controlled variable that we varied during the experiment. The send rates of the sensors
with which data about the captured packets were sent to the communication infrastructure
are shown as stacked area diagrams in different green shades. The packet drop rates for each
sensor are shown as solid, dotted, and dashed red lines. As indicator for the overall capture
performance, the rate with which packets were received from the merged data stream is shown
as orange dashed line.
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Figure 8.13: DRePCap Cooperative Self-adaptivity Results

At time index of about 5s, the traffic generation is started. Only the first sensor is active at
the beginning. The peak in the send rate at this time index can be explained by the start of
the sensor during which the forwarding and sending of data starts slowly until the full speed is
reached. During this start phase, the captured packets that cannot be sent at the appropriate
speed yet, are stored in the buffer until the send speed increased and the buffer content is
sent.

At a time index of about 20s, the traffic load is further increased. Due to the buffering mechanism,
packet drops do not occur instantly but with a delay. It can be seen that the packet generation
rate exceeds the send rate until, at time index of about 23s, packet drops occur. Once packet
drops are detected for the first sensor, the MSR for the first sensor is calculated and the system
is adapted accordingly. The adaptation includes setting the capture ratio at the first sensor in
order to limit the rate of incoming packets such that it can be processed by the first sensor and
the activation and configuration of the second sensor such that it captures the remaining subset
of packets that are not captured by the first sensor.

At time index of about 42s, the traffic load was increased further. The observable effects are
similar to the effects for the increase at time index of about 20s. The adaptation happens
analogously to the adaptation at time index 20s with the difference that the load is now
distributed among three sensors.
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When the operational parameters of sensors do not change, the determination of the MSR for
each sensor usually to be done only once. Later adaptations occur faster and drops can be
avoided.

When decreasing the traffic load, the adaptation aim is that the number of sensors is minimized
while still capturing the entire traffic. During the experiment for which the results are depicted,
the traffic was decreased at time indices of about 70s and 83s. It can be seen that, with
decreasing traffic load, sensors are deactivated step by step.

Overall, the results of our experiments show that the self-adaptive operation of sensors is possible
with individual as well as with multiple sensors. The self-adaptation mechanisms fulfilled the
set adaptation aims and operated the sensors as intended.

8.5 Conclusion

As computer networks are distributed, NAaSSs have to be distributed as well. However, even
though distributed NAaS offers certain opportunities such as operating sensor cooperatively,
we also consider distributed aspects as important challenges as the complexity of the overall
system increases. Thus, in scope of the discussion presented in this chapter we could address
“RQ4: Can the most relevant performance bottleneck be addressed by leveraging distributed
approaches? ” and RQ5: Can the increased complexity of distributed approaches be addressed by
leveraging self-adaptivity?.

In chapter 7, we identified the acquisition of network traffic data as most relevant performance
bottleneck of our approach. Thus, in this chapter, we presented ways for improving network
traffic acquisition with dynamic and distributed approaches. We researched and evaluated these
approaches using the worst case example of packet capturing.

At first, we introduced the general idea of distributed network traffic acquisition based on
packet capturing. Then, we presented an approach for partitioning network traffic such
that multiple sensors can be operated jointly for improving the network traffic acquisition
performance.

While the joint operation of sensors for increasing the performance is an opportunity that is
offered by distributed NAaS, the benefits have to be paid with increased complexity which
complicates the operation and usability. In order to address this increase of complexity and
to improve the operation and usability, we introduced an approach for dynamic self-adaptive
distributed network traffic acquisition.

Our results show that cooperative sensor operation helps to improve the data acquisition
performance. Thus, with respect to “RQ4: Can the most relevant performance bottleneck
be addressed by leveraging distributed approaches? ”, distributed NAaS has the potential to
further improve the applicability of the NAaS approaches that are discussed in this docu-
ment.

Additionally, our self-adaptive approach helps to automate and ease the operation and usability
of these advanced distributed approaches. Consequently, with respect to RQ5 we can answer
that these examples show that challenges due to the complexity of distributed NAaS can be
tackled with self-adaptivity.
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9 Addressing Coalescence Problems by
Fitting Network Analysis and
Surveillance Systems to the Network
Structure

In the performance evaluation in chapter 7, we already identified performance as a critical aspect
that may negatively impact the analysis results. Furthermore, in chapter 8, we introduced
approaches for addressing performance constraints with cooperative and self-adaptive approaches
using the example of data acquisition via packet capturing.

However, another type of performance related problems may arise in distributed deployments. In
this chapter, we address “RQ6: May the distributed nature of our approach cause additional per-
formance issues and how can these be addressed? ”. In network-wide NAaS, a problem is that data
accumulates more and more and thus more and more resources are required for processing the
data. We refer to this type of issue as the “coalescence problem”.

In this chapter, at first, we introduce the coalescence problem in more detail. Afterwards, we
discuss the capability of cascading EDA and CEP systems for addressing the coalescence problem
by fitting the structure of NAaSSs to the network structure. Then, we present an empirical
analysis to determine if NAaSSs can be meaningfully cascaded and if the coalescence problem
can be solved this way. Finally, we finish with a brief conclusion.

9.1 The Coalescence Problem
Explained

The coalescence problem is closely related to computer network topologies. Thus, at first, we
have to take a look at topologies of computer networks.

For illustrating the coalescence problem, we use the largely simplified view on a network topology
that we introduced in section 2.2.1. For the sake of clarity, in Figure 9.1, we show this topology
again and repeat its characteristic features that are relevant for discussing the coalescence
problem in the following. We use a tree-like structure whose elements are associated to different
layers depending on the nesting respectively abstraction level and use the layers for referring to
the various nesting respectively abstraction levels from top to bottom. The highest abstraction
level is located at the top, shown as level n in the figure, which can also be said to correspond to
the innermost level and, when seen as a tree, corresponds to the root. The important properties
of this interpretation of a computer network topology are that the majority of computers is
located at the lowest or outermost level 0, or when seen as a tree at the leafs, and that from
there on, the structure converges with each higher layer. The computers at the lowest level,
like workstations, are grouped in subnetworks which are in-turned combined to increasingly
larger subnetworks.
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Figure 9.1: Generalized Example of a Computer Network for Illustrating the Coalescence
Problem

The characteristic of many entities converging to fewer entities when going upwards in our
simplified network topology model can also be described as “fan-in”. Respectively, the opposite,
few entities spreading out to more, can also be described as “fan-out”. While we use a largely
simplified tree-like model for describing the coalescence problem, we still consider this model as
sufficiently realistic for this purpose because the primary influencing factor of the coalescence
problem, with respect to the network topology, is the fan-in which is sufficiently illustrated by
our simplified model and which is also shared with the other more sophisticated models for
modeling network topologies [5, 262, 31, 32, 33, 114, 107].

Furthermore, in order to ease the identification, analysis, and understanding of the aspects of
the coalescence problem, we only consider data streams in upward direction of the network
topology. While this is another simplifying assumption, this simplification is sufficient for
illustrating the effects of the coalescence problem and possible solutions. The discussed aspects
and solutions can be extended to also take other combinations of data stream directions, such
as downwards or horizontal, into account. However, we consider such extensions to be beyond
the scope of the work presented in this document.

Due to the fan-in characteristic, the data acquired at the computers located at the lowest
or outermost layers of a network topology increasingly accumulates when the data is passed
upwards in the network topology. Because of the coalescing data flows, the volume of data that
has to be processed at increasingly higher layers grows more and more, which may eventually
lead to resource problems such that the adequate processing of data is impacted. Affected
resources may be, e. g., CPU, memory, or network throughput.

The coalescence problem further worsens when higher-level connections have lower throughput
than lower-level connections. Such situations may occur, e. g., when branch offices using LANs
for the local communication are connected via comparably slower WAN connections. A Reason
that contributes to worsening the situation in such a scenario is, e. g., the circumstance that
locally in each branch office events can be forwarded via the network with at comparably high
rates through the LAN infrastructure while in the overarching context, the event rates are
limited by the WAN throughput. Furthermore, it is likely that important events occur faster as
the processes in the local networks can also operate faster due to to the higher speed of the
LAN infrastructures.

148



9 Addressing Coalescence Problems by Fitting NAaSSs to the Network Structure

9.2 Addressing the Coalescence Problem by Cascading
Network Analysis and Surveillance
Systems

One general way for approaching the coalescence problem is to adjust the available resources to
the resource demands required for processing the more and more accumulated flows of data.
Adjustment options are, e. .g, upgrading of network connections in order to allow higher data
throughputs or upgrading of computers with faster CPUs and more memory for increasing
the data processing performance. When data processing problems can be split or parallelized,
another option is to increase the number of computers that are used for processing the data
[256, 58, 216].

Adjusting the available resources to the increasing demands, however, has limitations. On
one hand, adding more and more resources is typically costly both for buying or upgrading
the hardware and for operating and maintaining the corresponding systems. On the other
hand, even when the costs are unproblematic, the available resources are still constrained by
factors like the maximum speed of CPUs or the degree to which a problem can be meaningfully
parallelized.

Another way for tackling the coalescence problem is to adjust the resource demands for processing
the more and more accumulated flows of data to the available resources. With respect to
network throughput, a simple way for adjusting the resource demands is to leverage lossless
compression methods for reducing the volume of the transferred data as we also employed and
analyzed in subsection 7.4.6. Other approaches purposely use lossy data reduction methods
while still aiming on preserving as much information as posible [228, 1]. However, the potential
improvements are limited by the achievable compression factors and the improvements have to
be paid with increased computational overhead.

Another way for reducing resource demands is to reduce the number of events that are forwarded
upwards along the network topology. One drawback of reducing the number of forwarded events
is that information may be lost. An advantage is that this approach is not limited, e. g., by
fixed resource limits. By reducing the number of forwarded events, the amount of information
that is extracted, processed, and forwarded can be weight up against the resource utilization
for processing the data.

In [127], methods for summarizing data for network monitoring are presented and evaluated.
While the work presented in [127] does not explicitly target at event-driven scenarios, the
presented methods serve as examples for the general approach of reducing the amount or
volume of data in network monitoring contexts. In [207], Obweger et al. present an approach
for composing increasingly complex event patterns from simpler event patterns. In our work
discussed in this section, we cover architectural aspects in near real-time event-driven NAaS
scenarios and present simplified event patterns as proof-of-concept for demonstrating the general
applicability.

The number of events that is forwarded can be reduced in two ways. Firstly, events can be
simply filtered such that only selected events are forwarded. Secondly, events can be summarized
in complexer events and only the summarizing complexer events can be forwarded. Ways for
“summarizing” events are, e. g. grouping of events over time via so called time windows or the
detection of complexer patterns in event streams.

Based on the multi-tiered structure of the computer network topology model shown in Figure
9.1, the reduction of forwarded events can be done at various levels. Reducing the number of
forwarded events at an arbitrary level allows to keep as much information as long as possible
when transferring events upwards in the topology and only to reduce the number of events
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when resource limitations occur. Furthermore, the number of events can be reduced at several
arbitrary levels which allows a staged approach in which events can be removed step-by-step
whenever resource limitations are met at a specific place.

From the system architecture perspective of a NAaSS, allowing the reduction of events at
arbitrary levels of a network topology requires that components for filtering, summarizing, or
correlating events are deployed at the corresponding levels and places of the topology. Such a
deployment can be, e. g., achieved with a cascaded multi-tiered system architecture as shown in
Figure 9.2. The shown architecture example was chosen to match the topology of the example
computer network topology as shown in Figure 9.1.

Figure 9.2: Multi-tiered EDA/CEP Architecture for Fitting a NAaSS to the Network Structure

For the example architecture, we use cascaded CEP systems that are deployed in a multi-tiered
constellation. Sensors for acquiring data and emitting raw events are located on the computers
at the lowest level. While, for the sake of simplicity, sensors are only depicted at the lowest layer,
in a real world scenario, sensors could be also located at higher levels, e. .g, routers connecting
several network segments could be used as sensors as well. Similarly, while CEP systems could
be also conceptually deployed on the computers at the lowest level, we did not depict them in
this way here.

In this cascaded approach, the CEP systems on lower levels respectively the sensors on the
lowest level are event producers for the CEP systems at the next higher level. Filtering,
summarizing, and correlating of events as well as the handling of the communication is
abstracted in the CEP system nodes. With such an architecture, the number of events can
be reduced at any arbitrary level and the operations that are applied to the events can be
chosen to summarize event data such that the overall loss of information due to the reduction
of the number of events can be efficiently reduced while limiting the number of events that are
forwarded upwards along the network topology. Furthermore, thanks to the distributed event
processing, the load for processing events can also be distributed among the participating CEP
systems.

In this subsection, we purposely used a largely simplified computer network topology and
correspondingly a largely simplified architecture of a multi-tiered CEP systems. However,
for real world scenarios that show other computer network structures, the presented example
system architecture can be easily extended to also include, e. g., forwarding of events downwards
the network topology or to exchange events horizontally between CEP systems on the same
level.
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9.3 Determining if a System can be Meaningfully
Cascaded

The system architecture is one important aspect for creating a cascaded and distributed NAaSS.
However, an at least equally important aspect is that the tasks that are performed by an NAaSS
can be meaningfully cascaded. In this subsection, we analyze whether tasks in NAaS can be
meaningfully cascaded.

9.3.1 Event Hierarchy Structure

For cascading the event processing in a multi-tiered event processing system as shown in Figure
9.2, the corresponding event hierarchies have to be split such that different parts of an event
hierarchy are processed at different levels in the event processing system. The easiest way
for splitting event hierarchies for cascading the event processing is to split event hierarchies
horizontally at event hierarchy levels.

However, splitting event hierarchies for cascading the event processing may become more
complicated when event types are directly derived across multiple levels of an event hierarchy.
When a complexer event type in an event hierarchy is directly derived from a simpler event
type across multiple event hierarchy levels, the simpler events have to be forwarded unchanged
and unfiltered across multiple levels in the cascaded multi-tiered event processing system,
which lessens the benefit of cascading the event processing. Thus, as one simple indicator for
determining whether tasks in event-driven NAaS can be meaningfully cascaded, we use the
derivation relations in event hierarchies.

We say that an event hierarchy Hx is suitable for cascading the event processing if all complexer
event types are solely derived directly from event types at the directly preceding event hierarchy
level. This means that for all direct derivation relations rTy,Tz ∈ RHx in an event hierarchy Hx,
for which the hierarchy levels are numbered in one-increments, the difference of the hierarchy
levels ∆lH (Ty, Tz) = lH(Tz)−lH(Ty) is less 1. In Figure 9.3, an example of an event hierarchy that
we consider suitable according to our criterion is given. In Figure 9.4, an event hierarchy that does
not fulfill our proposed criterion is shown as counter example.
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Figure 9.3: Event Hierarchy Example A
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Figure 9.4: Event Hierarchy Example B

9.3.2 Event Reduction Factor

The criterion presented in the preceding subsection is a simple indicator for determining whether
tasks in an event-driven system can be split for cascading the processing in a multi-tiered
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architecture. However, for tackling the coalescence problem, the number of events that is
forwarded in the multi-tiered processing system has to be reduced more and more as events
are forwarded to increasingly higher layers. Consequently, the factor by which the number of
events can be reduced is another important aspect.

In our scenario, we measure the reduction of the number of events for each event pattern in
an event hierarchy. Aspects that influence the reduction factor are, e. g., the event patterns
that are applied to event streams and the composition of the event streams to which the event
patterns are applied. The number of events that match a certain event pattern may, e. g.,
vary depending on the situation in the application domain. Furthermore, the situation in the
application domain may vary over time such that the reduction factors of event patterns varies
as well.

In the field of computer networks, e. g., an event pattern for detecting DoS attacks will not match
any event as long as no DoS attack is going on. However, when a DoS attack occurs, the number
of events that are emitted by the corresponding pattern will rise.

Another way for reducing the number of event patterns is to use window-based aggregation of
similar events. The general idea of window-based aggregation is to summarize similar events in
fewer aggregated complexer instead of forwarding all original simple events. Window-based
event aggregation can be employed, e. g., on a time window basis such that for any occurrence
of similar events within a defined time window only a single event is emitted or on a event
count basis such that only a single event is emitted for every n similar events. Furthermore,
such window based methods typically allow to summarize the data, e. g., with means of simple
statistics.

A benefit of window-based event aggregation compared to other types of event patterns is
that the reduction factor can be adjusted to certain degrees by the way the event patterns are
defined, e. g., by setting the time window respectively the limit for the count-based approach.
However, when there is no similarity among events in an event stream, summarizing events
based on their similarity does not work. Consequently, these aggregation methods only help
to reduce the number of events in situations when a sufficiently high ratio of similar events is
encountered in an event stream.

9.3.3 Empirical Analysis

The criteria we use for evaluating whether tasks can be meaningfully split for tackling the
coalescence problem largely depend on the actual event patterns, event hierarchies, and the
composition of the processed event streams. Consequently, for the evaluation of the cascad-
ability of event-driven NAaS, we performed an empirical analysis with event patterns that
can be used in the field of NAaS and input events based on packet capturing of network
traffic.

As use cases we chose detecting denial of service attacks, brute force attacks, and congestion
situations which can be considered typical use cases from the field of NAaS. We already
introduced the event hierarchies, event patterns, and the corresponding details for these use
cases in section 5.2.4. In Figures 9.5 to 9.7, the event hierarchies are shown again in order to
allow a better overview.

In all event hierarchies, complexer events are solely derived from events at the directly preceding
event hierarchy level. Thus, with respect to the event hierarchy order, all hierarchies show
a structure that is potentially suited for cascading the event processing in a hierarchically
structured system.
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While we analyzed two alternatives for the even hierarchy for detecting DoS attacks, the
hierarchies for both alternatives are also structured such that complexer events are solely
derived from simpler events at the directly preceding event hierarchy level. Essentially, for
the event hierarchy with less event types which we call “a” simply the event types “C” and “D”
were removed such that only event types “A”, “B”, “E”, and “F” are left which are subsequently
directly derived in this order. We call the event hierarchy that includes event types “C” and “D”
event hierarchy “b”.

In complexer systems it may be difficult to discover hierarchical event patterns that are suited
for cascading the processing and to optimize the placement of event patterns. For addressing
these issues, a range of various research approaches exists for which, in the following, we outline
some examples. In [256], Schultz-Møller et al. present a system that was specifically designed
for enabling re-writing of CEP queries with the aim of distributing the processing. In [207],
Obweger et al. present an approach for aiding users of CEP systems in discovering hierarchical
event patterns. In [251], Schilling et al. present an approach on optimizing the rule placement
in distributed CEP systems. For optimizing the placement of event patterns in scenarios with
mobile entities, Ottenwälder et al. [217], presented a method for migrating operators in CEP
systems. Another way how the distribution of event patterns can benefit is by the re-use of
intermediate results [169].

For the analysis of the reduction factor, we used sample data sets for each use case. We
processed these data sets with the event patterns, counted the number of events for each event
type, and calculated the ratios of numbers of events for each complexer event type compared to
the number of raw input events.
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Table 9.1: Results for the DoS Scenario

Data Ratio for Event Type [%]
Set A B C (abs.) D E F

I.a 100.00 69.81 – – 4.70 1.36
I.b 100.00 69.81 0.00 14.64 4.88 1.40
II.a 100.00 93.42 – – 6.17 1.76
II.b 100.00 93.42 0.00 19.89 6.42 1.84

For the creation of the data sets, we simulated each of the three scenarios that were to be
detected via the event patterns individually. For the DoS attack use case, we simulated a denial
of service attack by flooding TCP SYN packets with the mausezahn packet generator [112]. For
the brute force attack scenario, we used SSH with password authentication and tried to guess
the credentials via brute force by repeatedly connecting to the SSH server and trying various
user name and password combinations. For the congestion detection scenario, we used the ping
command for sending and receiving ICMP echo request and reply packets and used netem [294]
for selectively adding delay to the corresponding network interface. Furthermore, all data sets
included traffic that we consider as “normal” that was generated, e. g., with a web browser, an
e-mail client, DNS requests etc.

In Table 9.1, the results for the DoS attack scenario are shown. Due to the way a SYN flood
DoS attack is performed, the attack traffic predominates the remaining “normal” traffic. We
used two data sets “I” and “II” which were processed with the two alternative event hierarchies
“a” and “b” as shown in Figure 9.5.

As the attack traffic predominates the “normal” traffic, the percentage of events of type “B” is
comparably high because, in this experiment, these events are primarily caused by the actual
SYN flood. Events of type “C” are used in the sense of the absence pattern, which is indicated
with “(abs.)”, such that the non-occurrence of these events is required for the subsequent events
to be derived.

The further reduction of the number of events, for event types “D”, “E”, and “F” depends on
the actual circumstances of the event processing and correlation such as the employed event
patterns or the speed with which events are fed into the CEP engine. The depicted results
are intended to serve as example. Possible configuration parameters that can be adjusted are,
e. g., for the event patterns the timer duration for the detection of the absence pattern or the
duration and threshold values of the time windows for the detection of the flood events. By
and large, it can be observed that the remaining number of events for event types “D”, “E”, and
“F” is step-by-step reduced.

In Table 9.2, the results for the brute force attack scenario are shown. While in the brute
force attack scenario, similarly to the DoS attack scenario discussed before, the attack traffic
typically also dominates the “normal” traffic, the domination characteristic is not as strong
and the composition of the normal traffic may have a stronger influence on the overall traffic
characteristic. Consequently, we used three different data sets, “I”, “II”, and “III”, for the analysis
of the brute force attack scenario.

Please note that the data sets were acquired in a live network setup. Thus, a data set may
contain packets of connections that were started before the capturing of the data set was begun
as well as packets of connections that were not yet finished when the capturing of the data set
was stopped. Consequently, the numbers of events, especially for the event types “B”, “C”, and
“D”, may be affected by this characteristic. We consider this characteristic as realistic because
typically a monitoring device will be deployed in an already running network environment.
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Table 9.2: Results for the Brute-force Scenario

Data Ratio for Event Type [%]
Set A B C D E F G

I 100.00 2.29 2.22 2.22 2.19 2.19 1.97
II 100.00 1.75 1.83 1.45 1.45 1.45 1.28
III 100.00 2.14 5.16 1.55 1.07 1.07 0.82

Table 9.3: Results for the Congestion Situation Scenario

Data Ratio for Event Type [%]
Set A B C D E

I 100.00 8.14 8.14 8.14 0.47
II 100.00 19.67 19.66 19.66 0.30

However, when monitoring equipment will be run continuously, the effects of this characteristic
can be expected to lessen with extending operation time.

By and large, it can be seen that the highest reduction of the number of events happens
when deriving the TCP connection established and finished event types, “B” and “C”, from the
raw input event type “A”. The percentage of events for the TCP connection duration event
type “D”, ranges from about 1.45% to about 2.22% which corresponds to reduction factors
of about 45 to 69. From event type “D” on, no such significant further reduction can be
observed.

However, brute force attacks aiming on guessing credentials for a service or host are typically
directed at specific hosts. Thus, for events belonging to such attacks the target IP address can
be expected to be the same for a higher number of events. Consequently, for event types “E”,
“F”, and “G”, window-based aggregation methods can be used for further reducing the number of
events. One possibility is, e. g., to summarize the number of short SSH connections, event type
“F”, based on the target IP address as count in events that are aggregated in a time window and
to trigger the detection of brute force attacks based on simple count thresholds or to use anomaly
detection methods for dynamically analyzing the count values.

In Table 9.3, the results for the congestion situation scenario are shown. As the ratio of the traffic
that is analyzed by the event pattern, the ICMP echo request and reply packets, compared to
the other traffic that is not taken into account by the event patterns, may vary, we used two data
sets for the analysis for which we varied the traffic composition.

The first reduction of the number of events occurs when deriving the ICMP related event types,
“B” and “C”, from the raw input event type “A”. For data set “I”, events of type “B” and “C” make
up about 8.14% of the input events each respectively about 16.28% of the input events when
summed up which corresponds to reduction factors of about 12.3 respectively 6.1. For data set
“II”, events of type “B” and “C” make up about 19.7% of the input events each respectively about
39.4% of the input events when summed up which corresponds to reduction factors of about 5.1
respectively 2.5. Compared to the summed results for event types “B” and “C”, the number
of events for event type “D” is reduced to about a half which is implied due to the way event
type “D” is derived. Finally, the number of events for the congestion situation detected event
type “E” are further reduced to 0.47% respectively 0.3% of the overall number of raw input
events. Furthermore, similarly to the SSH brute force attack scenario as shown in Figure 9.6
and Table 9.2, events of event type “E” could be further reduced with means of window-based
aggregation.
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9.4 Conclusion

During our work on addressing “RQ6: May the distributed nature of our approach cause
additional performance issues and how can these be addressed? in this chapter, we iden-
tified the coalescence problem of increasingly accumulating data as one potential problem
in distributed deployment scenarios of our NAaS approach. The coalescence problem may
become problematic, e. g., in large scale deployment scenarios or when resources, e. g., net-
work throughput for transferring the data in a NAaSS because of slow WAN connections, are
limited.

Depending on various factors, coalescence problems can be addressed by cascading the processing
of events in multi-tiered event processing systems. Two influencing factors are the order of
event hierarchies which can be used as simple indicator and the ratio by which the number of
events can be reduced by applying event patterns.

An analysis of three typical use-cases in the field of NAaS showed that all three tasks can
be meaningfully distributed in cascaded multi-tiered event processing systems. Furthermore,
besides the inherent event reduction by matching event patterns to event streams for deriving
complexer events, window-based event aggregation can be used to reduce the number of events
even further.

In our example scenario, we could show that the coalescence problem can be addressed by fitting
the NAaSS to the network structure. Additionally, we present two indicators for evaluating
whether the coalescence can be addressed.

156



10 Improving the Integration of Sensors
and Components in Event-driven
Network Analysis and Surveillance

In chapter 8, we presented approaches for improving distributed event-driven NAaS by leveraging
cooperation and self-adaptation. In chapter 9, we discussed how issues of accumulating data in
a distributed NAaS scenario can be addressed. The work presented in these chapters focused
on the distribution property of distributed event-driven NAaS. However, the results of our
performance evaluation presented in chapter 7 indicate that data acquisition on a single sensor
and the corresponding event transformation are also important and resource intensive tasks,
which may represent important bottlenecks.

Hence, in this chapter we address “RQ7: What is the most relevant performance limit of
our approach in a non-distributed scenario and how can it be addressed? ”. We start with the
example of the sensor and event transformation component and then generalize our discussion
to arbitrary components in event-driven systems and also include more programming language
combinations. The example of the sensor and event transformation component also affects
“RQ3: Can event-driven principles be meaningfully applied to NAaS? ” in the sense that we
identified the sensor and event transformation performance as important bottlenecks. However,
as the focus of the work presented in this chapter is on individual aspects of improving sensor,
event transformation, and the integration of components in event-driven systems and not on an
overall NAaSS, we consider that the primary impact of the presented work is on RQ7. Still, as
sensor and event transformation are important parts of our NAaS approach, our results also
impact RQ3 to some degree.

From the perspective of the logical data flow in our event-based NAaS approach, sensor and
event transformation are the first data processing steps that take place when data enters
the system and thus the behavior and the performance of sensors and event transformation
potentially affect the entire further downstream processing of events. Additionally, offloading
simple but resource intensive tasks like the event transformation to the sensors helps to reduce
the resource utilization in the upper layers in the event processing infrastructure and the freed
resources in the upper layers can be used for more demanding and challenging tasks such as data
analysis and event correlation. Consequently, we consider the sensor and event transformation
performance as a critical factor for the overall system and thus research potential for improving
the sensor and event transformation throughput performance.

Furthermore, we found that the integration of low-level data sources, such as packet capturing or
netflows, with higher-level infrastructures, such as the communication middleware or CEP engine
components that are used in our prototype, requires the interoperation of various non-directly
compatible programming languages. Aside from the integration of sensors, such programming
language barriers may also play important roles when integrating other components in a
large overall system. Hence, we further extend our research, presented in this chapter, to the
analysis of the integration of components in various programming languages with the focus on
event-driven systems.
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In the remainder of this chapter, we first present approaches for improving data acquisi-
tion and event transformation in sensors using the example of packet capturing. Besides
the bridgeability of programming language barriers in this context, we also introduce more
advanced data processing approaches such as a dynamic approach that leverages a DSL for
data extraction and self-adaptivity. Afterwards, we present a more generalized analysis of
the impact of programming language barriers in event-driven systems and analyze how batch-
based operation can be used for improving the throughput. Finally, we finish with a brief
conclusion.

10.1 Network Traffic Acquisition and Processing with the
Java Virtual Machine

Aside from the low-level data acquisition functionality, our evaluation prototype is primarily
implemented in Clojure and Java which are based on the JVM. We purposely chose JVM-based
languages as there is a large and lively ecosystem of languages, libraries, and frameworks around
the JVM that aim on providing abstractions for easing complex tasks like distribution, data
processing, or communication.

Traditionally, acquiring and processing raw network traffic data at low abstraction levels is
primarily done with languages like C as these languages provide the required soft- and hardware
low-level functionality and also allow to craft sophisticated optimizations [66, 246, 90, 249].
However, languages and ecosystems that offer sophisticated abstractions like those around
the JVM are increasingly used for implementing system for acquiring and processing low-level
network traffic data [170, 156, 94, 96, 240, 40, 241, 161].

Ecosystems like the ones surrounding the JVM can be used to complement the low-level func-
tionality as provided by the traditional methods based on languages like C with higher-level
functionality such as communication infrastructures, advanced data processing approaches, or
convenience functionality for implementing, operating, and maintaining complex systems. How-
ever, even though JVM-based approaches are increasingly used also for acquiring and processing
data originating from low-level network traffic data sources, the existing research typically only
considers the overall systems [170, 156, 94, 96, 240, 40, 161] and not the specific aspects of
network traffic acquisition and processing with the JVM.

Thus, in this section, we discuss and analyze various aspects of acquiring low-level network
traffic data with the JVM using the example of packet capturing with Clojure and Java and
present approaches for improving the state-of-the-art in this context. We chose to use packet
capturing as it is typically considered a worst case scenario with respect to resource demands
in the field of acquiring network traffic data.

While we focus on packet capturing, the presented methods can be also applied in a wider scope.
A potential application area is, e.,g., the acquisition of netflow or connection tracking data.
Furthermore, the presented methods can also be used in other application domains in which
similar requirements for acquiring data in raw or binary formats and extracting information
into other representations exist.

In the following, we first discuss aspects and improvements of network traffic acquisition and
processing with the JVM. Then, we present and discuss results of an empirical evaluation or
our approaches that were obtained with a prototype.
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10.1.1 Aspects and Improvements of Low-level Network Traffic Data
Acquisition and Extraction with the Java Virtual
Machine

The intention of the presented work is to outline challenges and potentials in various areas and
at various levels of abstraction and thus the covered aspects are

• raw traffic data acquisition,

• extraction and transformation of data,

• leveraging Domain Specific Languages (DSLs) for dynamic configuration,

• and self-adaptive adjustment based on performance constraints.

We purposely chose these methods to cover various abstraction level from raw data over
complexer data structures to increasingly dynamically capabilities such that the discussion of
the analyzed methods builds up on each other. To some extent, depending on the actual use
case and scenario, these methods can also be used individually. Moreover, the covered tasks
and abstraction levels are only intended to serve as examples and we do not claim to cover
all possible tasks or abstraction levels. Yet, we think that the presented aspects showcase the
range of potential working areas and abstraction levels.

Raw Traffic Data Acquisition

At first, we consider the acquisition of raw packet capturing traffic data. For the classical packet
transmission and capturing methods leveraging languages like C various ways for optimizing
the performance were already researched and discussed [66, 254, 87, 246, 90, 38, 43, 249, 221,
13, 65].

In [221], Papadogiannakis et al. identified, e. g., interrupt service overhead, kernel to user space
context switching, data copy, or memory allocation as potential aspects that may negatively
influence the performance. In [38], Braun et al., among others, present an analysis of the data
flow of packet capturing data and identified gaps between hardware, kernel space, and user
space.

Various ways for improving the packet capturing performance had been proposed and presented.
One example for improving the packet transmission performance with commodity hardware
is to use polling-based operation instead of interrupt-driven methods [246]. Similarly, ways
for improving the packet capturing performance that typically aim on commodity soft- and
hardware leverage multiple CPU cores [90], group packets in batches instead of processing them
individually [249], or employ direct memory mapping techniques for reducing overhead [66].
Other approaches for improving the performance employ specialized hardware such as FPGAs
[13] or use combinations of traditional commodity hardware and specialized network processors
[87].

However, while in recent research also JVM-based methods are increasingly used for processing
network traffic data [240, 94, 156, 241, 40, 170, 96], acquiring and processing packet capturing
data with the JVM was not as thoroughly researched and optimized yet. In Figure 10.1, an
overview of the data flow for packet capturing is shown that is largely based on the work
by Braun et al. [38] and that we extended for illustrating the data flow when acquiring and
processing captured packets with the JVM. In addition to the already know gaps between
the hardware, kernel space, and user space, for JVM-based packet capturing another gap at
the user space level exists between native parts of an application and the parts running in the
JVM.
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Figure 10.1: Packet Capturing Data Flow

As already discussed in 5.1.1, we use clj-net-pcap [101, 93] for packet capturing and data
extraction and clj-net-pcap builds up on the jNetPcap packet capturing library [266], which
in turn uses JNI [213] for bridging the gap between the native and JVM parts. Alternatives
to jNetPcap are, e. .g, pcap4j [318] or jpcap [144]. However, these alternatives also share the
property with jNetPcap that they require low-level functionality for capturing packets and like
jNetPcap also employ JNI (jpcap) respectively the JNI alternative Java Native Access (JNA)[297]
(pcap4j) for accessing the required low-level functionality.

In Figure 10.2, the classical data flow how packets are captured and forwarded to the application
logic in the JVM via jNetPcap and clj-net-pcap is shown. In the classical packet handling,
each packet, along with the pcap capture header, is forwarded individually from jNetPcap via
clj-net-pcap to the application logic.

For forwarding the data, the packet data is wrapped in a direct ByteBuffer object that is
forwarded from the native to the JVM side. The memory that is referred to by the direct
ByteBuffer instance is still located in the pcap ring buffer and thus is still volatile. According
to the pcap_loop manual page [139], the data is “. . . not guaranteed to be valid after the
callback routine returns . . . ”. Thus, a full copy of the entire data has to be performed in
order to assure that the data remains valid even after the actual pcap callback function has
returned.

Figure 10.2: Classical per Packet Handling of Data

Our results show that one important factor when forwarding packet capturing data from the
native to the JVM side is the frequency with which data is forwarded. The volume of data that
is forwarded with each invocation, on the other hand, appears to have a negligible impact. Thus,
for optimizing the raw packet capturing, we group multiple packets in what we call “bulks” on
the native side and forward bulks of packets to the JVM side instead of forwarding individual
packets. This approach is similar to already existing method for optimizing C-based packet
capturing via batch processing [249] and to our pooling approach for transmitting multiple
events in a single message (See also 5.3.1 and 7.4.2.).

In Figure 10.3, our first approach for improving JVM-based packet capturing and processing
via bulk operation is shown. Each bulk buffer is stored in a freshly allocated memory. For
each packet, a copy of the captured packet data including the pcap capture header is stored in
a natively allocated bulk buffer. Based on the predefined capture length and bulk size, the
bulk buffer is sized to hold the predefined number of packets including their pcap header data.
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When the bulk buffer is filled, the natively allocated memory is wrapped in a direct ByteBuffer
object which is then forwarded to the JVM parts.

Figure 10.3: Overview of Direct Bulk Forwarding

As full copies of the packet data and pcap header are stored in the bulk buffer, the data will
remain valid even after the pcap callback has returned. However, the direct ByteBuffer instance
only refers to the natively allocated memory such that the actual packet data is still stored in
natively allocated memory outside of the visibility of the JVM. Implications of the data being
stored in native memory outside of the visibility of the JVM are, e. .g, missing Java byte array
level access or limited visibility of the memory for profiling. Furthermore, the memory will not
be garbage collected but has to be freed explicitly by the programmer via the corresponding
native deallocation functionality which has to be called from the JVM side via JNI which lessens
the benefit of using the JVM to some degree. Freeing the native memory via the finalizer of a
hypothetical Java wrapper object is not sufficient as the garbage collector has no knowledge
about the native memory and thus cannot include the native memory usage in its calculation
such that non-referenced objects will not be forced to be garbage collected even when the native
memory consumption is critical as from the perspective of the garbage collector only relatively
small wrapper objects are seen.

In order to avoid the limitations due to the data being stored outside of the JVM, we developed
another variant of the bulk buffer approach. In Figure 10.4, the overview of this method is
shown.

Figure 10.4: Overview of intermediate Double Buffering

In order to store the data in memory that is managed by the JVM an additional full copy is
performed on the JVM side such that the data is stored in a non-direct BulkBuffer instance,
which is completely managed by the JVM. In order to avoid superfluous memory allocation and
de-allocation on the native side, the bulk buffer is implemented as double buffer. New packets
and their associated pcap header data are stored in a write buffer. Once the write buffer is
filled, it is wrapped in a direct ByteBuffer instance that is then forwarded to the JVM as read
buffer. The former read buffer becomes the new write buffer.

As the data is stored in a non-direct ByteBuffer instance which is fully managed by the
JVM, the disadvantages of the first approach are compensated. While a second full copy is
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performed with this approach, our results show that this approach performs better than the
first one. Possible reasons could be the increased overhead for allocating and de-allocating the
native memory and the overhead caused by the additional JNI calls for invoking the native
de-allocation.

Data Extraction

Data processing and analysis frameworks etc. usually cannot handle raw packet data as-is.
Furthermore, when also considering other network traffic data acquisition methods such as
netflows or connection tracking, raw network traffic data can have various representations
which, from a software engineering perspective, has the consequence that supporting various raw
formats is usually not desirable. Instead, data processing and analysis libraries and frameworks
typically support at least one or a smaller set of less specialized more versatile data formats and
structures like Java maps or beans. Consequently, raw traffic data has to be transformed into
such formats before it can be meaningfully processed by data processing and analysis frameworks.
We also refer to this transformation as “data extraction”.

The jNetPcap-based packet data processing and extraction functionality leverages a combination
of native and JVM based functionality. While the jNetPcap-based functionality has the
advantage that it is flexible with respect to the structure and nesting of protocols, their headers,
and protocol headers with variable length like can be caused by the use of optional header fields,
we also discovered that this approach has certain drawbacks. As our results showed, however,
invoking native functionality from inside the JVM and vice versa may result in overhead
which impacts the performance. Furthermore, our prior results as discussed in section 7.2.5
showed that the combination of native and JVM-based functionality also causes a certain error
ratio.

As alternative to the combined native and JVM-based data extraction as implemented in
jNetPcap, we analyzed data extraction solely done in the JVM. By focusing only on the JVM
side, the gap between native and JVM-based code is removed and the associated disadvantages
can be eliminated. The general approach is to extract information about packet header fields
from the raw packet data that is available on the JVM side as byte array in the non-direct
ByteBuffer instances.

For our first analysis, we used a simple prototype with hard-coded header offsets. While our
evaluation results show that this simple approach helps to improve the performance compared to
the old jNetPcap-based implementation, this simple approach has the drawback that it cannot
handle dynamically changing constellations of protocol nesting or variable length protocol
headers. However, for scenarios in which no dynamic effects with respect to protocol nesting or
header field sizes have to be considered, already this simple approach can be used for efficiently
increasing the data extraction throughput.

A Domain Specific Language for Dynamic Configuration of the Data
Extraction

Conceptually, the data extraction approach using Java byte arrays and hard-coded offsets can
be adjusted prior compile time to any static packet structure. However, the requirement to
change and re-compile code and to re-deploy the entire library for implementing data extraction
changes negatively impacts the practical usability. Users of the data extraction functionality,
e. g., should not need to worry about code, building, and deployment details and the duration
for implementing changes is unnecessarily prolonged.
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In order to ease the definition of the extraction logic and to compensate the missing dynamic
capabilities of the Java byte array data extraction approach, we analyzed the possibility of
using a DSL for configuring the data extraction. As our research is only intended as proof-
of-concept, we only considered static protocol nesting structures and statically sized protocol
headers.

Given these static assumptions, we use three elements for configuring the extraction and
transformation of a single information from the raw byte array based packet data. The first
element is the offset at which the information, typically a header field value, can be found in
the byte array. The second element is the transformation function that has to be applied to
the data. Examples of transformation functionality are extraction of timestamps, addresses
such as IP or MAC addresses as string representation, or conversion of ranges of bytes into
single numerical values. Please note that we do not explicitly specify the length of the data
that has to be extracted but use the transformation function to implicitly define the length,
e. .g, we use different functions for extracting two and four byte integers, “int16” and “int32”
respectively. For target data formats that use names for identifying individual data elements,
such as Java maps or JavaScript Object Notation (JSON) [74], the third element is the name of
the extracted information. For target data formats that do not rely on named identifies, such
as CSV representation, the third element is not used.

We call these definitions that encode how a single information is extracted “extraction rules”.
Multiple extraction rules are grouped as ordered sequence into what we refer to as “extraction
rule list”. Ultimately, the extraction rule list is put into what we refer to as “extraction DSL
expression” . Extraction DSL expressions also contain a “type” information that is used to
specify the type of the target data structure. As examples of potential target data structure
types we implemented DSL-based data extraction to Java maps, Clojure persistent maps, JSON,
the Attribute-Relation File Format (ARFF) [108, 314] that can be used with Weka or MOA,
and CSV.

For the definition of the DSL, we used the syntax and structure of Clojures data structures. In
Listing 10.1, an example of a extraction DSL expression is shown. Extraction DSL expressions
are Clojure maps, denoted using curly brackets “{. . . }”, that contain the target data structure
type and the extraction rule list. The extraction rule list is defined as Clojure vector, denoted
with square brackets “[. . . ]”, that represents the ordered sequence of extraction rules and
extraction rules are again defined as Clojure maps.

Listing 10.1: Extraction DSL Expression Example
{:type :java−map
:rules [{:offset 0, :name :ts, :transformation :timestamp}

{:offset 12, :name :len, :transformation :int32}
{:offset :ipv4−dst, :name :ipDst,
:transformation :ipv4−address}
{:offset :udp−dst, :name :udpDst,
:transformation :int16}]}

One way for representing offsets in extraction rules is as numerical values. As alternative,
to ease the definition and readability of extraction rules, it is also possible to use predefined
identifiers for well-known packet header offsets as shown in the example for “ipv4-dst” and
“udp-dst”. The extraction functions are predefined and are also named accordingly for easing
the definition and readability of extraction rules.

The reason for using the syntax of Clojures data structures was simply that we think that Clojure
data structures provide an easy and concise way for representing such data structures. Essentially,
any other representation could have been used as well.

Based on the DSL extraction expression, extraction functions are generated at runtime that are
then used for extracting the actual information from the raw data. In Listing 10.2, an example
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of a extraction function that was generated based on the extraction DSL expression as shown in
Listing 10.1 is shown. Along with the byte array containing the raw packet data, “ba”, an offset,
“off”, is passed to the function in order to address individual packets in bulk buffer structures.
Furthermore, it can be seen that the offset identifiers were replaced with numerical values and
that the transformation function identifiers were resolved to the actual Clojure transformation
functions. Please note that, for the sake of readability, namespace identifier are not shown and
that the actual packet capture data is prefixed with the corresponding pcap capture header
and that the offsets are adjusted accordingly.

Listing 10.2: Extraction Function based on DSL
(fn [ba off]
(doto (java.util.HashMap.)
(.put "ts" (timestamp ba (+ off 0)))
(.put "len" (int32 ba (+ off 12)))
(.put "ipDst" (ipv4−address ba (+ off 46)))
(.put "udpDst" (int16 ba (+ off 52)))))

With respect to the choice of the target data structure type, typically, all data structures can
be said to be well suited for being used as target data structure type for DSL-based data
extraction when they allow dynamic definition of the contained data entities or fields. The data
structures we chose all support the dynamic definition of the contained data entities either by
using dynamically definable identifiers for referring to individual data entities, such as in the
case of the map-based and JSON representations, or by using the structure or order of data
fields for addressing specific data fields, like in the case of CSV. On the other hand, the Java
bean based representation can be used as counter example for a more statically defined data
structure that is not as well suited as target data format in a dynamic DSL scenario. While it
may be possible to manipulate bean classes at runtime, e. g., by using methods for manipulating
bytecode at runtime, in order to change the data fields or entities that are contained in the
respective bean instances, such are more complex and the changed classes would need to be
deployed on all participating data processing systems which complicates dynamic changes at
runtime.

Self-adaptive Adjustment of the Data Extraction

The performance of the data extraction with respect to the throughput of how many packet
instances can be processed over time depends on the number of extraction rules and the
corresponding transformation functionality. In overload situations, the extraction throughput
may not keep up with the raw packet capture rate which may eventually lead to random packet
drops. As already motivated in scope of the self-adaptive sampling and cooperation 8.4 discussion,
such random packet drops cause loss of information and have the potential to render the entire
data analysis useless or even misleading and counterproductive.

Instead of accepting random packet drops due to overload situations and as alternative to the
prior discussed mechanisms for tackling resource limitations, another variant for approaching
performance issues with respect to data extraction may be to reduce the number of data fields
that are extracted for each packet, given that not all data fields are equally important for
the analysis results. Based on the importance of situations that are to be detected and the
information that is required for detecting these situations, a prioritization of the data fields
that are to be extracted can be established.

As an example for a prioritization of data fields, let us consider the detection of external DoS
attacks on local servers. When DoS detection has the highest priority, the most important data
fields are those required for detecting the actual DoS attack, which are typically the Network
and Transport Layer destination addresses and, in case of TCP, the TCP flags. Another header
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field that may be of higher priority as compared to others is the Network Layer source address
as this may allow to deduce further information about the attack such as if spoofed source
addresses are used or, when no spoofed source addresses are used, from where the attack is
originating from. For detecting external DoS attacks on local servers that are connected to the
Internet via a router, other fields like Data Link Layer source or destination etc. are usually
not as important. However, other data fields may still be required for other network monitoring
tasks that are not as important as the detection of DoS attacks.

Based on the prioritization of data fields, the order of extraction rules can be adjusted in the
extraction rule list to reflect the rule priority. At runtime, the number of active rules can then
be dynamically determined based on the available resources and their current utilization and
only the most prioritized rules are used.

In Figure 10.5, the self-adaptation feedback loop for adjusting the data extraction is shown.
The feedback loop is based on the “monitor, analyze, plan, and execute with knowledge-base”
(MAPE-K) model [39, 134].

Figure 10.5: Self-adaptation Feedback Loop Overview

The criterion for adjusting the data extraction process is the performance of the data extraction
measured in the throughput of packets over time that can be processed with a given number of
extraction rules which is measured as Maximum Capture Rate (MCR). The MCR is determined
dynamically at runtime. The strategy for determining the MCR is to avoid drops due to
overload. When the rate of dropped packets exceeds a given threshold, the MCR for the
currently configured list of extraction rules is calculated.

Overall, the self-adaptation process is roughly as follows: at the beginning all extraction rules
are active and the MCRs are undefined. When drops occur, the MCR for the currently active
extraction rule list is calculated. When the current capture rate as reported by the monitoring
component exceeds the MCR, the active extraction rule list is adjusted by removing the least
prioritized extraction rule, a new extraction function is generated, and the active extraction
function is replaced with the newly generated one. When further drops occur, this process
repeats until either no drops occur anymore or a single extraction rule is left. Removing the
last extraction rule corresponds to not acquiring and processing any data at all. The MCRs are
stored in the self-adaption state such that, when the available resources or other performance
relevant aspects do not change, drops usually only occur when the MCRs are initially determined
and further drops can be avoided. When the current capture rate decreases, extraction rules are
re-added and the extraction function is adjusted accordingly based on the previously determined
MCRs and the currently observed situation.
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10.1.2 Evaluation

For the evaluation of the presented concepts and approaches, we used a simplified lab network
setup. As the focus of the work presented in this section is on the data acquisition, we removed
all unneeded components in order to avoid measuring side effects. In Figure 10.6, the evaluation
setup is shown.

Figure 10.6: Benchmark Setup

The traffic generator was a commodity desktop class computer with an Intel R© Core
TM

i5-
3330 CPU with 3.0 GHz and 4 GB RAM. The capture node also was a commodity desktop
class computer but with an Intel R© Core

TM
i7-3770 CPU with 3.4 GHz and 8 GB RAM.

The computers were connected via dual link 10 Gigabit Ethernet NICs such that the overall
theoretically available throughput was 20 Gbps. For generating the traffic load, we used Pktgen
for generating UDP traffic on both links [208].

As performance metrics, we use the capture rate as the number of captured packets per second
(pps) and the CPU usage in %. The CPU on the capture node had eight virtual CPU cores and a
CPU usage of 100% means that all eight virtual CPU cores are fully loaded. Hence, a single fully
loaded CPU core corresponds to a CPU usage of about 12.5%.

Each measurement run was run for 55 seconds. The capture rate was measured in one second
intervals. The CPU usage was determined with the Linux time tool over the entire duration of
a measurement run and thus represents the average CPU usage over the execution time of the
measurement run.

For the capture rate results, in order to limit the impact of effects such as the start of the
prototype, class loading, or JIT, we excluded a four second warm-up and a one second shutdown
phase such that overall 50 individual measurements were considered for each measurement
run, for which we calculated the mean value x̄ and the standard deviation sd(x). In figures,
the standard deviation of the capture rate is shown with error bars. For the discussion of the
self-adaptive approach presented in Figure 10.9, detailed data is required and thus data was
neither omitted nor further summarized.

With respect to the standard deviation of the capture rate, we already observed in the detailed
analysis of the sensor component performance discussed in subsection 7.2.2 that the variation
of the capture rate increases with increasing overload situations. As we purposely operated our
evaluation prototype in overload situations during the evaluation discussed in this subsection,
we expect a comparably high standard deviation of the results.

Raw Traffic Data Acquisition

For the evaluation of the raw traffic data acquisition performance, we first compared our two
proposed methods to each other and analyzed the impact of the bulk size. In Figure 10.7, the
results for the method using direct ByteBuffer instances and only a single full copy (“Dir.”)
and for the double buffering method using an additional full copy and non-direct ByteBuffer
Instances (“Dbl.Buf.”) are shown.
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In order to measure an extreme scenario with a high packet rate, we set the packet size to 64
bytes. For capturing the entire traffic, the snap length was set to 64 bytes in order to match
the packet size.
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Figure 10.7: Direct vs. Double Buffer Results for different Bulk Sizes (PS = SL = 64 bytes)

By and large, from a bulk size of 1 on, for both methods, the capture rate increases with
increasing bulk size until maxima are reached. For the direct method, the maximum capture
rate of about 3.8 Mpps is reached at a bulk size of about 20. For the double buffering method,
the maximum capture rate of about 4.5 Mpps is reached at a bulk size of about 5. After reaching
the maxima, the capture rates decrease with increasing bulk size. For bulk sizes from 1 to about
16, the double buffering method achieves higher capture rates than the direct method. From a
bulk size of about 20 on with increasing bulk size, the difference between both method becomes
insignificantly small. Furthermore, by and large, the double buffering method has a smaller
standard deviation in the capture rate than the direct approach.

With respect to the CPU utilization, from a bulk size of 1 on, by and large, for both methods
the CPU utilization decreases with increasing bulk size. The CPU utilization of the direct
method, generally, is higher than the CPU utilization of the double buffering method. From
a bulk size of 1 on with increasing bulk size, by and large, the difference between the CPU
utilization of both methods decreases with increasing bulk size.

The double buffering method shows higher capture rates, lower capture rate standard deviation,
and lower CPU utilization as compared to the direct method and thus we conclude that the
double buffering method has a better performance than the direct method. Explanations
for the double buffering approach performing better than the direct method despite the
additional full copy of the data are the increased overhead for allocating and freeing the natively
allocated memory and the overhead caused by the additional JNI call from the JVM side to
the native side for freeing the memory. The effect that both, the capture rate and the CPU
utilization, decrease after the maximum capture rate was reached can be seen as indicator
that the performance in this range is not constrained by the CPU utilization but by other
effects.

Based on the results shown in Figure 10.7, it can be seen that the double buffering method per-
forms best and that a bulk size of 5 is a sweet spot for this method. Consequently, we performed
the next experiment, for comparing our optimization via bulk buffering to the old non-bulk
method, with the double buffering method and a bulk size of 5.

For the next analysis, we compared the bulk buffering approach to the old non-bulk method
for various snap length from 64 bytes to 1500 bytes. In order to ensure that the full traffic is
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captured, for each measurement, we set the snap length to match the packet size. In Figure
10.8a, the capture rate results for the double buffering method with bulk size 5 and the old
non-bulk method (“Non-B.”) are shown. Additionally, the theoretical maximum packet rates
for Gigabit Ethernet (“1 Gbps”) and 10 Gigabit Ethernet (“10 Gbps”) are indicated as dashed
respectively dotted black lines.
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Figure 10.8: Results Double Buffer (BS = 5) vs. Old Non-Bulk Method

From a packet size of 1500 bytes on with decreasing packet size and thus increasing packet rate,
the capture rate of the double buffering method stays about the theoretical packet rate of 10
Gigabit Ethernet down to a packet size of about 400 bytes and a corresponding capture rate of
about 3.3 Mpps. The maximum capture rate of about 4.5 Mpps for the double buffering method
is reached at a packet size and snap length of 64 bytes. For the old method, by and large, the
capture rate also increases with decreasing packets size from a packet size of 1500 bytes on.
However, the maximum capture rate for the old method is about 0.77 Mpps. Comparing the
maximum results of the new and the old method, the results of the new method are by a factor
of about 5.93 higher than the results of the old method.

Because of the large difference in the mean values between double the buffering and the non-bulk
methods, the difference of the standard deviation as indicated with error bars is not easily
identifiable in Figure 10.8a. Consequently, in order to allow a better comparison of the standard
deviation of both approaches, we depict the relative standard deviation sd(x)/x̄ for both
approaches in Figure 10.8b. By and large, the relative standard deviations show comparable
characteristics for both approaches.

Byte Array based Data Extraction

For the evaluation of the Java byte array based data extraction approach, we compared the new
byte array based data extraction method to the old jNetPcap-based data extraction method. For
the prototype of the new method, our implementation extracted selected fields from the pcap
header, the Data Link Layer header, the Network Layer header, and the Transport Layer header
while the existing jNetPcap-based implementation allows more general processing and also
includes code paths for other protocols. In order to ensure a fair comparison, we implemented
matching reduced functions for the jNetPcap-based approach as well. As target data structures,
we used Java maps and beans.

In Table 10.1, the results of our measurements are shown. As metrics, we used the capture rate
and the CPU utilization.
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Table 10.1: Data Extraction Performance for BS=1

Method Cap.Rt. [x̄ ; sd(x)] CPU Usage
jNetPcap (Map) 265.7 kpps ; 10.4 kpps 50.1 %
jNetPcap (Bean) 274.9 kpps ; 21.9 kpps 49.5 %
Byte Array (Map) 657.1 kpps ; 18.5 kpps 25.1 %
Byte Array (Bean) 772.6 kpps ; 37.3 kpps 25.0 %

As we could already observe for the old method, with the bean format higher capture rates can
be achieved. The reason for the lower capture rates when using the map format as compared
to the bean format are the additional overhead that is required for managing the data in the
map. Compared to the old method, the new method shows higher capture rates by factors of
2.48, for the map format, respectively 2.83, for the bean format. With respect to the CPU
utilization, compared to the old method, the new method only used approximately the half of
the CPU resources. The reason for the reduced CPU utilization is that, compared to the old
method as discussed in section 5.1.1, for the new method, no packet processing and scanning is
required because the information is extracted directly from the raw byte array data and thus
the packet processing pipeline consists of only two threads instead of four as was the case for
the old method.

DSL-based Data Extraction

For the evaluation of the DSL-based data extraction, we analyzed two aspects, the dynamic
capabilities and the performance. In scope of the analysis of the dynamic capabilities, we
evaluated the suitability of the DSL to configure the data extraction dynamically. For the
performance analysis, we performed a similar evaluation as we already did for the byte array
based data extraction as discussed in section 10.1.2.

For assessing the dynamic capabilities that can be achieved with the DSL, we implemented
a prototype with a interactive command line interface that allows to dynamically configure
extraction DSLs at runtime while actively capturing and processing traffic. We then used
this prototype to capture traffic and dynamically configured various DSL expressions. Our
results showed that the dynamic configuration of the data extraction functionality is possible
at runtime while actively capturing traffic.

For the performance analysis, we followed a similar approach as for the evaluation of the byte
array based data extraction as discussed in section 10.1.2. We also use the capture rate and the
CPU utilization as performance metrics.

In Table 10.2, the performance results for the DSL-based data extraction are shown. In order
to allow the comparison to the results of the byte array based extraction as shown in section
10.1.2, we started with a DSL expression (“DSL 1”) that extracts the same information as was
extracted with the byte array based variant. For assessing the impact of the complexity of
DSL expressions, we also performed additional measurements with simpler DSL expressions.
For these measurements, based on the “DSL 1” expression, we configured the DSL-based data
extraction to exclude various header fields such as the pcap header for “DSL 2”, the Ethernet
header for “DSL 3”, and both, the pcap and Ethernet headers, for “DSL 4”. In addition to the
results with a bulk size of 1, which we show in order to allow a better comparison to other
results from experiments presented earlier in this document, we also present the maximum
results when using the bulk-based processing and the bulk size with which these results were
obtained.
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Table 10.2: Comparison of DSL Extraction Performance

Method Cap.Rt. BS=1 [x̄ ; sd(x)] Cap.Rt. Max. [x̄ ; sd(x)] BSMax.

DSL 1 612.2 kpps ; 8.8 kpps 669.0 kpps ; 7.2 kpps 35
DSL 2 726.4 kpps ; 9.1 kpps 798.5 kpps ; 5.6 kpps 50
DSL 3 1114.8 kpps ; 46.4 kpps 1364.4 kpps ; 19.2 kpps 30
DSL 4 1478.7 kpps ; 146.9 kpps 2053.6 kpps ; 24.5 kpps 90

We first discuss the results that were measured with a bulk size of 1. For the “DSL 1” expression
we measured a capture rate of about 613 kpps. Compared to the corresponding byte array
based data extraction to maps for which we measured a capture rate of about 659 kpps, this
corresponds to a relative performance of about 92.9%. With the simplified DSL expressions, the
capture rates increased further up to a capture rate of about 1.48 Mpps for “DSL 4”. Comparing
the results for “DSL 2” and “DSL 3”, which only differed in that for the prior the pcap header
fields whereas for the latter the Ethernet header fields were omitted, it can be seen that the
extraction of the Ethernet headers has a stronger influence on the performance. This effect can
be explained by the way the Ethernet header data is extracted, namely, the MAC addresses are
converted to string representations which can be intuitively expected to require more resources
than the pcap header field extraction for which the most complicated operation is the extraction
of the time stamp value to a numerical representation. With respect to the CPU utilization, all
results show a CPU usage in the magnitude of about 25% which also corresponds to the results
of the byte array based approach and is in-line with what can be expected based on the two
threaded packet processing pipeline.

With the bulk-based approach, the performance increases further. For “DSL 1” and “DSL 2”,
comparing the bulk-based approach to the non-bulk approach, the performance increases by
a factor of about 1.1. For “DSL 3” the performance increases by a factor of about 1.2 and
for “DSL 4” the performance increases by a factor of about 1.4. With “DSL 4”, a maximum
capture rate of about 2.04 Mpps is reached. The reason why the performance increases more
for “DSL 3” and “DSL 4” as compared to “DSL 1” and “DSL 2” is that for the latter the limiting
factor is primarily the data extraction, whereas “DSL 3” and “DSL 4” have lower resource
requirements for the data extraction and thus can benefit more from the bulk processing
which helps to reduce the resource overhead in the capturing phase and improves the overall
throughput.

Self-adaptive Data Extraction

For the evaluation of the self-adaptive data extraction, we performed various experiments.
However, in order to provide a detailed yet concise discussion, we only discuss one characteristic
experiment in detail. For the discussion we analyze the progress of the experiment over
time.

The results of this experiment are shown in Figure 10.9. In the course of the experiment, we
used the packet rate with wich packets were generated in the monitored network, indicated as
black dashed line, as independent variable that was varied over time. All other variables were
measured.

Initially, all 12 DSL extraction rules are active. At a time index of about 8 s, the packet rate
is set to about 400 kpps. Along with the packet rate, the capture rate, indicated as orange
solid line, increases to about 400 kpps too. Once the capture rate reached about 400 kpps
no significant variation can be observed which indicates that with respect to performance no
critical situation is reached yet.
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Figure 10.9: Overview of Self-adaptivity Results

At a time index of about 18 s, the packet rate is further increased to about 600 kpps. During
this increase, the capture rate cannot keep up with the packet rate and the capture rate
starts to fluctuate which are both indicators for a performance limit being reached. As a
consequence of the performance limit, at a time index of about 22 s, packet drops occur which
are indicated as red dotted line. Due to the packet drops, the calculation of the MCR for
the currently active DSL expression is triggered and the DSL expression is adjusted by the
self-adaptivity mechanism. The number of active extraction rules, shown as green solid-dotted
line, is set from 12 to 10. As a result of the adjustment of the DSL expression, the capture
rate increases and after some fluctuation, due to the adjustment process, stabilizes at about
600 kpps. The minimum number of active DSL extraction rules is shown as blue solid-dashed
line.

At a time index of about 34 s, the packet rate is increased to about 700 kpps. The capture rate
increases to about 700 kpps as well. The fluctuation in the capture rate are comparably small
and no packet drops occur yet.

Please note that the short peak in the number of active extraction rules that can be observed
at a time index of about 34 s is caused by the way the packet rate is adjusted. Before the new
packet rate setting takes effect, the preceding packet sending is stopped, which causes a drop
in the packet rate. While this drop cannot be observed in the measurement data due to the
time resolution we use for depicting this data, the self-adaptivity mechanism reacts quickly
enough to adjust the DSL expression. Similar peaks can be observed whenever the packet rate
is changed throughout the experiment. However, this peculiarity has no observable impact on
the general observed effects and the outcome of our experiment.

At a time index of about 54 s, the packet rate is increased further to about 900 kpps. By
and large, the capture rate also increases. However, increased fluctuations in the capture rate
indicate that the next performance limit is about to be reached. While a small peak in the drop
rate can be observed at a time index of about 55 s, this drop was not sufficient for triggering
the further self-adaptation.

At a time index of about 68 s, the packet rate is further increased to about 1100 kpps, which is
the maximum packet rate that we used for this experiment. At time indices of about 69 to 74,
packet drops occur which trigger the step-wise adjustment of the DSL expression. The number
of active DSL expressions is adjusted to 3. As a consequence, the capture rate increases and
stabilizes.

From a time index of about 88 s and for the remaining experiment, the packet rate was varied
further by decreasing and increasing it. As the MCR values are only computed once and all
other self-adaptations are performed based on the previously computed MCRs and the currently
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observed packet rate, no further drops can be observed for the rest of the experiment. It can
also be seen that the number of active DSL extraction rules is adjusted dynamically depending
on the current packet rate.

10.2 Bridgeability of Programming Language Barriers in
Local Contexts

Another important aspect for a NAaSS is the integration of software components that were
implemented in non-directly compatible programming languages. In the work presented in
this document, we encountered situations requiring such integrations in the scope of the data
acquisition as discussed, e. g., in sections 5.1.1 and 10.1. However, also other combinations
of languages may be encountered. In general, barriers between programming languages may
become an important aspect, e. g., when integrating several components that were implemented
in various non-directly compatible languages.

With respect to differences between programming languages, already in 1976, e. g., Gannon
presented results of experiments for evaluating programming language features [103]. Another
example on programming language related research from 1988 is the work by Holtz and Rasdorf
on the impact of programming languages and their features on software development [126].
Also in current research and literature, studies comparing programming languages are still an
active topic [30, 8]. One aspect that is, e. g., discussed in programming language comparison
related research is the selection of a first programming language in computer science education,
e. g., based on industry demand or didactic choices [83]. Other aspects related to programming
language differences that are discussed are, e. g., code readability [281], system security [247],
or the usability in scientific computing [307].

Due to the availability of various programming languages and the requirements of integrating or
migrating between programming languages, approaches for translating and migrating code from
one programming language to another were researched. Among others, in this area, research
covering translations in various directions, e. g., from Java to C [51] and vice versa from C to Java
[183] is discussed. Other topics are the automated migration from one language to another [194]
or more advanced translations between different programming paradigms [299]. With our work,
instead of translating between languages, we aim on analyzing the joint usage of implementations
in different languages via efficient means for exchanging data.

In networked contexts the integration of components that are distributed across various hosts is
typically done via computer networks. In local contexts additional options for interconnecting
components can be used. While it is intuitively expectable that local connections can perform
better than connections involving computer networks, e. g., because of reduced communication
overhead, reduced latency, or higher throughput, the properties of event-driven systems pose
additional challenges but also offer significant optimization potential. In this section, we discuss
the bridgeability between non-directly compatible programming languages in event-driven
scenarios using the examples of C, Java, and Python.

The interconnection methods that we considered can be roughly grouped into language in-
dependent and language specific methods. We consider methods as language independent
when they are not bound to a specific language or combination of languages. Examples of
language independent methods are named pipes, which we refer to as “FIFOs”, and local
network sockets. In our terminology, language dependent methods are specific for languages
or combinations of languages. Examples of language dependent methods are JNI [213] which
can be used for the combination of C and Java or ctypes [235] for the combination of C and
Python.
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Table 10.3: Combinations of Languages and Analyzed Data Exchange Methods

From
To C Java Python
C – JNI, skt, FIFO ctypes, skt, FIFO

Java JNI, skt, FIFO – skt, FIFO
Python ctypes, skt, FIFO skt, FIFO –

While the language dependent methods we analyzed are bound to be used with a specific
language combination, the language independent methods can be used across various program-
ming languages which increases the flexibility. In Table 10.3, the combinations of program-
ming languages as well as the corresponding interconnection methods that we analyzed are
shown.

10.2.1 Interconnection Options and Performance Improvement via Bulk
Operation

In Figure 10.10, an overview over the various interconnection options that we analyzed is shown
for the example of sending data from C to Java. While this is example is focused on C to
Java, it can also be adapted to the reverse direction by reversing the data flows as well as to
other combination of languages, e. .g, for adapting the presented depiction to Python, the Java
related parts such as JNI and the JVM have to be replaced with their Python counterparts like
ctypes.

Figure 10.10: Interconnection Options Overview using the Example of “C to Java”

The generate_data procedure serves as example for an event producer. From the generate_-
data procedure, events are emitted which are then send to the JVM component for further
processing either via JNI, local sockets, or a FIFO. In this scenario, the JVM serves as example
for an event consumer.

From the process execution perspective, two scenarios can be distinguished. Firstly, the event
producer and consumer can both be run in separate processes. In this case, only the socket and
FIFO variants can be used. Secondly, the event producer and consumer can be run in the same
process. In this case, additionally, the language barrier can be bridged via JNI respectively
ctypes. While in the single process scenario conceptually sockets and FIFOs can be used as
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well, the more direct connection via the language dependent variants, JNI and ctypes, makes
the use of sockets and FIFOs redundant.

In this section, we focus on the programming language barriers and how data can be generally
exchanged across these barriers independently of the data structure and representation. Thus,
we do not take the actual structure and representation of events into account. We consider
structure and representation of events to be application dependent and thus do not discuss
these aspects in scope of the presented work.

As we do not discuss concrete event structures and representations, we use a simplified view on
events. We interpret events simply as chunks of raw byte array data.

In scope of the research on improving the JVM-based network traffic data acquisition as
discussed in section 10.1, we already noticed that programming language barriers may have
a significant impact on performance. We also found that the most limiting factor is the
number of times the language barrier is crossed and not the volume of the data that is
transferred.

For the JVM-based network traffic acquisition, we used a bulk-based approach for improving
the throughput performance. With the work presented in this section, we aim on generalizing
the bulk-based approach for the application with arbitrary language combinations and means
for transmitting data between software components that are implemented in non-directly
interoperable programming languages.

In Figure 10.11, the generic bulk buffer data structure is shown. According to our experiences
based on the work presented in this document it is reasonable to assume that events, or more
precisely the byte array representations of events, even in homogeneous event streams can have
variable size. Consequently, we designed the bulk buffer data structure such that variable length
events are supported. Each event en is prefixed with its length sn. The length field sn itself
has a predefined constant size that can be chosen depending on the maximum event size that
will be encountered; e. .g, when it can be assured that all events are shorter than 256 byte, the
size field itself can be set to one byte length.

Figure 10.11: Conceptual Overview of the Bulk Buffer Structure

10.2.2 Evaluation

We analyzed the performance and evaluated the effects of the bulk-buffering approach with
empirical measurements. For these measurements, we implemented simple prototypes of event
producers and consumers in C, Java, and Python that support the corresponding means for
exchanging data. As metric for evaluating the performance, we used the event throughput
measured in event instances per second (eips).

As already pointed out, the focus of our research as discussed in this section was on the
effects of programming language barriers in event-driven systems and not on the structure and
representation of events. Thus, in order to allow a clear measurement and analysis of the effects
as caused by crossing the language barriers, the event producers used dummy data to simulate
events. The dummy data was emitted by the producers as fast as possible and the throughput
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was measured on the receiving side in the event consumers as the rate of events that could be
actually received.

In order to limit measuring side-effects of multi-threading, the data production, consumption,
and the bulk-buffer handling were handled in a single thread. The computer that was used for
the evaluation was a commodity desktop class computer with an Intel R© Core

TM
i7-3770 CPU

with 3.4 GHz and four physical and eight logical CPU cores and 8 GB RAM. As operating
system for the experiments we used Debian Linux.

Each shown data point corresponds to a measurement run that was run for 60 seconds with mea-
surement output every second. The depicted results are the mean values over the measurement
run duration excluding a warm-up and shut-down period such that overall 55 measurements
are considered. For Figures 10.13 to 10.15 the standard deviation is shown with error bars.
However, as the relative standard deviation is below 1% for most results, the error bars are not
easily visible.

For the FIFO-based interconnection, we used a named pipe in the file system to which the
event producer wrote and from which the event consumer read data. For the socket-based inter-
connection, we used TCP sockets. The consumer opened a server socket to which the producer
connected for sending data. For JNI and ctypes, the prototypes were implemented as non-native
applications and the native functionality for producing respectively consuming events was
included in form of native libraries that were implemented in C.

As we already pointed out in the discussion about improving the network traffic data acquisition
performance using the JVM in section 10.1, using natively allocated memory from with the
JVM may negatively affect functionality such as Java byte array access, profiling, or garbage
collection. Thus, for the scenarios when data is transferred from C to Java respectively Python,
we measured two scenarios, one in which only a reference to the natively allocated memory is
forwarded directly (indicated as “JNI-d” respectively “dir.”) and one in which an additional full
copy of the data was done on the Java side (indicated as “JNI-fc” respectively “fc”) in order to
eliminate the aforementioned functional disadvantages.

We started the evaluation by analyzing the impact of the event size. We performed measurements
with event sizes of 4 bytes, 64 bytes, and 1000 bytes and with varying bulk sizes. In order
to assess the event size impact with all interconnection options including the two variants for
JNI, we used the “C to Java” scenario for this analysis. In Figure 10.12, the results of these
experiments are shown.

By and large, the event throughput increases with increasing bulk size which generally confirms
that the bulk processing can help to increase the throughput. With respect to the event size,
by and large, the event throughput decreases with increasing event size, which can be expected
as more data has to be transferred for increasing event size. Comparing the interconnection
methods with each other, e. g., for event size 64 bytes, by and large, the highest throughput
is achieved with the direct JNI variant which is followed in terms of decreasing order of the
event throughput by the full-copy JNI variant, the local socket variant, and finally the FIFO
variant. For an event size of 1000, a similar relative ordering of the results for the different
interconnection variants can be observed. However, for 4 bytes event size, no such clear relative
order can be spotted.

For the sake of brevity, we chose to use an event size of 64 bytes for the following experiments.
We chose 64 bytes because based on the results shown in Figure 10.12 the observable effects
in the differences between the various interconnection methods were most pronounced for an
event size of 64 bytes. Furthermore, according to our experiences based on the work presented
in this document, an event size in the magnitude of 64 bytes can be reasonably expected in the
NAaS field.
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Figure 10.12: C to Java Results for different Event Instance Sizes, Interconnection Options,
and Bulk Sizes

In the following, we present results for each interconnection method. For each method, we
compare the various scenarios of interconnecting non-directly compatible languages for the three
chosen languages C, Java, and Python. While we do not consider scenarios in which the source
and target language is the same as we focus on programming language barriers, we also show,
were applicable, results for the combination “C to C” as reference.

In Figure 10.13, results for the FIFO-based interconnection approach are shown. For all language
combinations except “Python to C”, by and large, starting from a bulk size of 1, the throughput
increases with increasing bulk size up to a throughput of about 60 Meips at a bulk size of
1000. For these language combinations, from a bulk size of 1000 on the throughput generally
decreases with increasing bulk size.

For the “Python to C” scenario, however, while we can observe a certain increase in the
throughput with increasing bulk size starting from a bulk size of 1, the maximum throughput
results remain in the magnitude of about 2 Meips. As the “Python to Java” scenario showed
similar results, we did not explicitly plot the data for these results. Furthermore, these results
appear to be characteristic for all combinations in which the event producer was implemented
in Python. Our analysis results suggest that the reason for this comparably low performance
of the results with the Python event producer compared to the results of the event producer
implementations in other languages is due to the performance of the bulk buffer handling.
Apparently, performance-wise pure Python code is not well suited for handling the bulk buffer
approach.

A further peculiarity that can be observed is that, except for “Python to C”, the differences
between the results for the various combinations become smaller as the bulk size approaches
1000. This behavior suggests that there is a common performance limiting factor that becomes
noticeable when the language specific performance limitations are compensated by the bulk
buffer approach.

In Figure 10.14, the results for the local TCP socket interconnection scenarios are shown.
Similar to the results for the FIFO scenario for which the results are shown in Figure 10.13,
the “Python to C” results are significantly lower than the results for the remaining language
combinations.
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Figure 10.13: Results for 64 Bytes Instances using Fifo between different Languages
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Figure 10.14: Results for 64 Bytes Instances using TCP between different Languages

For the language combinations other than “Python to C”, by and large, from a bulk size of 1 on,
the throughout increases with increasing bulk size. In contrast to the FIFO results for which
the throughput results converged at a bulk size of about 1000, the throughput results for the
socket scenario appear to roughly stabilize at specific maxima depending on the implementation
language of the event producer. For the C-based event producer the maximum throughput
is about 65 Meips. For the Java-based event producer the maximum throughput is about 56
Meips.

In Figure 10.15, the results for the JNI respectively ctypes based scenarios are shown. For these
results we do not show “C to C” scenario results for reference because the corresponding “C to
C” scenario would be to measure how fast C code can be called from C which in this case does
not match the intention of our analysis.

Again, the “anomaly” in the “Python to C” scenario, as compared to the other language
combinations, can be observed as well. However, compared to the remaining results, another
irregularity can be observed for the “Java to C” scenario.

For the “Java to C” scenario with a bulk size of 1, the throughput is about 140 Meips. For
a bulk size of 2, the throughput drops down to about 45 Meips from where it, by and large,
increases again with increasing bulk size. The reason for the comparably high throughput at a
bulk size of 1 is due to the way the event generator and event producer are implemented. For
generating the event data, a single direct byte buffer instance that represents a single event is
re-used. In the scenario with a bulk size of 1, the non direct byte buffer instance is forwarded

177



10 Improving the Integration of Sensors and Components in Event-driven NAaS

 0
 20
 40
 60
 80

 100
 120
 140

 1  10  100  1000  10000E
ve

nt
 In

st
. R

at
e 

[M
ei

ps
]

Bulk Size [event instances/bulk]

C to Java (dir.)
C to Java (fc)

C to Python (dir.)
C to Python (fc)

Java to C
Python to C

Figure 10.15: Results for 64 Bytes Instances using JNI/ctypes between different Languages

directly to the native code via JNI. However, for bulk sizes larger than 1, the bulk buffer
handling causes additional overhead.

For the scenarios “C to Java” and “C to Python” using the direct method, starting from a bulk
size of 1, the throughput increases with increasing bulk size and the throughput stabilizes at
about 100 Meips. The corresponding full-copy scenarios show lower maximum throughput
as can be expected due to the overhead of the additional copy operation. However, for
the full copy scenarios, the “C to Java” scenario shows a maximum throughput of about
77 Meips whereas the “C to Python” scenario reaches a maximum throughput of about 61
Meips.

In order to provide an overview over the achievable throughput, the performance increase
due to the bulk buffering approach, and the optimal bulk size, we summarize the results
for event instance size 64 bytes in Table 10.4. The first depicted value is the maximum
throughput that we could observe. The second value, shown in round brackets, is the bulk
size for which the result was achieved. The third value, shown in square brackets, is the
factor by which the performance increased compared to the corresponding bulk size 1 scenario.
When the maximum throughput was already achieved for a bulk size of 1, the third value is
omitted.

Aside from the “C to C” reference scenario and the scenarios for which the results showed
“outliers”, like the scenarios with Python-based producers and the direct “Java to C” JNI scenario,
we can observe throughput results from about 26 Meips to about 100 Meips. Correspondingly,
the throughput improved by factors of about 20 to about 48 compared to the respective results
with bulk size 1. With respect to the optimal bulk size for these scenarios, the maximum
throughput was achieved eight times with a bulk size of 1000, three times with a bulk size of
2000, and one time with a bulk size of 400.

10.3 Conclusion

In this chapter, we address “RQ7: What is the most relevant performance limit of our approach
in a non-distributed scenario and how can it be addressed?. As most relevant performance limit in
non-distributed contexts, we identified the sensor performance for acquiring network traffic data
and for transforming it into the unified event format. Based on this problem, we identified the
interoperability of components that are implemented in various programming language as another
important aspect for further improving our presented approach.
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Table 10.4: Results Overview for Event Instance Size 64 Bytes

Method
Fifo Socket JNI/ctypes

Scenario (dir.) (fc)
C to C 60.4 (800)

[2.0]
64.8
(1000)
[12.1]

– –

C to J. 62.0
(1000)
[20.1]

66.8 (400)
[26.2]

100.0
(2000)
[32.0]

77.1
(2000)
[26.1]

C to P. 60.9
(1000)
[44.8]

64.7
(2000)
[37.9]

99.1
(1000)
[29.6]

61.3
(1000)
[47.6]

J. to C 59.1
(1000)
[34.1]

56.3
(1000)
[42.0]

138.1 (1)
[–]

–

J. to P. 60.1
(1000)
[41.5]

56.9
(1000)
[31.3]

– –

P. to C 2.3 (1) [–] 2.1 (6000)
[2.2]

2.1 (4000)
[2.2]

–

We first discussed various aspect for improving the network traffic acquisition and processing
capabilities and performance of our approach. Afterwards, we generalized our research and
analysis to the general problem of the interoperation of components in an event-driven system
that are implemented in different programming languages.

For the discussion of improvements for network traffic acquisition and processing, we used
packet capturing with the JVM as example. With our approaches, we could improve the raw
data acquisition performance by a factor of up to about 5.9 and we could capture traffic with
up to about 4.5 Mpps. For the event transformation, we could improve the throughput by
a factor of up to about 2.8. For dynamically configuring the data processing at runtime, we
presented an according DSL. Our results show that the DSL-based approach allows the dynamic
configuration of the data processing at runtime and that it is feasible from a performance
perspective as well. Furthermore, we presented and evaluated an approach for self-adaptive
adjustment of data processing based on performance constraints and our results show that our
approach is feasible. While we used the example of packet capturing, the presented approaches
can be adjusted and extended for being used with other network traffic acquisition methods
such as netflows.

For the discussion of the interoperability of components implemented in different programming
languages in event-driven systems, we analyzed prototypes implemented in C, Java, and Python.
For improving the throughput performance, we evaluate a batch-based approach for transferring
multiple event instances across programming language barriers at once. Our results show that
we could achieve throughput improvements with the batch-based approach by factors of up to
about 20 to 48 compared to the non-batch approach.
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11 Threats to Validity

In the work discussed in this document, we present the results of various empirical analyses
such as a case study and multiple performance benchmarks. The validity, significance, and
reproducibility of these results depend on the proper execution and evaluation of the associated
experiments. Consequently, in order to assure the validity, significance, and reproducibility of
these results, we took special care during the execution of the experiments and the analysis
of the acquired data that lead to the results presented in this document. In this chapter, we
discuss how we addressed potential threats to validity for assuring the validity and significance
of the results presented throughout this document.

In the work presented in this document, we often use the throughput performance as indicator
for the practicability of the employed methods. In many experiments, we determine the upper
bound of the event or data processing throughput and based on these results conclude whether
the performance is sufficient for being employed practically or not. A general threat to validity
with respect to this approach is to measure false too high results as they could lead to the
wrong conclusion that a certain approach would be feasible while it is not. In order to avoid
this threat and the corresponding false conclusions, we chose the measurement and analysis
methods such that, if they affect the results, the results can be primarily affected in the way
that the measured upper bounds fall below the true upper bound. As the measured results fall
below the true upper bound, results indicating an acceptable performance are still valid even
when measurement effects are included. In the discussion below, we will outline the concrete
measures we chose with respect to this threat where applicable.

In the following, we first introduce aspects that potentially affect the validity of the results
presented in this document. Afterwards, we discuss the threats to validity for the presented
work and how we addressed these in more detail.

11.1 Aspects Affecting the Validity of Results in the
Presented Work

In this section, we discuss potential aspects that may affect the validity of results. For each
aspect, we outline how it may pose a threat to validity and discuss how we addressed the
corresponding issues.

11.1.1 Load Generation

We performed various performance benchmarks for which we were required to generate a load,
e. g., by transmitting packets in a network or by sending events into a CEP engine. The load
generation, however, is not part of the System Under Test (SUT) that is to be analyzed. In
order to assure that the effects that are observed in the measurements are caused by the
SUT respectively to clearly identify which effects are caused by the SUT, effects caused by
the load generation have to be either avoided or have to be known. We aimed on reducing
the variation of the load generation as far as possible such that the observable effects can be
attributed to the SUT. Furthermore, in order to assure the reproducibility of experiments,
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the load has to be generated deterministically such that the load generation itself is also
reproducible.

For reducing the variation in the generated load and to assure the deterministic and reproducible
generation of load, we used tools for synthetically generating the required loads. Depending
on the experiment scenario, we used different tools for this purpose. Furthermore, as far as
possible we used separate setups, such as computers or networks, for the load generation and
for the SUT.

11.1.2 Unintended Load and Side Effects

Further aspects that may influence the measurements of the SUT are unintended load and side
effects. Unintended load is load that is caused by entities other than the load generator and
the SUT. In our experiments, examples for unintended load are network traffic that is caused
by superfluous services that run on the participating computers but which are not part of the
SUT nor the load generation or CPU load that is caused by processes which are not part of the
SUT or load generator.

Side effects are effects that are caused by the SUT or load generator in a way such that
these effects cause unintended effects on measurements. An example for such a side effect
is when traffic generation and a SUT for testing the capturing performance are run on the
same physical computer such that the CPU load of the traffic generation impacts the SUT.
Another example for a side effect is when the network traffic that is caused by a distributed
monitoring system is transmitted over the monitored network because the monitoring system
will pick up its own traffic such that the measured results do not depend solely on the generated
load.

In order to avoid unintended load, we assured that no relevant services or processes other
than the load generation and SUT were active on a host respectively in a network during
an experiment. In order to avoid side effects, we separated the load generation setups and
the measured SUT setups as far as possible and used clearly defined interfaces between
these.

11.1.3 Initialization Overhead

Initialization overhead is another aspect that may impact the validity of measurement results.
We consider the tasks that are required for starting up the actual operations that are to be
measured as initialization overhead.

For programs that are executed, initialization overhead is caused, e. g., loading the program
executable and libraries. For JVM-based programs, additional initialization overhead, e. g.,
caused by class loading or JIT, occurs.

In setups in which network connectivity is involved, initialization overhead is, e. g., caused by
lookups such as DNS or ARP lookups. Furthermore, when TCP connections are involved, the
three-way handshake can also be considered as initialization overhead. While the impact of the
network related initialization overhead is usually marginal compared to other effects, we still
aimed on avoiding as much overhead as possible.

In scenarios in which data is processed, we also consider loading the data from the hard disk as
initialization overhead. Furthermore, in certain scenarios, data may have to be preprocessed
first before it can be used for the actual benchmark. This preprocessing also causes initialization
overhead.
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We avoided initialization overhead in the network due to lookups by using IP addresses
instead of host names such that we did not rely on DNS and we performed warm up ex-
periments before the actual measurements such that also ARP related overhead could be
avoided. The characterisitics of the initialization overhead depend on the actual scenario. Thus,
we discuss how we addressed initialization overhead in the discussion of the corresponding
experiments.

11.1.4 Measurements

Another potential source of problems that may impact the validity of results are the measure-
ments themselves. Potential threats to validity may be caused, e. g., by the measurements
themselves which may cause overhead or by synchronization issues when several components
have to be run coordinately for an experiment.

In order to allow a detailed analysis, for some components such as the packet capturing
sensor implementation, we added additional measurement points in performance critical code.
While we optimized the code that is involved for these measurements for minimizing the
impact on the results, it still causes overhead which impacts the measurements. Despite
their impact on the performance, we chose to include the additional measurement points as
they provide critical information about potential problems during the processing, e. g., we
identified data processing error in the packet capturing sensor as discussed in section 7.2.5.
Furthermore, the measurement overhead can only affect the performance negatively and cannot
cause false too high results such that our conclusions that indicate the feasibility still remain
valid. Thus, we consider marginal performance degradation due to the measurement overhead
as tolerable.

In our proposed approach and in our experiments, several components and several hosts have
to be operated jointly. Thus, synchronization between multiple components on a single host or
even distributed hosts is another aspect that may impact the measurements and thus present a
threat to validity. As one metric, e. g., we use the success ratio, which is introduced in section
7.1.2 and is defined as the number of successfully processed events over the number of input
events. However, for experiments in which multiple components or even hosts are involved,
the number of input events and the number of successfully processed events are measured at
different components or even on different hosts. Thus, the synchronization of the measurements
is a critical factor as errors may lead to false too high results.

Consequently, in order to avoid potentially critical error due to synchronization, we pursued
another approach that does not rely on synchronization. For each experiment, we started all
involved components from scratch such that all involved counters are initially set to zero and
started the event generator, respectively the sensor, as last component. For terminating an
experiment, we shut the event generation, respectively the sensor, component down first. As
all counters are initialized with zero, following this approach, at the end of an experiment
the total numbers measured at each component correspond to the number of events that
were received and processed. For the packet capturing sensor, e. g.., we use the number
of all packets that were received at the NIC as reported by libpcap as number of input
events.

This approach has the drawback that the results are affected by initialization overhead of
components such as JIT and that pooled events may not be processed as pools cannot be
filled when the event input source is shut down. However, these effects only result in a smaller
number of measured successfully processed events whereas the number of measured input events
corresponds is the true value and thus lead to a measured success ratio that is lower than the
true success ratio. Thus, following our approach to favor effects that cause results below the
true upper bound, we consider these effects as tolerable and chose to use this approach in
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order to avoid potentially critical errors due to synchronization issues. Furthermore, we chose
the duration of experiments accordingly to reduce the impact of measurement errors due to
initialization and shutdown.

In order to assure the significance of the measured data we used two different approaches
depending on the experiment setup. In distributed setups and in setups that involved multiple
components, we use the approach based on the success ratio as described above. As this
approach relies on the overall values that are collected for an entire experiment, in order to
avoid synchronization issues. Thus, it is not possible to compute statistical data based on the
multiple measurements that are collected during execution of an experiment as this would
introduce synchronization issues again. In order to achieve significant data, we ran these
experiments for a longer duration such that we could assure that the acquired data is not
affected by outliers and the like.

In setups in which synchronization issues are no problem, we collect measurements during the
execution of an experiment in second intervals. For these measurements, we then compute
the mean and standard deviation in order to provide insight into the performance character-
istics. In order to collect enough measurements, the experiments are also run for a longer
duration.

11.1.5 Selection of Input Data and other Parameters Affecting the
Experiments

The experiments are affected by various parameters that have to be defined upfront before
performing the actual experiments. Examples for such parameters are the pool or bulk sizes as
used, e. g., for the experiments with the communication infrastructure or the improved packet
capturing approach, and the selection of the traffic data sets that were used, e. g., for the
assessment of the CEP engine performance, the evaluation of our partitioning approach, or
the analysis of the effects of compression. In the presentation of our experiments, we discuss
these parameters and also perform dedicated experiments for evaluating the impact of these
parameters where applicable.

11.1.6 Subjective Interpretation of Outcomes

Another potential threat to validity is subjective interpretation. The interpretation of results
typically depends on the background of the person who interprets a circumstance. In order to
avoid that the presentation of our results is affected by subjective judgements, we focused on
the presentation of quantifiable results.

However, certain aspects cannot be easily quantified, e. g., for the analysis of the case study. In
such cases, we aimed on reporting our observations neutrally.

11.2 Analysis of Threats to Validity for the Presented
Work

In this section, we discuss how we addressed potential threats to validity for the various
experiments that we performed in scope of the work that is presented in this document. The
order in which we discuss the experiments corresponds to the order in which the experiments
were mentioned in this document.
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With respect to the duration of measurement runs, we chose the duration depending on the
circumstances of the analyzed scenario. For the majority of the presented results, except
for some detailed analyses, a single data point corresponds to the results obtained with a
single measurement run. Thus, as a rule of thumb, in order to achieve the required number
of data points, we chose shorter measurement run durations for scenarios that required more
data points as compared to scenarios that required fewer data points. In order to assure
comparable results, we did not vary the duration of the measurement runs for an individual
scenario.

11.2.1 Case Study with Respect to Design, Implementation, and
Operation

For the case study presented in chapter 6, we did not perform measurements but report
our experiences that we gained from implementing and operating the evaluation prototype.
Consequently, we cannot present quantifiable results but have to explain our experiences. In
order to avoid false conclusions due to subjective interpretations, we report our experiences in
an as neutral as possible way.

11.2.2 Performance Evaluation

With respect to the threats to validity for the results of the performance evaluation presented
in chapter 7, we distinguish between three general cases: the evaluation of the sensor and event
transformation, the evaluation of the CEP engine, and the evaluation of the event transmission,
remote event transformation, and the overall system. In the following, we briefly outline aspects
relevant to the discussion of threats to validity, motivate why we consider these as distinct
cases, and discuss the threats to validity for each of these cases.

Sensor and Event Transformation

For the evaluation of the sensor and event transformation, the sensor and event transformation
components were integrated into a single program, which represents the SUT for this scenario.
The experiment setup consisted of a monitored network in which traffic was sent between two
hosts and another computer on which the SUT was executed.

In order to assure reproducible experiments and the validity of results, the load in the moni-
tored network was generated with a tool in a controlled fashion. Furthermore, we performed
reference measurements for assessing the impact of the experiment setup on the measure-
ments. The results showed that the experiment setup does not present a threat to valid-
ity.

In order to allow a good understanding of the presented results, we performed reference
measurements and discussed detailed results as example in which we showed how increasing
load affects the behavior of the SUT. Additionally, we performed more detailed analyses
of example experiments in which we analyzed the behavior of the SUT with a profiling
tool.

In order to avoid synchronization issues and initialization overhead with respect to the traffic
generation in the monitored network, the traffic generation was started at least 5 seconds before
the SUT was started and shut down at least 5 seconds after the SUT was stopped. Consequently,
we could reduce the variation of the packet generation rate in the monitored, which we verified
with our reference measurements.
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For the reference measurements, we performed measurements in second intervals and calculated
the mean and standard deviation of the measurements over the duration of each measurement
run. We observed a relative standard deviation below 0.6% throughout all measurement runs.
Thus, we chose to not explicitly depict the standard deviation and also ran each measurement
run for about 40 seconds as we considered this sufficient for acquiring meaningful data given a
relative standard deviation below 0.6%.

In order to avoid synchronization issues with respect to the SUT, for determining the maximum
performance, we performed various experiments with different traffic loads and used the success
ratio as criterion. The duration of each experiment was 120 seconds such that the impact of
initialization overhead, which was measurable for about 2 seconds according to the detailed
analysis results, was reduced.

CEP Engine

For the evaluation of the CEP engine, the event generator and the CEP engine were integrated
into a single program. The SUT in this scenario is the CEP engine component of this program.
We used recorded packet captures of live network traffic for the evaluation that were sent into the
CEP engine by the event generator in a controlled fashion and the experiment only involved a
single computer on which the evaluation program was executed.

Because of the integration in a single program that was executed on a single computer and
because of sending events in a controlled fashion, we consider the evaluation of the CEP
engine as a distinct case as compared to the other experiments. Furthermore, because of this
experiment setup, we could eliminate synchronization issues.

In order to reduce initialization overhead, the packet captures were preloaded and preprocessed
before the actual measurements were started. In order to reduce initialization overhead caused
by class loading and JIT, we performed warm-up runs before performing the actual measurement
runs.

The results also depend on the composition of the input traffic that is stored in the packet
captures that was used during the evaluation. We intended to measure worst case like scenarios
and thus purposely generated the test traffic in these packet captures such that it contains
comparably high numbers of the situations that were to be detected by the evaluated event
patterns. However, ultimately, the actual performance depends on the concrete scenario in
which the system is employed in.

Event Transmission, Remote Event Transformation, and Overall
System

For the evaluation of the event transmission, remote event transformation, and the overall
system the experiment setup consisted of two hosts that were connected via a computer network
and included multiple components. Additionally, the experiments involved the monitored
network which also consisted of two computers that were used for generating traffic. Because of
the characteristic of a distributed setup in the NAaSS part is shared for the three considered
scnearios, we consider these three experiments as a single case.

In order to avoid initialization overhead in the monitored network, followed the same procedure
as described for the sensor and event transformation evaluation. For reducing synchronization
issues, we used the approach that we proposed as solution for this issue in section 11.1.4. In
order to reduce the impact of the remaining initialization overhead, we ran each experiment
for 60 seconds such that the impact of initialization overhead was reduced. The traffic in
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the monitored network was generated synthetically with our tool and the event patterns were
configured accordingly to cause load in the CEP engine.

11.2.3 Cooperation and Self-adaption

For the evaluation of our cooperative and self-adaptive approaches, the experiments as well
as the evaluated aspects vary. Consequently, we discuss the threats to validity separately for
cooperation and self-adaptation.

Network Traffic Partitioning and Cooperative Acquisition

For the evaluation of the cooperative approach we first evaluated the criterion that we used for
partitioning network traffic. Afterwards, we performed experiments in live setups for assessing
the practicability of cooperative data acquisition.

We performed the evaluation of the partitioning criterion with prerecorded packet capture data.
In order to assure that our criterion works for independently of the type and composition of
network traffic, we used various packet capture data files from various sources. We used two
packet capture data from two different public traffic repositories, a packet capture data file that
we had generated in a lab setup, and a packet capture data file based on a network simulation.
As the aim of the experiments was to perform a statistical evaluation of the partitioning criterion
and did not cover performance aspects such as throughput, overhead etc. are no issue for these
experiments.

Cooperative and Self-adaptive Remote Packet Capturing

For the evaluation of our distributed remote packet capturing approaches, we distinguished
between the evaluation of the cooperative aspects and the evaluation of the self-adaptive aspects.
For both evaluations, we used the same experiment setup. However, the way the traffic load
was generated differed.

In order to avoid side effects, we separated the monitored network and the data exchange
network by using two separate network setups. Furthermore, we reduced unintended load on
the involved systems and in the corresponding networks.

For the evaluation of the throughput, we performed various reference measurements in order
to assess the impact of running our approach on the monitored network. In some of these
experiments, we purposely ran the traffic generation and components of our system on the
same computers in order to assess how our approach affects the traffic generation. For the
actual experiments, for each experiment run, we sent traffic at a constant rate. For reducing
synchronization issues, we used the approach that we proposed as solution for this issue in
section 11.1.4. Each experiment was run for 60 seconds in order to reduce the impact of
initialization overhead.

For the experiments with respect to self-adaptivity, we varied the traffic load in the monitored
network. Over the duration of these experiments, we observed the behavior of our system with the
GUI component that also served as self-adaptation controller. As the aim of these experiments
is to serve as proof-of-concept for the feasibility of self-adaptive approaches, we manually varied
the traffic load in the monitored network. In order to illustrate the feasibility and show details
of effects with respect to self-adaptation, we do not present summaries for all experiments but
only discuss one experiment as example in detail.
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11.2.4 Coalescence Problem Analysis

The potential for applying our solution to the coalescence problem depends on the actual
application scenario and the employed patterns. However, we presented an approach for
assessing the practicability of applying our proposed approach.

We illustrated the working principles and to provided an example evaluation. For these
experiments, we purposely chose simple event patterns that can be potentially applied in various
scenarios in the scope of NAaS. Furthermore, we used packet capture data files of real network
traffic for analyzing the practicability of our proposed approach. We created these packet
capture data files such that they included the situations that were supposed to be detected
with the employed event patterns.

The aim of these experiments was to determine the reduction of the number of events as
the events are processed in the system and not to determine the throughput performance.
Consequently, we did not have to take side effects, load generation, synchronization, etc. into
account.

11.2.5 Improving the Integration of Sensors and
Components

For the discussion of the improvements with respect to the integration of sensors and components,
we consider two distinct cases. First, we covered the improvement of JVM-based network
traffic acquisition. Afterwards, we discussed the general impact of programming language
barriers.

With respect to the throughput, the intention of the proposed approaches was to research and
evaluate various methods for improving the throughput. Thus, for both cases, we did not aim on
analyzing details or on determining the success ratio but on determining the maximum output
rates that can be achieved. As measuring the output rates only involves a single measurement
point at the output of the respective prototypes, we did not have to take synchronization issues
into account. Hence, for these experiments, we used the measurement approach in which we
measured the output rates in one second intervals over the run time of the experiment. In
order to avoid measuring initialization or shut down artifacts, we excluded the first and last
measurements. For the presentation of the results we show the mean values and the standard
deviations.

Besides this commonality, there are also aspects that are specific for each case. In the
following, we discuss the aspects of these approaches that are not in common for both
cases.

JVM-based Network Traffic Acquisition

In order to limit unintended side-effects of the involved network equipment, we reduced the
network setup to the minimum and connected the traffic generation host and the capture
host directly without adding a switch. In order to avoid initialization overhead in the load
generation, we started the load generation at least 5 seconds before we started the actual
experiment and stopped the load generation at least 5 seconds after the experiment was
stopped.

The experiments were run for 55 seconds each and measurements were performed in second
intervals. We omitted the first four and the last measurements such that overall 50 measurements
are considered for each experiment.
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Bridgeability of Programming Language Barriers

For the evaluation of the bridgeability of programming language barriers, we implemented event
generators and event receivers. The event generators were used for emitting events as fast
as possible. And the output rates were measured with the event receivers. In order to avoid
measuring threading artifacts, we implemented the event generation and reception functionality
of all prototypes as single threaded. During the experiments, we took care not to run background
processes that could affect the results significantly.

The event receivers were started first and the event generators afterwards. The reason is that
the receivers, e. g., had to open a socket or connect to a FIFO first before the event generator
could actually start generating events.

For each data point, a measurement run with a duration of 60 seconds was performed and mea-
surements were done in second intervals. Because a warm-up and shutdown phase was excluded,
overall 55 individual measurements were considered. The depicted data points are the mean val-
ues of these individual measurements. For all measurement runs, the relative standard deviation
is below 1%. Thus, we conclude that the results are meaningful.

11.3 Conclusion

In the scope of the work presented in this document, we performed various experiments and pre-
sented the corresponding results. Assuring the validity of these results is crucial. Consequently,
we took measures for assuring the validity of results.

In this chapter, we first presented aspects that may impact the validity of the acquired results.
Afterwards, we discussed how we proceeded for assuring the validity of the results presented in
this document.

For each chapter in which either a case study or empirical measurements were performed, we
addressed how we aimed on assuring the validity of results. For assuring the validity of our
results, we considered the entire process of the presented research, from the planning of the
research and experiments over the execution of the experiments to the presentation and analysis
of the results.

Because of the measures we took for assuring the validity, we conclude that we could successfully
address potential threats to validity. Consequently, we conclude that the results presented in
this document are meaningful.
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12 Conclusion and Outlook on Future
Work

We complete the thesis by giving a conclusion, answering the research questions presented in
1.2, and providing an outlook on future work. In the following, we first summarize our results
and present the conclusions. Afterwards, we answer the research questions. Finally, we present
an outlook on potential future work.

12.1 Summary and Conclusion

NAaS is crucial for maintaining properly working computer networks, which are required
for operating IT systems. Due to the increasing complexity of computer networks and the
processes in computer networks, NAaS has to address a complex mix of requirements and
challenges.

Because of the critical importance of NAaS and because of the diverse requirements and
challenges, various approaches for monitoring, analyzing, and surveying computer networks
had been developed. However, these approaches traditionally only focus on specific aims and
they differ, e. g., with respect to resource requirements or the abstraction level and detail of the
provided information.

In order to provide comprehensive information and to optimize the resource utilization, the
various NAaS methods have to be meaningfully combined. While the need for convergence of
NAaS approaches for acquiring comprehensive information about networks has already been
identified and corresponding research in this direction was begun, we still see potential for
important improvements.

In the work presented in this document, we research the applicability of event-driven ap-
proaches such as EDA and CEP as well as techniques like cooperation and self-adaptation
for NAaS. Furthermore, we presented and evaluated approaches for improving the state-of-
the-art of event-driven, cooperative, and self-adaptive NAaS. In the following, we summarize
our work and present the corresponding conclusions. We complete with an overall conclu-
sion.

12.1.1 Important Properties and Requirements of Network Analysis and
Surveillance

After an introduction of foundations and related work in chapter 2, we analyzed important
properties and requirements for NAaS in chapter 3. We identified the following aspects of NAaS
that we consider as important: distribution, ability to leverage heterogeneous data sources,
near real-time operation, data correlation and analysis, performance, incorporation of expert
knowledge at various abstraction levels and from various disciplines, flexibility, scalability,
usability, reliability, security, privacy, and confidentiality. Aspects like distribution, scalability,
reliability, security, or confidentiality can be addressed with established solutions that are not
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specific to NAaS, such as off-the-shelf communication middleware implementations. However,
other aspects such as the integration and convergence of various heterogeneous data sources in
NAaS, specific performance aspects of event-driven NAaS, the integration of low-level raw data
sources, or aspects emerging from the interplay of various components in the context of NAaS
had not been addressed yet.

12.1.2 Architecture for Event-driven Network Analysis and
Surveillance

Based on the results from chapter 3, in chapter 4 we introduced an EDA for NAaS. As we
aim on integrating heterogeneous data sources for enabling convergence of various types of
sensors and information, the presented architecture was purposely designed to be agnostic to
the type of data that is acquired, forwarded, and processed. Additionally, we also identified
the resources that are involved in the event-processing process in order to identify potential
bottlenecks. Because we purposely designed the architecture to be agnostic to the type of data
that is processed, our architecture can also be employed in other application domains with
similar characteristics as NAaS.

12.1.3 Development of an Evaluation Prototype

For evaluating the practicability of the general concept of event-driven NAaS as well as our
proposed architecture, we implemented an evaluation prototype based on the architecture pro-
posed in chapter 4. In chapter 5, we present details about the implementation of the evaluation
prototype. We purposely chose to use existing off-the-shelf implementations where possible
as these already provide well established and tested implementation, e. g., for communication
middleware or event-processing and correlation solutions.

12.1.4 Case Study on the Flexibility of Event-driven Network Analysis
and Surveillance

For assessing the flexibility of our event-driven NAaS approach with respect to design, implemen-
tation, and operation, we performed a case study for which we presented the results in chapter
6. In this case study, we analyzed the experiences that we gained during the implementation of
the evaluation prototype. Furthermore, we extended the evaluation prototype for the case study
in order to also take more advanced aspects into account that are beyond the original purpose
of the evaluation prototype. Our results show that with respect to design, implementation, and
operation, thanks to, e. g., the use of an unified internal event format and the loose coupling of
components in an EDA, event-driven paradigms are a good fit for implementing flexible and
adaptable NAaSS.

12.1.5 Performance Evaluation

When a NAaSS is not capable to process data at the appropriate speed, the results emitted by the
system may be incomplete, wrong, or even misleading. Thus, in addition to the aspects covered
in the case study that we presented in chapter 6, we considered the throughput performance as
another important aspect with respect to the practicability of the discussed approaches. In
chapter 7, we presented the results of an empirical performance evaluation that we conducted
with the prototype that we presented in chapter 5. In order to allow a detailed assessment of
the performance of individual components as well as of emerging performance effects that arise
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when multiple components are employed jointly, we performed experiments with individual
components as well as with increasingly complexer systems consisting of several components.
During these measurements, we used packet capturing as example in order to study a worst case
scenario with respect to throughput and frequency of events.

Our results show an event throughput of about 175 keps for the overall system. The performance
of the individual components varies, e. g., for the sensor we measured a throughput up to 260
keps while for the CEP engine we measured a throughput of up to 1,000 keps. We consider
these results to be in a magnitude such that our proposed approach can be practically applied.
Yet, the actual feasibility also depends on the actual use case and situation in which a NAaSS
is deployed in. Our results can serve as indicators of the practicability in such cases and provide
hints on potentially critical aspects.

12.1.6 Improving Network Analysis and Surveillance via Cooperation
and Self-adaptivity

While we could already show in chapter 6 that our event-driven approach helps to address
important aspects of NAaS, more complex aspects such as the coordination of distributed
sensors or the usability in distributed deployment scenarios were not addressed yet. Furthermore,
the results of our performance evaluation presented in chapter 7 also showed potential for
improving the performance, e. g., with respect to the data acquisition performance of the
sensors.

Thus, in chapter 8, we presented and evaluated cooperative and self-adaptive approaches for
improving distributed event-driven NAaS. Analogously to the previously presented performance
evaluation presented in chapter 7, we chose to use packet capturing as example scenario in
order to study a worst case situation with respect to throughput and frequency and in order to
allow the comparability to the previously acquired results.

For coordinating distributed packet capturing sensors, we presented an resource efficient approach
for partitioning packet based network traffic. Furthermore, we presented an infrastructure
for distributed packet capturing that is based on our event-driven architecture presented in 4
and approaches for adjusting the resulting system autonomously via self-adaptation based on
performance constraints.

We evaluated the presented approaches with prototypes in lab setups. The results show that
our approach for coordinating sensors is capable to partition network traffic and that it helps
to improve the data acquisition performance. Furthermore, we could show that our distributed
packet capturing approach is feasible as well and that the proposed coordination and self-
adaption mechanisms are feasible and help to improve performance and usability. We published
the prototype implementation as Open Source Software [91].

12.1.7 Addressing Coalescence Problems

In addition to performance aspects as discussed in chapters 7 and 8, in large-scale deployment
scenarios, additional performance aspects emerge. In chapter 9, we discuss what we call
“coalescence problem”, which arises when data increasingly accumulates as it is forwarded in the
data processing system. We proposed to fit the structure of a NAaSS to the structure of the
monitored network and to reduce the amount of events that are forwarded upwards in the event
processing system by increasingly aggregating events for addressing the coalescence problem.
As the feasibility of this solution depends on the actual use case as well as the NAaSS structure,
we presented an approach for evaluating the feasibility. An example evaluation using a sample
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scenario from the field of NAaS showed that our proposed approach can be applied in the chose
sample scenario.

12.1.8 Improving the Integration of Sensors and Components in
Event-driven Network Analysis and
Surveillance

Besides distribution aspects, we also identified the integration of sensors and components
on a local host as important aspects. Results of our performance evaluation presented in
chapter 7, showed that the packet capturing sensor delivered events at a rate of up to 260
keps whereas the CEP engine could process events with up to 1,000 keps. Consequently, we
proposed and evaluated approaches for improving the integration of sensors in our proposed
NAaS approach. Additionally, based on the results of integrating the sensor, we concluded that
programming language barriers pose a more general problem and thus also analyzed the impact
of programming language barriers in a more general context and evaluated batch-based operation
for improving the throughput across such language barriers.

For the research with respect to the integration of sensors, in order to study a worst case
scenario and to allow the comparison to the previously acquired results, we, again, used packet
capturing as example scenario. Furthermore, in order to provide an overview over viable
improvement approaches, we purposely proposed and evaluated four different approaches for
improving the integration of the packet capturing sensor with our NAaS approach. We coverd
raw packet acquisition with the JVM, data extraction from raw packet data for preparing the
data for further processing in the JVM, leveraging a DSL for dynamically configuring the data
extraction process, and a self-adaptive approach for dynamically adjusting the data extraction
process based on performance constraints at runtime.

We evaluated our proposed approaches with prototype implementations that we also published
as Open Source Software [93]. Our results show that our methods help to improve the raw data
acquisition by a factor of up to 5.9 and the data extraction performance by a factor of up to
2.8 compared to the un-optimized variants. Furthermore, our results show that the DSL and
self-adaptive approaches also work and are feasible.

For the generalized discussion of programming language barriers, we used data exchange
between C, Python, and Java as example. We proposed a bulk-buffer structure that we used
for exchanging events via various methods like JNI, sockets, or named pipes. Our results show
that the bulk-based approach helps to increase the throughput by factors of up to 48 compared
to the non-batch approach.

12.1.9 Threats to Validity

During our experiments, we specifically took care to assure the validity and reproducibility
of results. In chapter 11, we discuss threats to validity and explain the measures we took for
addressing potential threats to validity. We considered potential problems throughout the
entire experiment life cycle, from the design and conception phase over the execution to the
presentation and interpretation of results. Thus, we concluded that we addressed possible threats
to validity and assured the validity of the presented results.
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12.1.10 Overall Conclusion

NAaS is crucial for maintaining operational computer networks and IT systems. In order to
acquire comprehensive information while optimizing the resource utilization, the various existing
and readily available but specialized NAaS approaches have to be employed jointly such that
the strengths of the various approaches can complement each other and weaknesses of individual
approaches are compensated. Due to the complexity of computer networks, overarching NAaS
approaches have to fulfill a complex mix of requirements.

We presented and researched event-driven, cooperative, and self-adaptive approaches for improv-
ing overarching distributed NAaS. We empirically evaluated our approaches using evaluation
prototypes. Our results show that our approaches help to address important aspects and
improve the state-of-the-art of overarching distributed NAaS and that they are feasible from a
performance perspective. The work presented in this document can serve as basis for further
research, such as data analysis for taking convergence of heterogeneous data sources into account
or further enhanced distributed operation of NAaSS.

We published our approaches and work in various peer-reviewed publications [98, 94, 100, 101,
99, 102, 96, 95]. An overview of our publications is given in section 1.4.2. Furthermore, we
published implementations of evaluation prototypes as Open Source Software [93, 91]. An
overview of our Open Source Software is given in section 1.4.3.

12.2 Answers to Research Questions

During the discussion of the work presented in this document, we addressed the research
questions introduced in section 1.2. In this section, we summarize the answers to these research
questions.

12.2.1 RQ1: What are important properties and requirements for
overarching and flexible Network Analysis and
Surveillance?

In chapter 3, we identified and discussed important properties and requirements for overarching
and flexible NAaS. We identified the following aspects:

• Distribution

• Convergence of Heterogeneous Data Sources

• Near Real-time Operation

• Data Correlation and Analysis

• Performance

• Incorporation of Expert Knowledge at different Levels of Abstraction and from different
Disciplines

• Flexibility and Scalability

• Usability

• Reliability, Security, Privacy, and Confidentiality
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12.2.2 RQ2: Does our Network Analysis and Surveillance approach offer
convergence of data sources and is it flexible with respect to
functionality, implementation, and
operation?

We explicitly designed our proposed architecture presented in chapter 4 and implemented
our prototype presented in chapter 5 such that the important aspects and requirements for
NAaS that we identified by answering RQ1 are addressed. As we used established off-the-shelf
libraries and frameworks, for certain aspects such as distribution, near real-time operation, or
security we consider it sufficient that these aspects are explicitly addressed in the design and
implementation phase.

However, for the aspects that depend on the design of our approach and which are not addressed
by employing third-party off-the-shelf solutions, namely convergence of data sources and
flexibility, we decided to perform an explicit evaluation in form of a case study in order to
verify that our approach behaves as intended. Thus, we performed a case study based on
our experiences that we gained during the development and operation of our prototype. Our
results show that the convergence of data sources and flexibility aspects of our approach work
as intended.

12.2.3 RQ3: What are the performance limits of our Network Analysis
and Surveillance approach and what is the most relevant
performance bottleneck?

Because of the high speeds of computer networks and because of the circumstance that too
slow processing of data may lead to false results, we consider the throughput performance of
a NAaS approach as critical with respect to its practicability. In chapter 7, we presented our
approaches and results of a detailed performance evaluation.

Our results show that the overall system had an event throughput of about 175 keps. With
respect to other subsystems, the CEP system showed a throughput of up to about 1.000
keps, the event transmission showed a throughput of about 340 keps, and the network
traffic acquisition sensor including event transformation showed a throughput of about 260
keps.

Sensors and event transformation components are the inputs of the system. Hence, they
potentially affect the performance of the remaining downstream data processing and thus of the
overall system. Furthermore, sensor and event transformation showed the lowest performance
when compared to the other components and subsystems. Consequently, we concluded that
sensor and event transformation represent the most important bottlenecks and thus have to
be addressed in RQ4 and RQ5. Additionally, because of this relevance of sensor and event
transformation and because they can be employed in a non-distributed way, we also addressed
the sensor and event transformation in RQ7.

12.2.4 RQ4: Can the most relevant performance bottleneck be
addressed by leveraging distributed
approaches?

For improving the performance of our packet capturing sensor, we developed and evaluated
a novel approach for the resource efficient partitioning of packet-based network traffic for
cooperative packet capturing. We evaluated our approach with various packet capture data
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sets and with live packet capturing in a lab setup. Our results show that our network traffic
partitioning criterion works and that it can be used for cooperative packet capturing for
improving the overall packet capturing performance.

12.2.5 RQ5: Can the increased complexity of distributed approaches be
addressed by leveraging self-adaptivity?

While the distribution capabilities of our NAaS approach offer opportunities such as leveraging
cooperative sensors for improving the data acquisition performance, the distributed operation
also increases the complexity. This leads to additional challenges with respect to operation and
usability.

For addressing these challenges and for easing the operation and improving the usability, we
used the example of our cooperative packet capturing approach. We extended the simple static
cooperative packet capturing approach to a dynamic self-adaptive remote packet capturing
approach. The resulting approach allows various sensor operation modes and offers two
self-adaptation methods for single and cooperative sensor operation. Our results show that self-
adaptivity helps to ease the usability by reducing the complexity and to accelerate adjustments
because of its automation. Furthermore, our results show that dynamic distributed remote
packet capturing is feasible from a performance perspective.

12.2.6 RQ6: May the distributed nature of our approach cause
additional performance issues and how can these be
addressed?

Further problems may arise in distributed deployment scenarios. We identified the coalescence
problem of increasingly accumulating data that has to be transferred and processed as such a
problem.

For addressing this problem, we proposed to fit the structure of a NAaSS to the structure of the
corresponding computer network. However, the practicability of this solution approach depends
on the actual circumstances. Thus, we also presented indicators for determining if our proposed
solution can be applied. Results of an example evaluation using a simple example of NAaS
showed that for this example the proposed solution is feasible. For other scenarios, the suitability
of our solution has to be determined on a case-by-case basis.

12.2.7 RQ7: What is the most relevant performance limit of our
approach in a non-distributed scenario and how can it be
addressed?

As most relevant performance limit in non-distributed scenarios, we also identified the sensor
and event transformation throughput. Thus, we researched how this limitation can be addressed
in non-distributed scenarios.

In order to research improvements in different areas, we presented and discussed four different
approaches for improving the sensor and event transformation performance that can also be em-
ployed building up on each other. We addressed raw data acquisition, event data transformation,
dynamic data processing adjustments via a DSL, and autonomous self-adaptive adjustment of
the data processing phase based on performance constraints.
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The evaluation results show performance improvements by factors of about 2.8 and 5.9 depending
on the scenario and raw maximum capture rates of up to about 4.5 Mpps. Our results also show
that our proposed DSL can be used for dynamically configuring the data processing at runtime
and that it is feasible with respect to performance. Moreover, we could also demonstrate that
our self-adaptive data processing adjustment approach works too and that it helps to optimize
the throughput while avoiding lost data due to overload.

Based on the example of the sensor and event transformation, we identified programming lan-
guage barriers as a more general problem. Hence, we generalized our discussion and analysis and
evaluated a batch-based approach for improving the event throughput across programming lan-
guage barriers in event-driven systems. Our results show that the batch-based operation helped
to improve the event throughput by factors of about 20 to 48.

12.3 Outlook on Future Work

For the applicability of methods in NAaS scenarios, performance with respect to the data
throughput is a crucial factor. When the throughput is not sufficient to keep up with the
high speed at which data is emitted in computer networks, analysis results may be wrong or
misleading and thus render the entire approach useless. Hence, we considered the practicability
as necessary condition for further research on NAaS methods and thus had a strong focus on
the practicability during the work presented in this document.

With the work presented in this document, we could show that overarching, event-driven, and
distributed NAaS is feasible with respect to performance. Furthermore, we could show that
the discussed approaches are a good fit with respect to architecture, design, and operation of
NAaSS and we presented methods for further improving aspects like performance and usability
via cooperation and self-adaption.

As we could show that the necessary condition of the practicability of the presented methods is
fulfilled, we conclude that the presented approaches can serve as basis for further research. In
this section, we outline examples for potential further lines of research that can build-up on the
results presented in this document.

12.3.1 Adding Additional Data Sources

With our approach, we provide a platform that is capable to integrate arbitrary data sources. We
used the example of packet capturing, connection tracking, and a simulated IRS to demonstrate
the general feasibility for integrating heterogeneous data sources. However, we purposely focused
our discussion of performance aspects etc. on packet capturing in order to study a worst case
scenario with respect to performance.

For further enhancing the research beyond the scope that is covered in the work presented
in this document, we consider the integration of additional data sources as one possible
aspect of future work. Additional data sources can be other passive approaches such as
netflow-based methods but also active methods such as port scanning or combinations of
these.
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12.3.2 Improving the Integration of Low-level Sensors with Higher-level
Data Processing Approaches

We presented and researched a variety of potential ways, such as leveraging DSLs or self-
adaptivity, for improving the integration of sensors. Using the example of packet capturing with
the JVM, we could show that these approaches help to improve the current state-of-the-art and
that they are feasible. Further lines of potential research could be to extend these methods
to other data acquisition methods or to other platforms and programming languages such as
Python or C.

Furthermore, while traditional sensor implementations, which typically rely on low-level native
functionality, are evolved and optimized, methods that have to bridge between such low-level
native sensor implementations and non-native higher-level implementations are not as evolved
and optimized yet. While we could already improve the state-of-the-art with our presented
approaches, we still see potential for important improvements in this area and thus consider it
as another noteworthy future line of research.

12.3.3 Convergent Data Analysis for Analyzing Heterogeneous Data
from Distributed Sensors

The focus of the work presented in this document is on practicability aspects as we consider these
aspects to have a major impact on the usefulness of NAaS methods. On the other hand, in the
discussion of related work with respect to data analysis in NAaS in section 2.2.4, we provided an
overview over the huge field of data analysis in the field of NAaS.

While the approaches presented in this document provide the foundation for practically inte-
grating heterogeneous and distributed data sources, another important aspect is to improve
the information that can be deduced with a NAaSS. Consequently, we consider the exten-
sion of existing and development of new data analysis methods for specifically considering
aspects introduced by heterogeneous and distributed sensors as another valuable future line of
research.

12.3.4 Handling of Large Amounts of Persistently Stored
Data

With our approach, we purposely focus on event-driven methods that enable the near real-time
processing of data. We also presented a proof-of-concept for integrating persistently stored data
in scope of our case study.

While we could show that persistently stored data helps to meaningfully complement event-
driven approaches, handling large amounts of data in distributed scenarios represents further
challenges. Hence, a potential line for future work is to research the possibilities that are offered
by so called “big data” technologies in the area of NAaS and especially in conjunction with
event-driven approaches as presented in this document.

12.3.5 Further Improving Cooperative
Approaches

We could demonstrate that cooperation helps to improve the data acquisition performance in
distributed setups. However, for our approach on cooperative data acquisition, we made several
simplifying assumptions.
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For demonstrating and evaluating the general cooperative approach, as done in the work
presented in this document, it is sufficient to make such simplifying assumptions. Yet, these
simplifying assumptions represent limitations that have to be addressed as well. Thus, we
consider further improvements of the cooperative approach, e. g., for addressing the simplifying
assumptions as a line for future research.

Furthermore, we purposely limited our discussion to sensors using the example of packet
capturing. Hence, further possibilities for extending the research on cooperative approaches are,
e. g., to cover other data sources or to extend the work beyond sensors and also take cooperative
data processing or event correlation into account.

12.3.6 Further Improving Self-adaptive
Approaches

Analogously to the cooperative approaches, we could also show that self-adaptive methods can
help to tackle performance and usability issues in distributed event-driven NAaS. While, for
the work presented in this document, simplified proofs-of-concept are sufficient for illustrating
the idea and evaluating general aspects, we see room for important improvements with respect
to the presented self-adaptive approaches.

A potential improvement, e. g., is to improve the usability by automatically adjusting the
parameters for the self-adaptation mechanisms. Another possible improvement is to change
from a centrally controlled self-adaptivity approach to a decentralized approach that is more
resilient with respect to failures of key components.
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